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HEY CLIP, CAN YOU CAPTURE
SEMANTICS IN BRAND NAMES?

EVALUATION OF CLIP’'S MULTI-MODAL SPACE USING
BRAND NAMES, LOGOS AND BRAND DESCRIPTIONS

PAUL VINCENZ SCHREIBER

Abstract

Congruence between brand names and other flagships of a brand
are important tools to effectively communicate to, and set the right
expectations in consumers. In this study we explore congruence of
brand features as a problem that could potentially be evaluated by
computational models trained on cross-modal stimuli such as CLIP.
As a by-product we explore to what extent these models capture
sound symbolic associations in our stimuli set, and analyse the re-
lationship between (sub-) lexical information and shape dimensions
in brand logos. Instead of human participants, we employ CLIP-
and BERT-based computational models to make decisions about simi-
larity between a multitude of brand names, brand descriptions and
brand logos. We show that our results support proposals of statis-
tical co-occurrence as an underlying mechanism of sound symbolic
associations, and argue that CLIP can be carefully used as a tool for
maneuvering through naming and logo design decisions.

1 DATA SOURCE, ETHICS, CODE, AND TECHNOLOGY STATEMENT

Work on this thesis did not involve collecting data from human participants
or animals. The data is available for researchers upon request from the data
operator. Furthermore, the Corpus of Contemporary American English
(COCA) was provided to me by Giovanni Cassani under a registered
academic license. The author of this thesis acknowledges that they do not
have any legal claim to this data or code. The author made all figures and
tables for this study.

2 INTRODUCTION

“It’s not just the system, Dick. It’s the name. That glorious name, McDonald’s.”
“The Founder” (2016)



2 INTRODUCTION

Imagine designing a new logo for McDonald’s or Adidas. In a modern
and globalized world, it is probably impossible to deviate mentally from
their current and well-known logos and what these brands represent.
Thinking back to the hour of birth of those brand representations, also
considering the brand name, is there any reasonable connection between
the logo or name and what they represent? Klink (2000) suggests that
brand names should convey adequate representations of the products and
the brand identity to avoid damaging miscommunication to consumers.
Furthermore, Klink (2000) shows that brand names’ sounds can convey a
product’s tangible features as size and color (lightness vs. darkness) or
intangible features as speed. Thus, marketers may wish to examine the
coherence between brand names, logos, and mission, as well as how brand
names convey information about the brands.

To explain how brand names convey meaning, Klink (2000) refers to
sound symbolism, a concept that explains form-to-meaning associations.
To evaluate these associations in a broad range of brand names, we employ
CLIP (Contrastive Language Image Pretraining) (Radford et al., 2021), a
multi-modal model trained on image and text pairs. During CLIP’s training
process, the model learned to pair (sub-)lexical patterns with visual features.
This pairing process leverages statistical co-occurrences (see Section 2 &
4.1.1), a mechanism that potentially underlies sound-symbolic associations
in humans (Sidhu & Pexman, 2018). Thus, our goal is to evaluate whether
CLIP can effectively capture the form-to-meaning relationships, ultimately
the congruence, between a company’s logo, mission, and name, even when
the name does not have a recognized meaning in English. To achieve this,
we will examine various types of company names, including made-up
words (e.g., Verizon), names based on individuals (e.g., MacDonald), and
existing words (e.g., Vice). By evaluating CLIP against our baseline model
BERT (Devlin et al., 2018), we intend to isolate the effect that underlies
sound-symbolic associations

In contrast to previous studies (Davis et al., 2019; Kohler, 1929) on
sound symbolism with carefully selected and designed stimuli , we leverage
a multitude (1,813) of real company descriptions and logos to predict
company names. These language and image stimuli were not shown to
elicit sound symbolic associations, rather they rely on the intuitions of
marketers for naming and logo design. Assuming that CLIP learned form-
to-meaning relationships beyond classifying images, we are interested in
whether such associations can be shown for the intuitions of marketers in
naming and logo design

Lastly, we evaluate the relationship between (sub-) lexical patterns in
brand names and shapes in corresponding logos to asses how brand names
signal information. As a typical subject of studies on sound-symbolism
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(Davis et al., 2019; Klink, 2000; Kohler, 1929), we want to asses whether tra-
ditional findings in this domain are reflected in the intuitions of marketers
regarding naming and logo design.

The contributions of this thesis are twofold. On the one hand, the
findings of this study can benefit marketers in creating coherent brand
identities that effectively communicate to consumers. On the other hand,
this study contributes to the research on sound-symbolic associations by
aiming to either confirm or rule out statistical co-occurrence (and language
patterns) as mechanisms that explain these associations. Moreover, we
aim to show sound-symbolic associations in ubiquitous stimuli instead of
carefully chosen stimuli pairs.

Following this logic, this paper will answer the following research
questions:

Can CLIP effectively encode relations between company logo, mission
and name?

The sub-questions can be listed separately, as such:

RQ1 How does CLIP’s language encoder perform compared to a model that is
solely trained on language when predicting a brand name based on the
description of that brand?

RQ2 How does the prediction performance change when predicting brand names
based on the average of description and logo embedding?

RQ3 Is there a difference in prediction accuracy between real, made-up, and
people’s names?

RQ4 Which (sub-) lexical patterns are associated with geometrical shapes found
in brand logos?

3 RELATED WORK

In contrast to the perspective that language is arbitrary (De Saussure et al.,
1916; Hockett, 1963), a growing body of research suggests that the form
of language can convey meaningful cues about how humans perceive the
world. Sound symbolism opposes the arbitrariness of language, introduc-
ing the notion that (sub-) lexical information can be inherently meaningful
by possessing features that seem to be naturally or statistically associated
with certain kinds of meaning (Sidhu & Pexman, 2015). Following Sidhu
and Pexman (2018), we refer to sound symbolism in this study as the "as-
sociation between phonemes and stimuli containing particular perceptual
and/or semantic elements (e.g., objects of a certain size or shape)" (p. 1).
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The dimension of roundness versus sharpness is a well-known aspect
of research in the domain of sound symbolism. Its origin dates back to
the work of Kohler (1929), where it was first described. The sharpness
attribute is often associated with voiceless stop consonants such as /k/
and /t/, whereas roundness is often associated with sonorants such as /m/
and /1/, as well as with the voiced stop consonant /b/. Moreover, some
studies suggest that certain vowel sounds can predict these categories,
with unrounded front vowels being linked to sharpness and rounded back
vowels being associated with roundness (Nielsen & Rendall, 2011). Building
upon Kohler’s initial findings, D’Onofrio (2014) has argued that the strings
used by Kohler to investigate this dimension varied not only in vowel
roundness and backness, but also in other consonant features such as their
continuance, sonority, voicing, and place of articulation. This expanded
perspective provides a more nuanced understanding of the roundness versus
sharpness dimension in sound symbolism research. Noting this, we are
interested in whether these findings are recoverable when relying only
on the language morphology and not the sound, as is often the case with
branding on packaging or posters.

Davis et al. (2019) show that participants made liberal and consistent
use of non-arbitrary relationships between form and meaning, by mapping
non-word names (e.g., Horgous) to attributes (e.g., intelligence, shape). Al-
though Davis et al. (2019) show non-arbitrary associations between form
and meaning, they critically acknowledge that the non-word names used
in their study were already shown to inherit sound-symbolic associations
in previous research (Westbury et al., 2018) and ask whether random
non-word names would yield similar form-to-meaning relationships. Con-
sidering this limitation, we are interested in whether such associations can
be shown for the intuitions of marketers in naming and logo design, but
also how these associations arise.

While research on sound symbolism has mainly been the focus of
psycho-linguistic studies, it also bears important implications for busi-
nesses. Klink (2000) suggests that brand names should convey adequate
representations of the products and the brand identity to avoid damaging
miscommunication to consumers. Klink (2000) shows that brand names
can convey a product’s tangible features such as size and color (lightness
vs. darkness) and intangible features as speed. Thus, marketers may
wish to examine how congruent brand names are with other information
about the brand or product to avoid damaging incongruence (Klink, 2000).
According to Spence’s (2011) perspective on cross-modal correspondences,
marketing professionals are keen to understand how consumers respond
to stimuli that are either congruent or incongruent across different sensory
modalities. Specifically, they are interested in whether consumers react
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more positively to products that exhibit congruence among cross-modal
stimuli, as opposed to products that are incongruent. Spence (2011) further
suggests that aligning sound symbolism in brand names with shape sym-
bolism in labeling and packaging design could potentially be leveraged to
establish appropriate sensory expectations in the minds of consumers. As
summarised by Sidhu and Pexman (2018), congruence of sound-symbolic
associations may positively influence the processing, memorization and cat-
egorization of information. In essence, these tactics could be harnessed to
enhance the overall consumer experience and promote brand recognition.

One of the main questions that pertains sound symbolism today is the
question of its underlying mechanisms. To address this question, Sidhu
and Pexman (2018), review five proposals that potentially explain the rea-
soning behind the cross-modal association: statistical co-occurrence, shared
properties, neural factors, species general associations, and language pat-
terns. We will focus on the first and the last of these mechanism as they
relate most to our study as we will show later in this section. Statistical
co-occurrence refers to the notion of how statistically reliable cross-modal
stimuli occur in the environment (Sidhu & Pexman, 2018; Spence, 2011).
This mechanism has been utilized to account for various sound symbolic
associations. One such instance is the mil/mal effect, which proposes that
small (large) things tend to produce high (low) frequency sounds. As a
result, front vowels may be linked with smaller objects due to their higher
F2 frequency. Likewise, the connection between high vowels and smaller
objects may be attributed to the high pitch associated with high vowels,
as suggested by Ohala and Eukel (1976). One crucial characteristic of
statistical co-occurrence is that it relies on experience, implying that some
sound symbolic associations are not innate. Closely related to statistical co-
occurrence is the notion of language patterns, which proposes that sound
symbolic associations arise from patterns in language. As opposed to
stimuli from different sensory modalities, proposals for language patterns
argue that associations arise from phonological and semantic features in
language (Sidhu & Pexman, 2018). For example, Bergen (2004) reports that
English words that begin with g/, statistically tend to denote lighting (e.g.,
glow, gleam, glisten, glitter as opposed to other concepts as captured in
words such as glue).

Similar to research on sound-symbolism, computational studies on
multi-modal learning focus on understanding and modeling information
from multiple modalities, such as images and text. Multi-modal models
aim to leverage the complementary nature of different modalities to im-
prove learning and understanding tasks. A popular example of such a
model is CLIP, which learns a multi-modal embedding space by training an
image encoder (Dosovitskiy et al., 2020) and a text encoder (Vaswani et al.,
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2017) via contrastive learning, bringing real image and text pairs closer
together and dissimilar pairs farther apart within the embedding space.
While CLIP’s image encoder successfully improves downstream tasks such
as Visual-Question-Answering (Shen et al., 2021), to our knowledge, only
one study (Yan et al., 2022) addresses the potential of using CLIP’s text
encoder to understand language. Yan et al. (2022) show that just the text
encoder of CLIP shows the ability for language representation and, in spe-
cific settings, outperforms the popular language model BERT. Importantly,
CLIP can embed non-words, typically used in sound-symbolic research
Westbury et al. (2018), by leveraging a modified version of Byte Pair Encod-
ing (BPE) that allows to model dependencies on word- but also byte-level
(Radford et al., 2019). Referring to Bergen’s (2004) finding of statistical
co-occurrence, we hypothesize that CLIP’s representation of non-words
such as glother should be similar to representations of words denoting
lighting. To this end, we are able to leverage the (sub-) lexical information
in non-word brand names to generate meaningful word representations
with CLIP’s language encoder.

Word representations play a vital role in multi-modal learning by pro-
viding a means to encode and understand textual information. They
facilitate the integration of different modalities by capturing the semantics
of words, enabling multi-modal models to effectively process and interpret
information from various sources. To this end, transformer-based models,
such as BERT (Bidirectional Encoder Representations from Transformers)
proposed by Devlin et al. (2018), have revolutionized word representa-
tions. BERT employs a masked language modeling objective and next
sentence prediction task during pre-training to generate deep contextual-
ized word embeddings. These embeddings have achieved state-of-the-art
performance on various benchmarks, demonstrating the importance of
contextual information in Natural Language Processing (NLP) tasks. Other
notable word representation models include Word2Vec (Mikolov et al.,
2013), GloVE (Pennington et al., 2014), FastText (Joulin et al., 2016), and
ELMo (Peters et al., 2018).

4 METHODOLOGY
4.1 Methods

4.1.1  CLIP: Contrastive Language Image Pretraing

CLIP is a pre-trained neural network that can be used for text-image
similarity and image classification tasks without further training. CLIP
was pre-trained on 400 million domain agnostic pairs of image and text
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captions, bringing real text and image pairs close together in a mulit-modal
embedding space. The model comprises and image encoder, which can be
either 1) ResNetso (He et al., 2016), or 2) ViT (Dosovitskiy et al., 2020), and
a language encoder Vaswani et al. (2017). In mathematical terms, we denote
an image as I and its associated text as T. CLIP aims to learn a mapping
function that projects both images and text into a shared embedding space.
We denote this mapping function as F, which takes an image or text as
input and produces its corresponding embedding vector. This Mapping
function can be defined as follows:
For images:

I = fimage(I)

For text prompts:
T = f text(T)

Given a set of image-text pairs,

(Ill Tl)/ (IZ/ TZ)/ ceey (In/ TH)

CLIP is trained using a contrastive loss function. The contrastive loss
encourages similar image-text pairs to have closer latent embeddings in the
shared space compared to dissimilar pairs. Mathematically, this contrastive
loss can be defined as follows:

exp (Sim(iﬂl))

Yy exp (Sim(ika) >

exp (Sim(z:hh))

L= —log ¥, exp <sim(TT1,1k)>

—log

where sim(I, T) represents the similarity between two embeddings I and
T, and T is a temperature parameter that controls the sharpness of the
distribution.

To compute sim(l, T), a similarity metric such as cosine similarity can
be used:

I-T
im([,T) = ——
sim(LT) =

where - denotes dot product and |lx || represents the L2 norm of vector x.

4.1.2  BERT: Bidirectional Encoder Representations from Transformers

BERT, for Bidirectional Encoder Representation from Transformers is a
language model that can be employed for among others, text similarity and
semantic search. It utilizes a transformer-based architecture to learn contex-
tualized representations of words and sentences. BERT is pretrained on the
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BookCorpus (Zhu et al., 2015) and the English Wikipedia, excluding lists,
tables, and headers. Pre-training data that bears long contiguous sequences
is an indispensable requirement for BERT to learn language representa-
tions. The pre-training of BERT is divided into masked-language-model
(MLM) and next-sentence-prediction (NSP) objectives, whereas especially
the former objective allows BERT to learn deep bidirectional language rep-
resentations, alleviating the constraint of uni-directionality in pre-training
(e.g. left-to-right or right-to-left). This allows the model to obtain more
contextual information for its word embeddings and bears an advantage
over previous language models at the time of its release. For MLM pre-
training, some percentage of input tokens is masked or missing at random,
which are then predicted to train a deep bidirectional representation. In
order to build a model that understands relationships between sentences,
the second pre-training objective is next-sentence-prediction. Given sen-
tences A and B from a monolingual corpus, 50% of the time B is the actual
sentence that follows sentence A (labeled as isNext) and 50% of the time B
will be a random sentence from the corpus (labeled as notNext). Similar to
CLIP, BERT operates on a token level, where a sentence or text is divided
into individual tokens. Tokenization involves breaking down the input
text into these smaller units, hence BERT can also handle unseen strings of
text, which is important for handling unseen words, such as made-up brand
names in the present task. BERT represents each token as an initial word
embedding, which captures semantic and syntactic information about the
words in the context of the sentence.

We implement the sentence transformer version bert-base-cased from
the HuggingFace Sentence Transformer library, which we will use as our
baseline model for predicting the correct brand names. Such a baseline
model, which has been trained on text alone, allows us to potentially isolate
an effect of how learning on different modalities at the same time effects
the model’s ability to recover the cross-modal intuitions of marketers in
naming and logo design decisions. Furthermore, we employ BERT as
opposed to other popular language models such as GPT, because GPT
is a decoder-based model focused on text generation, while BERT is an
encoder-based model designed for contextual understanding of input text.
GPT generates text auto-regressively, while BERT captures bidirectional
contextual information to encode the meaning and context of the entire
input sequence. Hence, BERT is more in line with the purpose of recovering
potential congruence between brand names and their descriptions.

4.1.3  Object recognition for Geometrical Shapes

Object detection is an important task in computer vision that deals with de-
tecting instances of visual objects of a certain class (e.g., humans, animals,



4 METHODOLOGY

cars) in digital images. The goal of object detection is to develop computa-
tional models and techniques that provide one of the most basic pieces of
knowledge needed by computer vision applications: What objects are where?
OpenCV is an open-source, computer-vision library for extracting and pro-
cessing meaningful data from images, might include determining the 2D
shape of objects from one or more images (Bradski, 2000b). One approach
to shape analysis using the OpenCV library is extracting contours, which
can explained simply as a curve joining all the continuous points (along
the boundary of an object), having the same color or intensity. Further-
more, an implementation of the Douglas-Peucker-algorithm is employed,
which approximates a contour shape to another shape with fewer vertices
depending on the precision we specify. Based on the approximation of the
contour shape, we employ an algorithm that uses IF-THEN rules to extract
round and spiky shapes per image (see section 4.3.3 for further details).

4.2 Dataset

The present research will employ two data sets, each containing comple-
mentary information for our study. The first data set is the Large Logo
Dataset (Sage et al., 2018), which contains images of logos scraped from
the web in varying resolutions and corresponding domain names (e.g.,
www.ecourierz.com). The second data set is the industry classification
data set found on Kaggle.com, containing information such as brand meta
descriptions, intended to give short and relevant summaries of what a web-
site is about. For marketers, meta-descriptions are a tool to pitch product
or service features to users. The two data sets are merged on the domain
name, which is present in both data sets, resulting in a data set of 1990
entries. Cleaning and pre-processing the data (see section 4.3) reduced the
data set to 1813 rows.

4.3 Preprocessing

For all subsequent steps Python was used. In Python the packages used
to pre-process the data include but are not limited to nltk (Loper & Bird,
2002), cv2 (Bradski, 2000a) and PIL (Umesh, 2012).

4.3.1  Names

First of all, we decoded the brand names present in the hdfs file format
to a UTF-8 format. Then we scrutinized the brand names for common
words (e.g., energy, transportation) and removed highly frequent words
from the brand names. Furthermore, some company names included
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company types such as GmbH or Itd. or parts of their web domain as .com,
which were also removed from the names. These pre-processing steps
were taken to remove potentially confounding terms from the brand names
and possibly reduce the brand name to a single word. To this end we are
interested in the latent embedding of the brand name alone and not in
the additions such as GmbH, which would be picked up by the tokenizer
of CLIP and considered as information for the word embedding. After
cleaning all brand names from confounding strings, we categorize them
into three main categories: real-, made-up- and person- name. To determine
whether a brand name consists of real- or made-up names, or potentially a
combination of these two categories, we compare the part words present in
the brand names to words in the Corpus of Contemporary American English
(COCA) 2016 and 2017, and categorize based on whether a part word is
in the body of text. For the categorization task of labeling person- names,
we compare the part-words in our data set with two data sets containing
female and male names, found on Kaggle.com. After pre-processing the data
set and categorising the brand names, the data set contained 98 person’s
names, 704 made-up words, 711 real words, and 300 made-up + real words as
brand names.

4.3.2 Descriptions

The descriptions in the data set contained either the full brand name or part
of the brand name in them. For example, the brand name milani cosmetics
has the desciprion “milani cosmetics and beauty products,...”. Considering
that the goa of the models used in this research is measuring how similar
a given pair of language is, we want to exclude the brand name from the
brand description. Obvious hints about the correct name such as the name
itself in the brand descriptions would make it easier for our models to
predict the correct name, and thus we replace these with empty strings.
Furthermore, we truncate each meta-description to a length of 77 characters
as our implementation of CLIP can only handle a maximum input size of
77 characters.

4.3.3 n-grams

As a first step for analyzing associations between (sub-) lexical patterns
and geometrical shapes, we extract all character-level bi-grams present
in brand names. Bi-grams are also supported by Westbury et al. (2018)
as a promising avenue to explore. For example, for the the brand name
Vice we extract following bi-grams: <v, vi, ic, ce, c>. Bi-grams are chosen
because they can represent meaningful sub-word units, such as prefixes and
suffixes, which can help capture morphological and structural properties

10
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of the brand names. Furthermore, bi-grams capture specific character pairs
that can be important for the associations, enabling the model to capture
intricate relationships with the shapes in brand logos. Thus, we encode
all bi-grams as categorical variables, taking values of either 1 (present in
name) or o (not present in name). At last, we remove all the bi-grams
occurring with a frequency smaller than 5. This step forms the basis for
the next step in the pre-processing pipeline.

4.3.4 Shape intensity

For our task, we refer to shape intensity as the extent to which a brand
logo contains either round or spiky shapes. The reasons for assigning shape
intensity to a brand logo instead of classifying a logo into either of the
two shapes are 1) to obtain numerical representation and 2) because a
logo might contain multiple shapes. To obtain shape intensity values for
each brand logo we employ the OpenCV library for detecting contours in
images. In this way, we are able to distinguish different shapes such as
spiky (rectangular, square, triangle, star) and round (circle, pentagon) in
logos. We calculate the portion of round- and spikiness for each logo based
by on the shapes detected and represent shape intensity on a scale of o to
1. For example, if we would detect two spiky and one round shape for a
given brand logo, we calculate each shape intensity as the portion of all
the shapes detected in that brand logo, resulting in the following intensity
values: 0.66 for spikiness and 0.33 for roundness. Finally, we concatenate the
data-frame of bi-grams with the one of shape intensities to obtain a table
that includes the shape intensity values along with the bi-grams encoded
as categorical variables, necessary for the steps described in section 4.4.2.

To evaluate which fricatives, stops, and sonorants have the strongest
influence on round and spiky shapes in brand logos, we extracted respective
speech sounds from brand names as described in Section 4.3.4. To obtain
a detailed insight into how combinations of these (sub-) lexical patterns
predict shape intensities in brand logos, we extracted bi-grams such as
<ma>, <zu>, and <te> and encoded them as categorical variables, with
values of either o or 1. After obtaining shape intensity values for round-
and spiky- ness, we regressed the shape intensities onto the categorical
variables. The estimated coefficients were coded in a way that positive
weights represent roundness, and negative weights spikiness.

11
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Cleaning and
proessing data

A

Input for models to predict Input for modelling feature
brand names importance
Predict Brand

: i ; l

Regressing LIP-text LIP-ima BERT Multiple Linear Regression
shape intensity EEk-~ C ge iple Linear Regressior

onto bi-grams

Note. This figure show the pre-processing pipeline as described in section 4.3.

4.4 Evaluation

4.4.1  Model Comparison

To evaluate whether logos increase the coherence of brand identities, we
evaluate an implementation of CLIP that averages embeddings of descrip-
tions and logos against an implementation that just relies on the description
embedding. This latter model, which we refer to as CLIPtext, predicts the
representation of a brand name that is closest to the representation of the
description in terms of cosine similarity. The former model, referred to
as CLIPimage predicts the representation of a brand name that is closest
to the average of the representation of the description and the represen-
tation of the brand logo. Therefore, we average the textual and visual
representations to obtain a single point in the latent representation space to
measure the distance to the representation of the brand name. Furthermore,
we employ BERT as a baseline model to predict the brand names as we
did with CLIPtext, to compare the effects of multi-modal learning against
training a model on language alone.

We were interested in whether the models embed the stimuli similarly
and evaluate this by sampling 19 false names and checking whether the
correct name falls in the top 1 (@1) or 5 (@5) closest names by cosine

12
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similarity. Therefore, we sampled the false names in three different ways:
randomly, closest names in terms of edit distance, and closest in terms
of cosine distance in the CLIP embedding space. Sampling false names
by these strategies, we want to asses whether descriptions and logos are
congruent with names, even when the false names are similar to the true
one. In particular, the edit distance, between two strings is a measure of
the minimum number of single-character edits (insertions, deletions, or
substitutions) required to transform one string into the other. Based on this
distance measure, we sample additional brand names with the lowest edit
distance to obtain an evaluation space of words that are lexically similar
to the target word. As the final evaluation setting, we sample additional
words based on their cosine similarity to the target word. In this setting, the
evaluation space is arguably the least random as by default all brand names
in the evaluation space occupy similar coordinates in CLIP multi-modal
latent space.

To ensure that the performance is solely based on the cross-model
congruency between logos, names, and descriptions, we conducted a set
of random baseline experiments. In these experiments, we randomly
permuted the embeddings, eliminating the influence of any other variables
or confounding factors.

Lastly, we evaluate whether the different models differ in their ability
to predict different types of brand names. Therefore, we categorise each
brand name into one of the following classes: Real Word, Made-up Word,
Person Name, and Real Word + Made-up Word as described in section 4.3.1.

4.4.2 Feature Importance

In the present research, we refer to feature importance as the relationship
of (sub-)lexical information with the shape intensity values. We employ a
contour approximation algorithm (as described in section 4.1.3) to detect
one or multiple geometrical shapes in each brand logo. Based on these
geometrical shapes we derive the portion of each shape present in a logo
and determine intensity values on a scale of o to 1. Lastly, we regress
shape intensity onto categorical variables of (sub-) lexical information (e.g.,
combinations of vowels and consonants: ma) present in brand names to
estimate the feature importance for predicting shapes. We restrict this
analysis of (sub-) lexical information as predictors for shapes to fricatives,
stops (Klink, 2000) and sonorants (Westbury et al., 2018), and further break
these lexical categories down into voiced and voiceless pronunciation. We
implement the regression model in R after pre-processing the data as
described in section 4.3. In R the packages used to fit a multiple linear
regression model and visualization of the results include but are not limited
to dplyr (Wickham et al., 2023), and ggplot2 (Wickham, 2016).

13
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Lastly, we draw on the theory of Westbury et al. (2018), stating that
good discriminators of any sound-symbolic association naturally occur
less frequently, and analyze whether there is a linear relationship between

frequency and coefficient estimates on the shape attributes round and spiky.

5 RESULTS
5.1 Model Comparison

CLIPtext performs better than the baseline model across the three different
sampling techniques: random sampling, edit distance, and cosine similarity
(see table 1 & table 2). Considering only CLIPtext, the highest results in
predicting the correct brand name given a description of that brand can

be observed for edit distance-based sampling of the evaluation space.

CLIPtext.editDistance obtains the highest accuracy for predicting the correct
name @1. However, CLIPtext.cosine scores the highest accuracy in predicting
the correct name @5 with an accuracy of 48,75%. Overall, we observe that
the results for CLIPtext are very similar across the different evaluation
settings.

Table 1

evaluation space

random edit distance cosine similarity

CLIP.text 0.225041 0.234418 0.215113
CLIPimage 0.264203 0.237176 0.130723
BERT 0.080530 0.000552 0.000552

Note. This table shows the accuracy for predicting the correct name @1. Results

are provided for all model architectures, namely: CLIP.text, CLIP.image, and BERT.

For each model the results of different sampling techniques are listed.

As with CLIPtext, CLIPimage yields performances that are higher than
the baseline model across the different sampling techniques: random
sampling, edit distance, and cosine similarity (see Table 1 & 2). Other than
with CLIPtext, CLIPimage achieves the highest accuracy results only for
the random and edit-distance-based evaluation space. CLIPimage.random

achieves the highest accuracy for predicting the correct name @1 and @s.

For the model CLIPimage.editDistance, we observe accuracy scores that
closely approximate those of CLIPimage.random @1, however, we observe
a noticeable difference in favor of CLIPimage.editDistance @5. Regarding
CLIPimage.cosine, we observe that the accuracy level drops below the one
of CLIPtext.cosine. Predicting the correct name among the false names,
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which occupy similar coordinates in the latent space as the correct one,
is arguably the most difficult task for CLIPtext and CLIPimage. Whereas
the former performs similarly across the different sampling strategies, and
even achieves the highest performance @5, performance levels drop for
CLIPimage. This indicates that coherence between names and descriptions is
rather strong, even when the false names are contextually and semantically
similar. In contrast, adding the embedded logos seems to damage the
congruence of the brand identity in cases for which false names are closely
related to the true one. However, as shown in Figure 2, lower coherence in
brand identity might result from seemingly arbitrary logo design choices.

Table 2

evaluation space

random edit distance cosine similarity

CLIP.text 0.468285 0.464975 0.473800
CLIPimage 0.533922 0.530612 0.312190
BERT 0.314396 0.002758 0.002758

Note. This table shows the accuracy for predicting the correct name @s. Results
are provided for all model architectures, namely: CLIP.text, CLIP.image, and BERT.
For each model the results of different sampling techniques are listed and the
highest performance for each technique is marked in bold.

Figure 2

equibrand

headspace

Note. Examples of two brand names and their corresponding logos that were not
correctly predicted with CLIPimage.

15



5 RESULTS

BERT only performs better than the random baseline in the scenario
of random sampling the evaluation space. Performances compared to ran-
dom baselines for sampling the evaluation spaces using edit distance and
cosine-similarity are not substantially different than the random baseline.
BERT.random obtains 8% accuracy in predicting the correct name @1, and
31% accuracy in predicting the correct name @s. Prediction accuracy for
edit distance and cosine-based evaluation spaces are almost equal to zero.
Interestingly, BERT performs worse than random guessing for edit-distance
and cosine-based sampling and only slightly better than random guessing
for the randomly chosen evaluation space. Considering that CLIPtext effec-
tively encoded 47% of the brand names, logos and missions correctly @s,
BERT performs rather poorly. Hence, this finding implies that multi-modal
learning captures semantics and form-to-meaning relations better rather
than BERT, which is trained only a on single modality.

As shown in Figure 3, we observe differences in how well the models
are predicting different types of brand names. CLIPtext performs equally
well in encoding the information in real names and made-up names,
whereas it does not perform well in predicting brand names consisting of
person names. Furthermore, adding brand logos as additional predictor
embeddings considerably increases the portion of correctly predicted made-
up names as well as made-up and real names. CLIP.image also improves the
prediction accuracy for person names. Interestingly, BERT predicts made-up
+ real names almost as well as CLIP.image and even more noticeable, predicts
person names with a higher accuracy than it does real words. BERT achieves
the highest prediction accuracy for person names compared to the different
models. This insight into the different name types suggests that even
when brand name does not have a recognized meaning in English, CLIP
effectively leverages (sub-) lexical and visual patterns to infer meaningful
connections with brand logo and mission.

5.2 Model Robustness

As shown in 4, both models employing the CLIP architecture perform
better than random guessing and permutation testing. To show that the
improved performance of CLIPimage over CLIPtext is meaningful, we ran
a permutation test, re-sampling to measure the relationship between two
quantitative variables. To this end, images were randomized to show the
importance of congruence between the predictor variable brand logos and
the target variable brand names. Interestingly, BERT performs slightly
better than random guessing only when other brand names are sampled
randomly, but not when false brand names are similar to the true one.
This finding indicates again that single modal word representations by
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Figure 3

Performance of name types by model and evaluation setting
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Note. This figure shows the differences between names, particularly how the
different name categories differ in prediction accuracy. Each row refers to a
different model, whereas the columns denote the different evaluation spaces. The
y-axis are anchored from 0% to 70%.

9
0%
W

BERT are not sufficient to recover semantics and form-to-meaning relations
between the brand features.

5.3 Error Patterns

To obtain more detailed information on the error patterns, we extracted the
brand names and logos for two scenarios, for which we consider real and
made-up names: 1) brand names correctly predicted @5 with the addition
of images but not with the description alone 2) brand names correctly @5
predicted with the description but not with the addition of images. For
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Figure 4
Model performances compared to random baselines
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Note. This figure shows the prediction accuracy for different models with eval-
uation spaces sampled randomly, with edit-distance, and cosine similarity. In
addition it shows the prediction accuracy compared to the random baseline. The
figure shows model performances for predicting the correct name as the highest
similarity but also within the five highest similarities.

the first scenario with real names (see Figure 5), we observe that CLIP
leverages different types of information to correctly predict the brand
names. Considering the data for the brand vice, we hypothesize that CLIP
simply recognizes the letters making up the brand name. Considering
the data for the name bottle, it seems that CLIP matches the image and
name by the form rather than any letters depicted in the logo. Upon closer
inspection we notice that this embedding of the logo is only the second
closest to the name bottle, whereas CLIP encoded the highest similarity
for the logo of a brand called beer cartel, which depicts the capitalized
letter B. Following these first two insights, it seems that CLIP assigns a
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strong association to pairs of brand names and logos, for which the logos
picture the letter(s) included in the brand names. This pattern can not
be observed regarding the data for the brand motion, for which the logo
depicts a stick figure in motion. However, the averaged embedding of
logo and description for this brand name is only the third highest, notably
following two brands that are in the banking industry, one of which depicts
a scale of justice. With regards to the last example, feminist, CLIP is able to
recover the intuitions behind the naming and logo design, matching the
symbol and color with the name, whereas especially the color scheme is
stereotypically associated with female gender.

Figure 5

vice bottle motion feminist

Note. This figure shows examples of real brand names and their corresponding
logos that were correctly predicted by CLIP after adding images.

Regarding the first scenario with made-up names, we observe three
examples for which the logo depicts approximations to at least one letter
within the brand names, namely zaui, emertxe, and xoom. Although these
logos do not clearly show letters as with the example of vice, their shapes
approximate the form of letters and even the form of the word, such as the
wavy z for zaui, the half x of emertxe, or the elongated shape and angular
shape for xoom.

Figure 6

zaui emertxe fishback xoom

i

Note. This figure shows examples of madeup brand names and their corresponding
logos that were correctly predicted by CLIP after adding images.
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Figure 7, shows examples of real brand names correctly predicted
based on the description alone. Compared to the previous examples of
brand names that were correctly predicted with the addition of images,
the relationships between brand names and logos seem rather arbitrary
here. It seems that CLIP is not able to encode these abstract connections
- if there are any - such as the light-bulb potentially denoting thought or
innovation, which could be linked to the brand name leaders.

Figure 7

advisers children data leaders
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Note. This figure shows examples of made-up names and their corresponding
logos that were correctly predicted by CLIPtext.

Considering the second scenario (see Figure 8), for which made-up
names were correctly predicted relying only on the brand description, the
relationships between brand names and logos seem rather arbitrary again.
The logo of flexsim potentially depicts flexibility due to the spread out
pattern and curvature, however, CLIP does not encode a connection to
the verb flex, a potential token used to encode flexsim. Considering the
description “provides software to model, simulate, analyze...”, we hypothesize
that especially the keyword simulate caused the two word vectors to be
similar, although software, model and analyze might also have contributed to
the similarity, with those words being contextually close to simulate, and
hence the part-word sim. Another example that is worth mentioning in
this scenario, is the name and logo pair for lawrato, where CLIP does not
follow the pattern of correctly encoding approximations to letters in brand
names. Whereas the association between name and description “consult
& hire the best lawyers in india. top ...” should have been strengthened by
the logo, given that it depicts a letter present in the brand name, the
relationship seems to get worse. Upon closer inspection of the data, we
observe that descriptions and logos of companies such as think, thebrokerlist,
affordable, yourfoodjob and uniphore seem more congruent to CLIP than those
of lawrato.

20



5 RESULTS

Figure 8

flexsim lawrato karachi

amalgamated

Note. This figure shows examples of real names and their corresponding logos
that were correctly predicted by CLIPtext.

5.4 Feature Importance

For this section we do not provide a detailed overview of all the regression
results, but rather present only results for bi-grams, for which respective
consonants have been shown to be indicative of round and spiky in previous
studies (Westbury et al., 2018). Figure g provides an overview of estimated
coefficients and their standard errors of bi-grams on shape intensity in
this section. For a complete overview of the regression results, we refer to
Appendix A (page 31).

The results that we obtained for associations between brand names and
brand logos partially support traditional findings, showing the voiced stop

consonant b as an indicator of roundness only when paired with the vowel a.

In contrast, a pairing with the vowel u is an indicator of sharpness. For the
commonly observed finding that out of voiced stops, only b shows to be a
good indicator as opposed to the other voiced stops d and g, our results
show that for brand names the combinations du and gu are biased towards
roundness. Furthermore, our results do not show that any combination of
voiceless stops as t or k with any vowel is an indicator of sharpness, rather
the combination ka shows a bias towards roundness. Likewise, brand
names containing sonorants such as I and m do not seem to be indicators
for roundness. However, we observe a small bias towards roundness for the
combination mi as well as [u and a small bias towards spikiness for the
combination me and le.

The results show that the highest positive weights were obtained for
bi-grams such as fo, gu, du, bo, pa, ka, lu, re, ne, mi and no. Except for the
combination fo, containing a voiceless fricatives, all of the other indicators
contain stops, which are either voiced or voiceless, or liquid and nasal
sonorants.
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Figure 9

Estimated Influence of fricatives, stops and sonorants on shape
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Note. This figure shows the estimated coefficients including error bars of fricatives,

stops, and sonorants based on vowels. The groups of consonants are divided into
their respective voicing. The y-axis remains the same for all plots, and is anchored
at -0.75 (spiky) and o.75 (round).

In contrast, the regression model shows the highest negative weights
for bigrams such as ze, vi, le, me, nu and ru. Out of these consonant-
vowel combinations there are two voiced fricatives and four sonorants.
We observe that the vowels 0 and a are not among the combinations for
indicators of spikiness.

We show that there are certain associations between bi-grams in brand
names and the shapes within logos that differ from previous research
on sound-symbolism. Although, these findings could signal congruence
between names and logos, our data potentially inherits bias originating
from company decisions. Furthermore, congruence as shown here was
never explicitly rated as in previous studies on these form-to-meaning
relations (Davis et al., 2019; Kohler, 1929; Westbury et al., 2018). Hence, the
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associations shown here might not generalize to other form-to-meaning
relationships such as fictional character names and their shapes.

6 DISCUSSION

The research goal of this thesis was to evaluate the coherence of brand
identities, including naming, logo, and mission statement by using CLIP.
Four sub-questions were formulated to evaluate the effect of multi-modal
learning onto language and image representation, as well as differences in
feature importance.

6.1  Results Discussion

Based on the results, the overall conclusion is that CLIP performed mod-
erately to fairly at predicting the correct brand names. The addition of
image embeddings to the model showed a considerable improvement in
prediction accuracy for all name types, indicating the importance between
coherent names and logos. We show that CLIP predicts approximately 53%
of the brand names based on brand descriptions and respective brand lo-
gos correctly @5. Moreover, CLIP predicts non-word representations fairly
well, indicating that the form of names can inherit meaningful information,
even when these names do not have an established meaning in the English
language, as suggested by Klink (2000). Overall, CLIP is able to recover
the intuitions of marketers for naming and logo design.

Whereas research employing CLIP focuses on the advantages of the
image encoder in downstream tasks (Shen et al., 2021), this study highlights
the ability of CLIP’s language encoder to benefit language only tasks. To
this end, our results demonstrate CLIP’s ability for language representation
tasks and affirms the findings of Yan et al. (2022), that CLIP outperforms
the language model BERT on understaning dependencies between brand
names and corresponding descriptions. While BERT’s learning objective
is the prediction of masked words and context overlap in language, CLIP
learns cross-modal co-occurrences in during the training phase and at that
arguably also language patterns. Especially the mechanism of language
patterns, allowing for the transfer from (sub-) lexical information to seman-
tic concepts, which are learned multi-modally, is likely to be the crucial
advantage of CLIP.text over BERT. This perspective is supported by our
results, and particularly the discrepancy in prediction accuracy of made-up
words between CLIP and BERT. The divergence is particularly interest-
ing in light of proposals that explain that sound symbolic associations
can be learned through experience of co-occurrences in the environment,
whether these co-occurrences are cross-modal or remain in one sensory
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modality (e.g., language patterns)(Sidhu & Pexman, 2018; Spence, 2011).
With CLIP.image predicting almost 60% of the made-up brand names, hence
capturing relations between non-word brand names and an averaged repre-
sentation of brand description and brand logo, there is substantial evidence
that statistical co-occurrence indeed offers an explanation as a mechanism
underlying sound symbolic associations. To put it differently, based on the
results of our study we can at least not rule this proposed mechanism out
as a non-factor.

Although CLIP introduced new benchmarks on many image-classification

tasks and emerged as a SOTA computational model for Vision & Language
tasks at the time of its release, it performs only moderately to fairly during
the present study. As pointed out by Radford et al. (2021), CLIP under-
performs for tasks such as image classification on domain specific data
sets (e.g., satellite-image classification). This owes to the fact that the
pre-training of CLIP included domain agnostic data allowing it to develop
generality, yet, lacking experience for certain domains. As such, we argue
that the data set which is used during this study is rather domain specific,
and thus CLIP has difficulties in obtaining even better results.

Another interpretation of the moderate results of CLIP may be that
brand names that were not predicted correctly are the result of not so
careful naming decisions. For example, deathwish as a name for a coffee
company. On the other hand, this can also be the result of incoherent logos
(see section 5) or inexpressive and imprecise descriptions. Keeping in line
with Klink (2000) view, suggesting that marketers wish to examine how
congruent brand names are with other information about the brand such as
the logo, products or services, we suggest that CLIP can indeed be utilized
as a tool to manoeuvre through naming and logo design choices. It is not
argued here that CLIP should be used as the one and only tool for this
task, but rather that it can guide decision making processes. For example,
considering the model settings for which the evaluation space is sampled
by means of cosine similarity, marketers could benefit from insights into
what names the model ranks as similar.

With respect to the bi-gram to shape associations, our observations
partially support the traditional findings that the voiced stop consonant
b is associated to round shapes, however, only in combination with the
vowels u and 0. Another commonly observed association is that of the
sonorant m with roundness, which our results support only to a limited
extent, for which m is followed by an i. A possible explanation for the
deviations from traditional findings is that our analysis only includes the
textual and (sub-)lexical aspects of the brand names, respectively bi-grams,
as opposed to also the acoustic qualities. We elaborate further on this
potential limitation later in this section.
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Regarding the idea that less frequent bi-grams should be better dis-
criminators of shape Westbury et al. (2018), we observe mixed results for
our regression analysis. Although some of the bi-grams that occur less
frequently (e.g., ze) show to be strong indicators of shape intensity, the
results show that bi-grams that occur more frequently can be indicative
of shape (e.g., re). The idea that the bi-grams should follow a zipfian
distribution, with fewer bi-grams being better discriminators in our case
should also be considered with great care in the present research. Due
to the limited amount of data, high coefficient estimates for less frequent
bi-grams may occur merely by chance.

Finally, it is important to point out that for both, the task of predicting
brand names and the task of regressing shape intensity onto bi-grams of
fricative-, stop-, and sonorant-vowel combinations, our results highlight
only the (sub-)lexical aspects, or to put it slightly different, the form of
language. In contrast to previous studies, which mostly rely on human
judgement, we evaluate cross-modal patterns solely by means of computa-
tional models and functions. As pointed out by Nielsen and Rendall (2011),
even if participants are presented with language stimuli only visually and
not aurally, it is possible that they pronounce these stimuli to themselves.
In this way, we omit any influence of the acoustic qualities of language
stimuli on the results of our study. Thus, our results should be considered
as an evaluation of the form of language. With regards to the differences
between our results and those of previous research, it is possible that
exactly these auditory qualities of language account for the differences.

6.2 Limitations

One limitation for this thesis is the small sample size, which may not
be representative of the entirety of brands in the English marketplaces.
The data set used in this study consisted only of 1,813 brand names after
pre-processing, which is only a small fraction of brands, considering that
the industry classification data-set consisted of 73,974 entries. To this end,
it would be interesting whether certain patterns (e.g., better predictions
for made-up- than real-words) continue to persist with a larger sample size.
Likewise, a larger sample would have also been beneficial to the analysis of
bi-grams and shape associations, to increase the certainty of the analysis.
Other than the sample size, this study is limited with regards to the
information provided in the meta description and the restriction of charac-
ters CLIP was able to encode. For the present study we refer to the meta
description as the brand description. CLIP’s language encoder can only
handle strings of 77 characters including spaces between words, and as a
rule of thumb we therefore cut out all the information following these first
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77 characters. Because of time constraints of this thesis project, we decided
to rely on this rule of thumb instead of manually selecting the best fitting
descriptions. Therefore, it is likely that after pre-processing, not all of the
brand descriptions contain information that is necessarily descriptive of
the brand’s identity or products.

6.3 Future research

To employ CLIP as a tool that benefits marketers in the evaluation of brand
naming and logo design, we argue that as of now, CLIP can already be
a good indicator since it has been trained on a broad range of general
data, capturing many semantic and cross-modal associations. Yet, future
research could benefit from fine-tuning CLIP to learn associations between
brand names, brand descriptions and brand logos in more detail. Fine
tuning a general cross-modal model like CLIP has shown to be beneficial
for tasks such as matching product pictures with product information in
the Fashion domain (Chia et al., 2022).

7 CONCLUSION

Altogether, this thesis contributes to the body of research in cross-modal
zero shot classification in psycho-linguistics and specifically research in the
domain of sound symbolism.

RQ1 Can a model based on CLIP’s language encoder predict a brand name based
on the description of that brand? How does CLIP’s language encoder perform
compared to a model trained solely on language?

The results from the study demonstrate that utilizing CLIP’s language
encoder alone was sufficient to predict correct brand names above random
performance. To show the effect of language and image pre-training, we
compared CLIP’s language encoder to the language model BERT, which
is solely trained on language. To this end, CLIP outperforms BERT, thus
highlighting a positive effect of training computational models on language
and visual input to understand linguistic and semantic concepts.

RQz2 How does the prediction performance change when adding images as predic-
tor variables?

The interaction of CLIP’s language and image encoder referred to as
CLIPimage achieves higher prediction accuracy than CLIPtext. This indicates
that logos indeed add valuable information that benefits the brand identity.
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RQ3 Is there a difference in prediction accuracy between real, made-up, and
people’s names?

Across all models we observe that there is a difference in prediction
accuracy between real, made-up, and people’s names. This observation is
particularly interesting in light of the fact that CLIPimage mainly improved
the accuracy for a combination of made-up + real words and made-up words,
thus indicating that the logos were indicative of non-word brand names to
a certain extent. Furthermore, we observe discrepancies for people’s names,
for which both models based on the CLIP architecture achieve the lowest
accuracy. Interestingly, the BERT-based model achieves higher prediction
accuracy for people’s names than for real words. A possible explanation for
the difference between CLIP and BERT may be the fact that BERT might
have picked up cues about person names being related to companies during
pre-training as it was trained on contiguous sequences of text, as opposed
to CLIP, which might not have seen text and image pairs that would denote
associations between person names and companies. Furthermore, CLIP
might not have been trained on person’s names at all, except for maybe
cartoon-character names, due to the fact that the same name is given to a
multitude of people with high variance of appearance, excluding names
that are very specific to specific regions or cultures. Thus we hypothesize
that CLIP predicted brand names consisting of person’s names correctly,
when (sub-) lexical information of these words, such as gl statistically
denoting lighting, exhibited co-occurrences with certain semantic concepts.

RQ4 Which (sub-) lexical patterns predict geometrical shapes found in brand
logos?

The results from our regression model demonstrate that consonant
vowel combinations ze, vi, le, me, nu and ru are associated with spiky shapes
in brand logos. These consonant-vowel combinations are either voiced
fricatives (ze, vi) or sonorants (le, me, nu, ru), for most of which we observe
the vowels e or u. In contrast, our regression model shows that fo, gu, du,
bo, pa, ka lu, re, ne, mi and no are indicative of round shapes in brand logos.
While there is no apparent pattern for bi-grams indicative of roundness,
we observe that all sonorants are present as indicators for spikiness and
simultaneously roundness. Eventually, our results demonstrate that there
are no consonants that are indicative of either shape dimension, but rather
that, also considering traditional findings, consonants associations with
shapes are moderated by vowels.
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APPENDIX

APPENDIX A

Table 3: Multiple linear regression results

term estimate_dif sum_error fric_stops

po -0.0144237281197832  0.101749159880717  voiceless_stop
mo  -0.0748880776431465 0.0855041554019061 nasal

pa 0.170582244701005 0.0738546837113155 voiceless_stop
da 0.102451258182804 0.102477845545842  voiced_stop
de -0.0519282435263323 0.07179556045479055 voiced_stop
go 0.0471148598416442  0.132497678334729  voiced_stop
me -0.0849150857117502  0.0747833144919381 nasal

si 0.0399932190479802  0.0832044271208649 voiceless_fric
ne 0.0704251757820993  0.061465365398942  nasal

ba -0.098727035321143  0.0914831142725868 voiced_stop
ge -0.0001296676803149 0.0817626346691392 voiced_stop
mi 0.179145197744298 0.103339266837766  nasal

la -0.0241510349051516  0.0641824330093349 liquid

ni 0.0047332631292473  0.0810104855357593 nasal

di -0.0534240977370338 0.0771789624703272  voiced_stop

ri -0.0281445598497829 0.0598120767138308  liquid

bu -0.090855297722529  0.129087295897362  voiced_stop
to 0.0132731625178427  0.0648084039387624 voiceless_stop
ma  -0.0494704788660659 0.0635932155084078 nasal

te 0.0124672455619298  0.0588234293066223  voiceless_stop
no 0.167306433838696 0.114704013713818  nasal

pu 0.0228768399800213  0.153344202378799  voiceless_stop
re 0.1153548420932 0.0498444189699966  liquid

le -0.121572160779195  0.061325175752441  liquid

10 0.0686831929477267  0.0666776246238501 liquid

fo 0.166527734609176 0.104729841852929  voiceless_fric
vi -0.29129805664615 0.093779792895484  voiced_fric

se 0.0306831589993173  0.0753369386059933  voiceless_fric
na -0.0309851657213737 0.0928786890045605 nasal

ve -0.0501085112371342 0.0711408309915763 voiced_fric

SO -0.0914060645112749 0.0918312459765411 Voiceless_fric
ra 0.0161402712419333  0.0590566845377649 liquid

fi -0.094606250301312  0.102856283399818  voiceless_fric
ka 0.0118170705435476  0.154529006116409  voiceless_stop
ta 0.0491479731492735  0.065730159279995  voiceless_stop
ti 0.0489565509495525  0.0616705924932348 voiceless_stop
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fe
lo
be
ko
tu
ki
su
sa
ke
pe
ga
li
bo
gi
pi
ze
do
va
fu
du
ru
gu
bi
lu
nu
fa
za

VO

-0.0880818443947635
0.0597362621393743
0.0106879272667273
0.275029965699756
0.0165987092553614
0.0954546503587468
-0.0337177637868743
-0.0327281450684386
-0.0283092169241433
0.0472687991427562
-0.0130831928450902
0.0727145219217072
0.135771394898758
-0.12080003528401
-0.0934348308284722

-0.358211954996489
0.0751410475088205

0.10136728687342
0.0320098533885735
0.156380666063891
-0.117286059132008
0.212397712805211
0.043415113062996
0.240551882652361
-0.265566770935898
0.103103777001193

0.0242216541976773
0.0466663721345891

0.205886635255036

0.135821493849276
0.0852845927645972
0.0874729346530227

0.266295685705997
0.136665358611519

0.124922946102182

0.12647088779874

0.0937625492016244
0.10186856935412

0.0824016389305917
0.106084964858384
0.0727020589971579
0.11423199813151
0.131854033123938
0.136650755530955
0.245055153189233
0.119096884422102
0.126210471854651

0.164532790400235
0.140984525689199
0.107874465018423
0.145246667581201
0.144398603174814
0.122959211014304
0.162529622072169
0.132429160352221
0.208165612589485
0.249322826642648
0.244821912498761
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voiceless_fric
liquid
voiced_stop
voiceless_stop
voiceless_stop
voiceless_stop
voiceless_fric
voiceless_fric
voiceless_stop
voiceless_stop
voiced_stop
liquid
voiced_stop
voiced_stop
voiceless_stop
voiced_fric
voiced_stop
voiced_fric
voiceless_fric
voiced_stop
liquid
voiced_stop
voiced_stop
liquid

nasal
voiceless_fric
voiced_fric
nasal
voiced_fric

Note. Overview of multiple linear regression results. The estimated_dif is the
difference between coefficient estimates from regressing roundness shape intensity
onto the categorical variables and regressing spikiness shape intensity onto the
categorical variables. The sum_error is the sum of the standard errors from both

models.
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