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Abstract. This paper presents a CNN-based approach for the local-
ization and counting of closely parked military vehicles in Synthetic
Aperture Radar (SAR) imagery. A significant challenge in this task
is the separation of small, densely positioned vehicles with partially
overlapping signatures. To address this, the problem is formulated as
a segmentation task, and a U-Net model is trained using point-level
annotations to predict vehicle locations. To mitigate the impact of
class imbalance between vehicle positions and the background, the
Tversky loss function is employed, which applies a greater penalty
for missed detections of the underrepresented class. Finally, vehicle
counts are derived from the predicted segmentation masks by count-
ing connected components. To validate the approach, SAR simula-
tion is used to generate a synthetic dataset comprising labeled SAR
image data that depicts military vehicle depots from different per-
spectives. This dataset enables model training and allows for a com-
prehensive evaluation of the overall concept. The results demonstrate
that the method successfully detects, separates and counts densely
parked vehicles. The model trained on simulated data provides a suit-
able foundation for the subsequent exploitation of real image data in
the future.

1 Introduction

Satellite-based reconnaissance is a key component for obtaining a
comprehensive operational picture in military conflicts. The applica-
tion of artificial intelligence, especially deep learning methods, for
the automatic evaluation of large amounts of data enables efficient
scene analysis, which includes the recognition of land cover and ter-
rain as well as the detection and classification of military targets.
In addition to the analysis of electro-optical satellite data, the anal-
ysis of Synthetic Aperture Radar (SAR) image data is of particular
interest for surveillance. SAR sensors can be used to capture high-
resolution and information-rich image data regardless of cloud cover
and daylight conditions. Therefore, their use in military reconnais-
sance offers significant advantages and extends the analysis capabil-
ities beyond the possibilities of electro-optical data.

In this context, this paper deals with the specific task of monitor-
ing adversarial vehicle depots using SAR imagery. A thorough un-
derstanding of the changes in the number of vehicles within these
depots supports the tracking of troop movements and serves to esti-
mate the size of the adversarial inventory. The underlying technical
task consists of counting vehicles in SAR imagery. One of the ma-
jor challenges encountered is that the signatures of the vehicles often
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exhibit a small spatial extent. In addition, the typically dense parking
of vehicles results in overlapping signatures of neighboring objects,
which complicates the task of object separation.

While counting small, densely placed objects in SAR images has
barely been explored, it is an intensively studied research task in
the broader computer vision domain. The most prominent applica-
tion is crowd counting, for example, in the context of security cam-
era footage. A comprehensive survey reviewing recent methods that
solve this task is given by Gao et al. [5]. Several methods devel-
oped for crowd counting have also been adapted to count objects
in remote sensing data, such as trees, vehicles, buildings or ships
[21, 25, 20, 4, 18].

Methodologically, approaches for object counting can be divided
into counting by detection, counting by global regression, counting
by density estimation and counting by segmentation. The first ap-
proaches proposed for crowd counting are based on object detection
methods in which people or heads are identified and counted in im-
ages [11, 15, 8]. Modern object detection methods such as Faster
R-CNN [24], You Only Look Once (YOLO) [23] and Single Shot
Detector (SSD) [16] show remarkable results in detecting single or
visibly separated objects in a scene. However, these methods often
fail in the precise detection and separation of densely placed, over-
lapping objects, making them less suitable for crowd counting and
similar tasks [4, 5, 13]. Nevertheless, there are several approaches for
object counting that refine these object detectors to improve their per-
formance in detecting small, densely arranged objects [30, 29, 18].

A more common approach is counting by global regression, in
which a direct mapping from image space to the total number of
objects is performed, allowing the model to learn to count directly.
In this approach, the models are trained using image-level labels
that indicate the number of objects present in each image. In earlier
studies, the regression task was performed using hand-crafted image
features [1, 9]. In contrast, more recent approaches train regression
models based on features extracted by Convolutional Neural Net-
works (CNNs), as proposed in [28] and [2]. A similar methodology
has also been applied to counting vehicles in remote sensing images
[21].

The approach receiving most attention in the literature is counting
by density estimation, which incorporates not only the overall object
count but also information about the spatial distribution of objects
to enhance model training. In this pixel-based regression approach, a
density map is predicted from which the number of objects is derived
by integrating over all predicted pixel values. In this way, an accu-
rate estimate of the count can be achieved even in image areas with



strongly overlapping objects. This approach was first introduced by
Lempitsky et al. [12], followed by the first CNN-based approaches
adopting this strategy [32, 33, 22]. Subsequently, a wide range of
methods was developed that utilize deep learning techniques for den-
sity estimation. These works are thoroughly reviewed and discussed
in [5]. Density estimation for object counting has also been success-
fully used for counting dense objects in remote sensing images, as
shown in [25, 4, 19].

Another approach is counting by segmentation. This method ad-
dresses the limitation of density estimation approaches, which often
assume a fixed object size, by enabling the model to learn how to lo-
calize objects of varying sizes and shapes. For this purpose, Laradji
et al. [10] propose training a segmentation model using point-level
annotations. To ensure that the model outputs individual reference
points or small circular areas (in the following referred to as blobs)
for each object instance, a penalty term is incorporated into the seg-
mentation loss, specifically penalizing predicted blobs that contain
multiple point annotations. Similarly, Falk et al. [3] demonstrate that
the U-Net model can be adapted for the counting task by training
it with point-level annotations using a weighted Cross Entropy (CE)
loss function that ensures instance separation. Since the model learns
to predict segmentation masks where only a point or a blob marks the
object rather than segmenting the entire object, counting becomes
straightforward. One advantage of counting by segmentation meth-
ods is that point-level annotations, which represent only the object
location and not its shape or size, require less human effort for man-
ual labeling than other annotation types, such as bounding boxes or
pixel-wise density values.

To the best of our knowledge, the problem of counting objects in
SAR image data has not yet been explicitly investigated. The existing
literature in the context of SAR image analysis mainly focuses on the
related task of object detection (e.g. [14, 6, 34, 31]) and does not ex-
plicitly pursue the goal of determining the total number of objects in
a scene. The insights from the literature research on counting objects
in the optical domain indicate that counting by detection reaches its
limits, especially with small and very densely placed objects. Consid-
ering this background, in this paper, an approach based on counting
by segmentation, inspired by the methods of [10] and [3], is proposed
to count vehicles in SAR image data.

Specifically, a U-Net is trained using point-level annotations that
indicate the vehicle positions in the SAR image. The optimization of
model weights is performed using the Tversky loss, which addresses
the existing class imbalance between foreground (vehicle positions)
and background. A representative, variant-rich and labeled dataset is
required for training the model and evaluating the approach. As an
appropriate dataset is generally - and also in the present case - not
available and very laborious to create, simulated SAR image data are
used. SAR simulation enables the generation of an arbitrary number
of training and test images with high levels of diversity. This allows
for evaluating the proposed approach under controlled conditions to
provide a proof of concept in the absence of real, annotated SAR
data. Additionally, training on simulated data forms the basis for a
future transfer of the approach to real SAR image data, especially in
scenarios in which only a small amount of real, annotated training
data are available.

2 Methods

In the following, the proposed method for counting vehicles in SAR
image data is presented. The approach is based on segmentation us-
ing a U-Net trained on simulated SAR image patches. The desired

segmentation results are binary masks with point-level annotations
that mark the vehicle centers, which form the basis for vehicle count-
ing. The simulation of the SAR data and the segmentation approach
are described in detail below.

2.1 CohRaS® Simulator

The Coherent Raytracing SAR (CohRaS®) simulator developed at
Fraunhofer IOSB is used in this work to simulate SAR image data
and associated annotation. With a given 3D model, the simulator
performs ray tracing, which provides the basis for directly gener-
ating a processed single-look complex (SLC) SAR image. Both the
amplitude and the phase of the backscattered signals are simulated.
As shown in Figure 1, the input data for the simulation includes the
object shape defined by the 3D model, the selectable acquisition ge-
ometry corresponding to the sensor position and its viewing angle,
and various sensor parameters, such as the chosen radar wavelength
and the resulting pixel spacing of the SAR image. In addition, differ-
ent material properties can be assigned to the objects in the 3D scene
model, which determine the specular and direct reflection properties
and thus influence the backscattering responses. The specific work-
ing principles of CohRaS® are described in detail in [7].
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Figure 1. Simulation of processed SAR images.

Simulated SAR image

The CohRaS® simulator is used to compile a comprehensive SAR
image dataset of military parking areas. For this purpose, 3D scenes
are modeled, which are composed of a ground plate with clutter ma-
terial and 3D model objects representing a tank with a metallic sur-
face. The vehicle models are arranged on the ground plate in ten
different constellations, which are shown in Figure 2. Based on ob-
servations of real scenarios, the vehicles are positioned at regular
distances parallel or at a 90-degree angle to each other. The material
properties are determined experimentally using real SAR images so
that the backscatter intensities caused by the vehicles agree as closely
as possible between simulated and real data. For this purpose, two
real SAR images, acquired by an X-band Capella sensor in spotlight
mode, are used.

To ensure that the training dataset covers the wide range of SAR
signatures that can arise across different acquisition geometries, the
acquisition parameters are systematically varied. For each 3D scene,
SAR images are simulated with aspect angles between 10° and 170°
(in 20° increments) and with incidence angles between 25° and 45°
(in 5° increments). The sensor-specific parameters are based on a
spotlight image of a Capella X-band SAR sensor with a pixel spacing
of 0.42m in range and azimuth direction. Figure 3 illustrates exem-
plary simulated SAR images that are generated under different acqui-
sition geometries. It illustrates how strongly the SAR signatures of
the vehicles can change in their appearance depending on the aspect
and incidence angle. To further enhance the diversity of the dataset,



the reflective properties of the materials of the scene objects are also
varied slightly.

The simulated dataset is divided into training, validation and test
data to enable an objective evaluation of the model performance. As
shown in Figure 2, seven different vehicle constellations are used
for training, while three additional constellations are used for vali-
dation and testing. Validation and test data are partly based on the
same scene. In this case, data leakage is avoided by using different
acquisition angles. The dataset comprises a total of 1,800 simulated
SAR images, of which 1,260 are training images, 260 are validation
images and 280 are test images.

For each simulated SAR image, a binary mask is created that indi-
cates the positions of the vehicles. For this purpose, vehicle objects
in the 3D scene are replaced by half-spheres whose positions cor-
respond to the centroids of the vehicles. Subsequently, a SAR image
simulation of the adapted scene is performed, in which only the direct
backscatter of the half-spheres is considered. The resulting amplitude
image shows high values at the pixel coordinates that approximately
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Figure 2. Different constellations for 3D modelling and simulation.
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Figure 3.

correspond to the center of the SAR signature of the vehicles. To
construct a binary mask, the amplitude image is first binarized using
a threshold value. Subsequently, each connected component in the
binary image, which represents a vehicle position, is replaced by a
single point at its centroid. Finally, a dilation (using a circular struc-
turing element with a radius of 4) is applied to enlarge the point-level
annotation. The choice of point-level annotation over a mask that in-
cludes all pixels of the SAR signature of the vehicle, as commonly
used in image segmentation, arises from the primary goal of counting
vehicles. Segmenting the entire signature would complicate the dif-
ferentiation of closely spaced vehicles with overlapping signatures.

2.2 Localization and Counting

The proposed method for counting vehicles in a SAR image is il-
lustrated in Figure 4. The target task is formulated as a binary seg-
mentation problem in which each image point is assigned a class (0
background or 1 vehicle position). Given that the desired output is
point-level annotation rather than a full segmentation of the vehi-
cle signature, a method is required that considers the image context
rather than treating pixels independently. The U-Net segmentation
model [26], a CNN with an encoder-decoder structure, is chosen as a
suitable method that fulfills this requirement. The feature extraction
within the encoder, based on convolution and pooling operations, in-
cludes pixel neighborhoods and thus image context, while the de-
coding process provides a class assignment for each pixel. Within
the counting approach, a U-Net with four downsampling stages, as
shown in Figure 4, is used.

The model is trained using the simulated SAR images with their
corresponding annotations described above. The input images con-
sist of patches with a height and width of 128 pixels, cropped from
the SAR images with an overlap of 96 pixels. For the model opti-
mization, the Tversky loss Ly [27] is used. Based on the Tversky
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Figure 4. Localization and Counting vehicles using a U-Net. Each
convolution block (Conv) consists of two consecutive 3 X 3 convolutions
each followed by a rectified linear unit activation layer and batch
normalization. Max-Pooling is used for downsampling (Down) and bilinear
interpolation for upsampling (Up).
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Here, p is the predicted probability distribution over the two classes
and g is the one-hot encoding of the ground truth. The term } ", p; - gs
indicates the sum of the prediction probabilities of all correctly clas-
sified pixels, >, ps(1 — g:) is the sum of the prediction probabilities
of the pixels incorrectly classified as vehicle position (false positives)
and ), (1 —p:)g: indicates the sum of the prediction probabilities of
the pixels incorrectly classified as background (false negatives). Ad-
justing the parameters o and /3 enables targeted control of the sensi-
tivity to false positive and false negative predictions. In the proposed
approach, the parameters &« = 0.3 and 5 = 0.7 are set to increase
the weighting of false negatives. This adjustment addresses the issue
of the imbalance between background and vehicle positions in the
dataset. Such an imbalance can result in insufficient predictions of
vehicle positions, as conventional loss functions (e.g., CE loss) tend
to be dominated by the background class.

Finally, the trained U-Net is used to predict point-level annotations
for unseen image data. Since it is designed to label only the centers
of vehicle signatures rather than segmenting the entire signature, it is
expected that well-separable segments identifying vehicle positions
will be generated in the predicted binary mask. The target task of
vehicle counting can thus be realized by simple post-processing in
which connected components are identified and counted.

3 Experimental Setup

To demonstrate the feasibility of the proposed counting method,
CNN models are trained and evaluated using the simulated data. One
model is trained with the Tversky Loss as introduced in this study,
while another model is trained with CE loss. This comparison aims
to assess the impact of the chosen loss function on model perfor-
mance. For both configurations, the model is trained and tested ten
times each with different random weight initializations. Thereby, the
model performance is evaluated more robustly and the stability of
the results against the initialization is assessed. Stochastic gradient
descent with momentum (momentum factor: 0.9) is used as the opti-
mization method. The initial learning rate is set to 0.05, which is dy-
namically adjusted during training following a cosine annealing with
warm restarts strategy proposed in [17]. Ten iterations are selected
until the first restart, and subsequently, the number of iterations is
doubled until the next restart. Training continues until the model per-
formance, assessed on the validation data, no longer improves over
three consecutive epochs, with a maximum limit of 50 epochs. The
model weights that yield the best validation results during training
are then used to process the held-out test data and evaluate overall
model performance.

Various evaluation measures are used to quantify the performance
of the model. To simultaneously assess localization and counting ca-
pability, precision, recall and F'; score are calculated based on a one-
to-one correspondence between connected components in the pre-
dicted and ground-truth mask. For evaluating counting performance
specifically, the Mean Absolute Error (MAE) is utilized, which mea-
sures the average deviation of the predicted number of vehicles in an
image patch from the actual count. The evaluation measure, which is
taken into account in the validation and thus the model selection, is
exclusively the F'; score.

4 Results

The aggregated results for vehicle detection and counting achieved
with the proposed approach on simulated test data are presented in
Table 1, showing mean values and standard deviations across ten
training runs. A comparison is made between the outcomes obtained
using CE loss and Tversky loss. Both models demonstrate satisfac-
tory detection of vehicle positions, with recall and precision values
exceeding 0.85. The low Mean Absolute Error MAE of 0.47 and
0.26, based on an average of 5.71 vehicles per patch, further under-
scores the effectiveness of the proposed segmentation approach. Ad-
ditionally, the results indicate that the use of the Tversky loss offers
advantages over the CE loss. Specifically, recall improves by approx-
imately 0.06, reflecting the greater emphasis placed on false nega-
tives within the loss function. Precision also increases by approxi-
mately 0.04, suggesting that the use of the Tversky loss enhances the
overall performance of the model. The improved detection perfor-
mance is also reflected in a better counting result, as evidenced by
the significantly lower MAE.

CE loss Tversky loss
Precision 0.8818 (+£0.0094) 0.9225 (£0.0109)
Recall 0.8680 (£0.0130) 0.9325 (£0.0074)
Fp 0.8748 (£0.0080) 0.9275 (£0.0077)
MAE 0.47 (£0.05) 0.26 (£0.03)

Table 1. Evaluation scores for CNNs trained using CE or Tversky loss.

Selected detection results are visualized exemplarily in Figure 5,
where the red dots mark the predicted vehicle positions. The first
row presents examples of accurate counts, illustrating that correct
localization and counting can be achieved across various acquisi-
tion scenarios. These scenarios vary in terms of vehicle configura-
tion and acquisition geometry, leading to distinct vehicle signatures.
The method also succeeds in setting only one blob per vehicle, which
is essential for counting. Additionally, overlapping signatures, which
arise from closely parked vehicles, are accurately identified as dis-
tinct vehicles. The second row in Figure 5 presents sample images
of false detections, all of which are false negatives, representing un-
recognized vehicles. No systematic pattern is apparent in the missed
detections. Errors occur with overlapping as well as isolated signa-
tures and with high as well as low backscatter intensity. It is there-
fore difficult to identify a specific cause of the error and to address
it in a targeted manner. One potential countermeasure that remains
to be tested is to increase the weighting of false negatives during the
model training (i.e., increase [ in Equation (2)). The optimal bal-
ance between false negatives and false positives weighting could be
determined through hyperparameter tuning.

5 Conclusion

In this paper, a novel approach for detecting and counting densely
positioned military vehicles in SAR images has been presented and
evaluated. The method leverages image segmentation through a U-
Net model trained with point-level annotations as ground truth and
utilizes Tversky loss as the objective function. Simulated SAR image
data generated with the CohRaS® simulator were employed to train
and evaluate the model. The results indicate that the U-Net model
predicts binary masks in which each vehicle is represented by a sin-
gle connected component. Notably, the model successfully assigns
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Figure 5. Detection results on simulated test data. The red markings represent the U-Net output and indicate the predicted vehicle positions.

distinct labels to densely parked vehicles with overlapping signa-
tures, enabling vehicle counting by simply counting the connected
components. The use of Tversky loss, in contrast to CE loss, results
in improvements in localization, as measured by precision and recall,
and consequently in counting, as evaluated by the MAE.

An advantage of the proposed method lies in its ability to predict
not only the number but also the positions of vehicles. The count-
ing capability facilitates efficient monitoring of changes in vehicle
inventory size over time, while position predictions enable a more
detailed analysis by localizing specific changes. Additionally, visu-
alizing detected vehicle positions enhances the verification of count-
ing results, making it easier to identify false detections compared
to manual counting. Compared to object detection approaches, the
proposed method requires only point-level annotations for training,
which are simpler to create than bounding boxes. Furthermore, U-
Net generally contains fewer trainable parameters than commonly
used detection networks such as Faster R-CNN, allowing for faster
training with less data.

The use of SAR image simulation has provided a valuable means
for training the model and evaluating the approach in the absence of
a representative dataset of real images. For the intended application
of this method to real SAR image data, simulation will play an essen-
tial role in addressing the lack of comprehensive, annotated training
data. The simulated data set can easily be supplemented with addi-
tional vehicle types and expanded to include unrelated background
objects (e.g., buildings and vegetation). Future work will explore the
feasibility of first training the model on such a large, representative
simulated dataset and then fine-tuning it with a small number of an-
notated real SAR images. This strategy aims to facilitate the practi-
cal application of vehicle counting using real SAR data from various
Sensors.
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