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Abstract

Hybrid systems are characterized by a combination of discrete and continuous behavior. Such hybrid
systems are becoming more and more widespread, while constantly developing and growing in size
because they create countless possibilities for modeling real-world systems. Let a tank, filled with
water and connected to a sink through a binary valve, be a simple example; a model of such a system
must follow the laws of fluid dynamics, representing the continuous aspect of the tank behavior, but
the behavior also contains a discrete aspect, the binary valve. This tank, as all hybrid systems
operating in the real-world are, is susceptible to faults, e.g., a crack in the casing creating a leak
or a blockage in the valve. Such faults may lead to the system no longer behaving as desired
and its control becoming invalid. In such cases, reconfiguration becomes necessary: the automated
adaptation of a system to restore the desired behavior by exploiting redundancies in the system.

Reconfiguration has been in the scope of research on Artificial Intelligence (AI) for many years
now. However, reconfiguration of hybrid systems is still an open research gap for several reasons.
From the perspective of AI, the reconfiguration problems are typically solved using qualitative
techniques such as search and logical reasoning, but continuous behavior and control are usually not
considered. For practical applications, reconfiguration is often solved using naive search techniques
or brute force. But as the number of discrete combinations rises exponentially with the number of
options for adaptation, these approaches quickly come to their limitations. Hence, reconfiguration
for hybrid systems requires dedicated and enhanced solution algorithms.

This thesis addresses this research gap with a new definition of reconfiguration for hybrid systems
and two novel algorithms, which make use of the efficiency of AI approaches but also consider
continuous aspects. The main contributions are as follows:

(i) A new definition of reconfiguration for hybrid systems is presented. This definition builds
upon related definitions for reconfiguration of discrete systems from AI and extends these to also
consider continuous characteristics. It thus forms the basis for the development of novel solution
algorithms.

(ii) Two novel solution algorithms for reconfiguration of hybrid systems are presented. The first
algorithm, AutoConf, is based on encoding the reconfiguration problem in propositional logic. It is
applicable to partially observable systems and is very intuitive due to the use of logical calculi that
mimic human reasoning. Furthermore, as it relies on well-established satisfiability solving, it allows
for efficiently solving reconfiguration problems. For these reasons, AutoConf can be applied to a
broad range of hybrid systems.

The second algorithm, BFReconf, is very explicit and directly operates on hybrid automata. It
creates a problem representation in search and uses greedy best-first search to identify a solution.
Even though the algorithm requires complete observability of the hybrid system, it rewards this with
a clarity that allows for thorough theoretical examinations.

(iii) Soundness and completeness are formalized in the context of reconfiguration for hybrid
systems for the first time. These properties allow about a formal and theoretical analysis of the
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effectiveness of a reconfiguration algorithm. Furthermore, the search-based algorithm BFReconf is
shown to be sound and complete for stable, weakly-interconnected, linear hybrid systems.

(iv) Experimental evaluation shows the effectiveness of the presented algorithms in practical
applications. It comprises experiments on representative simulations and real-world systems and
examines statistical accuracy and runtime. The algorithms are shown to efficiently handle many
reconfiguration scenarios. Furthermore, the runtimes of the algorithms are observed to often stay
below an exponential blowup, which would usually appear when increasing the problem size.

To summarize, the presented formal definition of reconfiguration provides a basis for the devel-
opment of reconfiguration approaches for hybrid systems. And indeed, two such approaches are
formalized and shown to be capable of efficiently solving reconfiguration problems for representative
systems. And thus, the presented work paves the way for hybrid systems to act autonomously and
handle faults on their own.
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Zusammenfassung

Hybride Systeme zeichnen sich durch diskretes und kontinuierliches Verhalten aus. Solch hybride Sys-
teme sind immer verbreiteter und werden gleichzeitig immer größer, da sie zahlreiche Möglichkeiten
zur Modellierung von Echt-Welt-Systemen bieten. Zum Beispiel ein Tank, der mit Wasser gefüllt
und mit einem binären Ventil verbunden ist, unterliegt den Gesetzen der Fluiddynamik, weist durch
die verschiedenen Öffnungsmodi des binären Ventils allerdings auch diskrete Charakteristiken auf.
Dieser Tank ist, wie alle Echt-Welt-Systeme, anfällig für Fehler, zum Beispiel einen Riss in der Hülle,
der zu einem Leck führt, oder ein blockierendes Ventil. Solche Fehler können dazu führen, dass das
System sich nicht mehr wie gewünscht verhält und die Regelung des Systems ungültig wird. In
derartigen Fällen wird Rekonfiguration erforderlich: Rekonfiguration beschreibt die automatische
Adaption eines Systems durch das Ausnutzen von Redundanzen, um gewünschtes Systemverhalten
wiederherzustellen.

Rekonfiguration ist schon seit vielen Jahren in den Bereichen Künstliche Intelligenz (KI) im Fokus
der Forschung. Für hybride Systeme ist Rekonfiguration allerdings aus verschiedenen Gründen eine
noch offene Forschungslücke. Im Bereich der KI werden Rekonfigurationsprobleme mittels quali-
tativer Techniken wie zum Beispiel Suchverfahren und logischem Schließen gelöst; kontinuierliches
Verhalten und Regelung werden üblicherweise nicht berücksichtigt. Für praktische Anwendungen
wird Rekonfiguration oft mittels naiver Suchverfahren oder Brute-Force-Methoden gelöst. Da allerd-
ings die Anzahl diskreter Kombinationen exponentiell mit der Anzahl der Adaptionsmöglichkeiten
steigt, kommen diese Verfahren schnell an ihre Grenzen. Von daher benötigt die Rekonfiguration
hybrider Systeme erweiterte Lösungsverfahren.

In der vorliegenden Arbeit wird diese Forschungslücke adressiert. Eine neue Definition von
Rekonfiguration für hybride Systeme und zwei neue Algorithmen, die die Effizienz von KI-Techniken
ausnutzen, aber auch kontinuierliche Aspekte berücksichtigen, werden vorgestellt. Die Hauptbeiträge
sind wie folgt:

(i) Eine neue Definition von Rekonfiguration für hybride Systeme wird vorgestellt. Diese Defi-
nition setzt auf verwandte Definitionen für Rekonfiguration diskreter Systeme aus der KI auf und
erweitert diese, um auch kontinuierliche Charakteristiken abzubilden. Sie bildet somit die Basis für
die Entwicklung neuer Rekonfigurationsalgorithmen.

(ii) Zwei neue Lösungsalgorithmen für die Rekonfiguration hybrider Systeme werden vorgestellt.
Der erste Algorithmus, AutoConf, basiert auf einer Formulierung in Aussagenlogik. Er ist auf teil-
weise beobachtbare Systeme anwendbar und ist durch den Einsatz eines logischen Kalküls, das
menschliches Schließen imitiert, sehr intuitiv. Somit kann er auf ein breites Spektrum hybrider
Systeme angewandt werden. Da der Algorithmus darüber hinaus auf die Lösung eines Erfüllbarkeit-
sproblems zurückgreift, für das es ausgereifte Solver gibt, ermöglicht er das effiziente Lösen von
Rekonfigurationsproblemen.

Der zweite Algorithmus, BFReconf, ist sehr explizit und arbeitet direkt auf hybriden Automaten.
Er erstellt eine Problemrepräsentation in Form eines Suchraums und nutzt gierige Bestensuche, um
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eine Lösung zu identifizieren. Der Algorithmus erfordert zwar die vollständige Beobachtbarkeit
des hybriden Automaten, belohnt diese allerdings mit einer Klarheit, die ausgiebige theoretische
Analysen ermöglicht.

(iii) Zum ersten Mal werden Korrektheit und Vollständigkeit im Kontext von Rekonfiguration
hybrider Systeme formalisiert. Diese Eigenschaften ermöglichen es, theoretische Aussagen über die
Effektivität eines Rekonfigurationsalgorithmus zu treffen. Außerdem wird gezeigt, dass der auf der
Suche basierende Algorithmus BFReconf für stabile, schwach verbundene, lineare hybride Systeme
korrekt und vollständig ist.

(iv) Eine experimentelle Evaluation zeigt die Effektivität der vorgestellten Ansätze für praktische
Anwendungen. Sie umfasst Experimente mit repräsentativen Simulationen und Echt-Welt-Systemen
und untersucht sowohl die statistische Genauigkeit als auch die Laufzeit der Verfahren. Es wird
gezeigt, dass die Algorithmen viele Szenarien effizient lösen. Außerdem bleiben die Laufzeiten der
Algorithmen oft unter einer exponentiellen Laufzeitexplosion, die üblicherweise bei der Erhöhung
der Problemgröße zu erwarten wäre.

Zusammengefasst bildet die neue, formale Definition von Rekonfiguration für hybride Systeme
die Grundlage für die Entwicklung neuer Rekonfigurationsansätze. Zwei solcher neuen Ansätze
werden in dieser Arbeit vorgestellt. Es wird gezeigt, dass diese Ansätze in der Lage sind, Rekon-
figurationsprobleme für repräsentative Systeme effizient zu lösen. Dadurch werden die Fähigkeiten
hybrider Systeme, autonom zu agieren und auf Fehler selbstständig zu reagieren, erhöht.
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Chapter 1

Introduction

Chapter Outline In this chapter, the motivation of the thesis is given (Section 1.1).
First, the history of control in physical systems is touched and the recent developments
in control theory and Artificial Intelligence (AI) are covered. Both bolster the research
interest in reconfiguration for hybrid systems. After that, the research questions arising
from the state of the art are presented (Section 1.2). Then, the contributions and the
outline of this thesis are given (Sections 1.3, 1.4). Finally, the publications related to this
thesis are listed (Section 1.5).

1.1 Motivation

Modern physical systems shall operate continuously and ensure consistent quality of output [Euro-
pean Factories of the Future Research Association, 2019, Artemis Industry Association, 2021]. In
the absence of faults, this is accomplished by control, i.e., a program that externally manipulates
the system inputs based on the system outputs to achieve the desired system operation. Inputs of
physical systems are variables that determine the operation of an actuator, such as a heating element
or a valve. Outputs are variables that can be observed by sensors, such as a temperature. In the
event of faults or other major deviations, which can occur especially in complex physical systems,
the control may become invalid. As a result, the system will no longer operate as desired, leading
to faulty operation, bad output, or, in the worst case, system shutdown. Reconfiguration aims to
recover a system from faulty behavior by automatically adapting the system configuration, such that
control is able to work as intended [Blanke et al., 2016]. For this purpose, functional redundancies
in the system, i.e., the presence of multiple objects or components that can perform the same task,
are exploited. But identifying the set of functional redundancies adequately for a given fault sit-
uation might be computationally complex as the number of combinations rises exponentially with
the number of functional redundancies. Here, AI methods are promising, as similar problems have
been studied for many years now [Biere et al., 2009]. One of the central areas of AI is search: many
search methods have been studied to find solutions in large search spaces in a short time [Pearl and
Korf, 1987]. Other similar problems are model-based diagnosis (MBD) [Reiter, 1987, De Kleer and
Williams, 1987], aiming to identify the root causes of faults; reachability [Lipton, 1976], answering
the question if a set of goal states can be reached; and automated planning [Ghallab et al., 2004],
searching for a sequence of actions that moves a system to a goal state.

In the following, first, the development of control theory that resulted in the need for reconfigura-
tion is presented (Section 1.1.1). Then, the development of reconfiguration in AI, which was mainly

1
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independent of control theory, is presented (Section 1.1.2). Finally, the current needs motivating
research in reconfiguration for hybrid systems are presented (Section 1.1.3).

1.1.1 Control Theory

Already the ancient Greeks used control to maintain stable levels in water tanks. They employed
the basic principle of control, the feedback, in fluid systems in a mechanical way. Feedback describes
the adaptation of a system’s inputs depending on its outputs. In ancient Greece, feedback was in
form of water pressure that led to desired water levels in fountains or tanks. The effects of fluid
dynamics were utilized in order to achieve a specific behavior in a physical system [Bennett, 1996].

Another milestone in control theory was the centrifugal governor, invented in 1788 by James
Watt. It mechanically controlled steam engines based on their current power as it was based on two
balls that rotated through the power of the steam engine. The more the balls rotated, the more
the steam engine was throttled. As it adapted the input of the steam engine proportionally to its
output, the centrifugal governor became the first proportional control ever [Bennett, 1996].

The first electronic controls were developed in the early 20th century. Unlike mechanical controls,
electronic controls calculate the modulation of inputs as a function of outputs. The first electronic
controls were used in the process industry to control electrical flow, water boilers, temperatures,
and pressure. In 1922, Nicolas Minorsky published the first proportional-integral-derivative (PID)
control [Minorsky, 1922]. It adjusted the orientation of naval ships based on their navigation targets
and their current orientations [Bennett, 1996].

As the complexity of physical systems rose, so did the demands to control theory. This led
to many significant findings, e.g., the design of feedback amplifiers [Bode, 1945] and the Ziegler-
Nichols tuning rules for optimally setting proportional-integral (PI) and PID controllers [Ziegler et
al., 1942]. Richard Bellman’s “Dynamic Programming + Modern Control Theory” [1965] was a
significant milestone, as it combined optimization techniques and control theory.

With the rising interest in AI, learning techniques were integrated into control. This started
with integrating human learning [Fu, 1971] and classical stochastic approaches [Saridis, 1979]. Later,
neural networks trained controllers [Barto et al., 1983] and learned ordinary differential equations
(ODEs) modeling systems [Nguyen and Widrow, 1990]. Those quantitative approaches focused on
improving the accuracy and stability of control methods, as control mainly operated on continuous
models [Barto et al., 1983, Nguyen and Widrow, 1990].

1.1.2 Artificial Intelligence

In parallel to the latest developments of control theory, the research interest in AI began to grow.
AI comprises a large set of methods automating decisions and imitating human reasoning. For this
purpose, instead of quantitative models such as ODEs, as used in control theory, qualitative models
and methods, e.g., search or reasoning, are used.

In the course of the 1980s, the community for qualitative methods such as qualitative physics
[De Kleer and Brown, 1981, Forbus, 1984] and qualitative simulation [Kuipers, 1986] rose. Raymond
Reiter’s “A theory of diagnosis from first principles” [1987] and Johan de Kleer’s “Diagnosing Mul-
tiple Faults” [1987] laid the foundations for a community that focuses on diagnosing faults using
propositional logic and abductive reasoning, the DX community. For this purpose, qualitative models
of the systems that shall be diagnosed are created. Then, abductive reasoning identifies hypotheses
explaining the faulty behavior of the system. These hypotheses consist of sets of components that
might be the root causes of the fault.

Crow and Rushby [1991] extended this theory to reconfiguration for discrete systems. Instead
of trying to explain a fault, i.e., identifying those components that might cause the faulty behavior,
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mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙

Figure 1.1: Part of a hybrid automaton containing two modes µ1, µ2 (represented by circles). In
each mode, states x might take a different course in the state space (represented by functions in a
Cartesian coordinate system). Events (represented by arrows) such as σ1 lead to a change of modes.

reconfiguration aims to identify those components that need to be repaired or adapted to maintain
desired system behavior. The first architectures for self-adaptive physical systems, e.g., the Liv-
ingstone architecture [Williams and Nayak, 1996] for spacecrafts or an architecture for autonomous
robots [Alami et al., 1998] were presented in the 1990s. These works had a great impact, resulting in
a large research interest for self-adaptive systems in spacecraft [Pell et al., 1998], robotics [Ingham
et al., 2001], and embedded systems [Williams et al., 2003].

Yet, this area of AI developed independently of control theory. It was not until 2004 that Cordier
et al. [2004] showed the equivalence of the qualitative AI approach and control theory and brought
the communities closer together. This finding was further developed to an integration of model-
based diagnosis in control to achieve a fault-tolerant control that can directly react to the root cause
[Travé-Massuyès, 2014].

However, the listed AI approaches mainly operated on discrete system models. Continuous
properties such as tank levels were either not considered [Reiter, 1987, Crow and Rushby, 1991] or
abstracted by discrete symbols [De Kleer and Brown, 1981].

1.1.3 Reconfiguration for Hybrid Systems

Hybrid systems, i.e., systems incorporating continuous and discrete behavior, are in the scope of
current research [Cassandras and Lygeros, 2018]. Usually modeled by hybrid automata (see Fig-
ure 1.1), hybrid systems enable the handling of discrete behavior, i.e., different system modes, and
continuous states, i.e., variables whose curves are defined by differential equations. Hence, a broad
range of physical systems can be modeled as hybrid systems.

Furthermore, physical systems tend to become more and more connected to computational re-
sources to so-called cyber-physical systems [Baheti and Gill, 2011]. The vision of cyber-physical
systems are autonomous systems that are, among other things, capable of reacting to faults au-
tonomously [Hosseini et al., 2016, European Technology Platform on Smart Systems Integration,
2017, World Intellectual Property Organization, 2019]. This purpose demands for detailed system
models. Purely discrete or continuous models usually do not capture all relevant system properties.
As a consequence, hybrid systems are becoming increasingly widespread.

Blanke et al. [2016] presented the concept of reconfiguration for controlled systems. This con-
cept understands reconfiguration as a problem of adapting the control loop in order to optimally
control the system again by integrating the effects of a fault quantitatively into ODEs describing
the system behavior. In parallel, reconfiguration for discrete systems was developed further, leading
to approaches using answer set programming [Friedrich et al., 2011] or intelligent search strategies
[Voronov et al., 2011]. However, these approaches do not integrate continuous system behavior nor
control.
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mode 𝜇2
faulty operation
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area of optimal
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mode 𝜇1
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area of optimal
operation

fault

Figure 1.2: Basic principle of reconfiguration for hybrid systems. Rectangles with rounded corners
represent modes of the hybrid system; rectangles with acute corners represent areas of the state
space; arrows indicate the effect of a fault and reconfiguration.

In contrast to approaches for discrete systems, reconfiguration for hybrid systems also needs to
handle numeric values and be compatible with system control. In Figure 1.2, the basic principle of
reconfiguration is shown. In case of no faults, a control software manipulates the system inputs such
that the system works as desired. This area is called the area of optimal operation. In case of minor
deviations, fault-tolerant control (FTC), i.e., an enhanced control software that is also capable of
adapting control parameters, might be able to mitigate the fault. This area, a superset of the area of
optimal operation, is called area of valid operation. In case of a fault that moves the system from the
area of valid operation to the area of faulty operation, reconfiguration is initiated. Reconfiguration
analyzes the system’s redundancies to alter its configuration to move it back to an area of valid
operation. From here, continuous FTC, if necessary, or optimal control are able to manipulate the
inputs such that the system will recover desired operation. Reconfiguration moves the system to a
new operation mode by a one-time initiation of discrete changes in the system. The initiation of
discrete changes is the key point that distinguishes reconfiguration from continuous control.

Let the system in Figure 1.3 be a simple example. It is part of a system inspired by a modular
laboratory process plant and processes fluid [Ehrhardt et al., 2022]. The module shown consists of
two tanks, which are connected by a pipe containing a filter, an a bypass to this connection. In
case the filter becomes blocked, the fluid level in the right tank gets too low and the system no
longer works as intended. Then, reconfiguration searches for a redundancy that can be used to
recover valid system functioning, in this case, the bypass. Obviously, the bypass is not equipped
with a filter such that the quality of the output might be reduced. However, system operation is
maintained — accepting a reduced quality of the output.

The need for reconfiguration algorithms rises: to avoid a long downtime and maintain proper
system operation as long as possible, reconfiguration capabilities need to be integrated directly in
system control [Koren et al., 2018, Bortolini et al., 2018]. This is especially crucial for safety-
critical systems such as those operating in aeronautics and aerospace [Shneiderman, 2020]. But
also in manufacturing, unplanned downtime costs approximately 50 billion US dollars each year
and reduces the overall productivity by 5% to 20% [Deloitte, 2017]. Handling faults manually is
expensive, as cyber-physical systems and their control software are becoming increasingly complex
[European Technology Platform on Smart Systems Integration, 2017]. As a consequence, there are
attempts to achieve cyber-physical systems capable of self-repair and self-healing. But self-healing
capabilities of materials are still in early stages of development and control is mainly static [Frei et
al., 2013]. However, there is research on designing systems in a fail-safe way such that production is
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Figure 1.3: Filter module of the modular laboratory process plant.

maintained even in the presence of faults [Goldman et al., 2016]. These designs integrate functional
and analytical redundancies and the possibility to adapt the system layout [Blanke et al., 2016, Koren
et al., 2018].

Currently, there is a lack of algorithms that enable system-wide reasoning and suitable system
adaptations in case of faults for hybrid systems [Balzereit and Niggemann, 2023]; reconfiguration
nowadays is mainly a manual task [Marks et al., 2018, Caesar et al., 2022a]. AI techniques used in
control theory, for example, neural networks learning system models from historic data, are mainly
quantitative. But to draw conclusions about the integration of functional redundancies, qualita-
tive reasoning needs to be performed. Quantitative approaches, usually used in control theory, do
not enable efficient reasoning about functional redundancies. The approach presented in this thesis
addresses this research gap and integrates qualitative reasoning into existing control architectures.
For this purpose, qualitative models representing the reconfiguration problem of hybrid systems are
created. Efficient search strategies operate on these models to handle the problem of combinatorial
explosion, arising from the exponential rise of combinations of functional redundancies. Reconfig-
uration here works one level above control. It does not aim to optimally set inputs such that the
outputs meet specific numeric values but to recover a configuration that allows for control to op-
erate as desired. Hence, as soon as a valid configuration is established by reconfiguration, control
modulates the free inputs such that the system works as desired. Thus, this research also bolsters
the current trend in AI: the interest in neuro-symbolic AI revived the research interest in symbolic
AI and mixed quantitative-qualitative approaches [Manhaeve et al., 2021].

1.2 Research Questions

This section introduces four open research questions that arise for reconfiguration of hybrid systems.

(RQ1): What is a formal definition of static reconfiguration for hybrid systems? Crow
and Rushby [1991, p. 836], who showed the analogy of reconfiguration and model-based diagnosis
for discrete systems, defined reconfiguration as follows:

“[...] reconfiguration can be viewed as the problem of identifying components whose re-
configuration is sufficient to restore acceptable behavior.”
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Hence, the task of reconfiguration is not to repair faults, but to alter the system configuration to
restore acceptable system behavior, i.e., behavior leading to an output as specified by the operator.
The reconfiguration problem for discrete systems can be transformed into a diagnosis problem, and
thus, be formulated as a satisfiability (SAT) problem [Crow and Rushby, 1991, Metodi et al., 2014].
Every SAT problem can be reduced to a search problem [Biere et al., 2009]. However, the definition
by Crow and Rushby focuses on purely discrete systems. As a consequence, the only possibility to
reconfigure a system is by reconfiguring its components. But for hybrid systems, reconfiguration
can also be achieved by adapting inputs, e.g., opening a binary valve. In addition, hybrid systems
usually are controlled by a control program that adapts the inputs such that continuous and discrete
system variables meet predefined reference values [Blanke et al., 2016].

Blanke et al. [2016, p. 390] defined reconfiguration for controlled systems as follows:

“Control reconfiguration can be thought of as an ‘analytical repair’ of the closed-loop
system, where instead of repairing the plant[,] the control algorithm and, hence, the
controller software is changed while exploiting the redundant measurement or control
signals for satisfying the control specifications in spite of the fault.”

This definition understands reconfiguration as a change of the control software, which controls
the system inputs during non-faulty operation, to meet predefined control specifications, i.e., speci-
fications defining acceptable system behavior. Thus, Blanke et al. [2016] formalized reconfiguration
as a problem that needs to be solved simultaneously with a quantitative control problem. However,
this results in a mixed qualitative-quantitative problem, which is technically complex to handle. The
understanding of reconfiguration in this thesis slightly differs as reconfiguration here is formalized
as a discrete and static one-time adaptation of the system whereas the adaptation of the control
software to the changed circumstances is a subsequent step. Hence, a formal definition of static
reconfiguration for hybrid system is still an open research question, leading to the following two
sub-questions:

RQ1.1: What is a formal definition of acceptable behavior of a controlled, hybrid system? Both
definitions of reconfiguration [Crow and Rushby, 1991, Blanke et al., 2016] have reconfiguration
aiming to restore acceptable system behavior in common. Hence, to allow for a formal definition of
reconfiguration for hybrid systems, acceptable system behavior needs to be defined formally. This
definition needs to take discrete and continuous system properties into account and needs to consider,
what acceptable behavior of a controlled system is.

RQ1.2: What is a formal definition of static reconfiguration for controlled, hybrid systems and
how does reconfiguration interact with control? This research questions aims to extend the existing
definitions for purely discrete or continuous systems to a definition for hybrid systems.

(RQ2): How can the reconfiguration problem for hybrid systems be modeled to enable
efficient solving? Modeling a problem is always and interplay of accuracy and simplicity [Brooks
and Tobias, 1996]. The most accurate model is worth nothing if there is no algorithm to answer
the questions the model is confronted with. Vice versa, a model must not be too simple as it might
become too inaccurate or even uninformative. Finding the right trade-off between accuracy and
simplicity is often very challenging.

A model representing the reconfiguration problem for a hybrid system needs to incorporate con-
tinuous properties, such as water levels or velocities, and discrete properties, such as mode changes
or jumps in the system behavior. In control theory, systems usually are modeled by quantitative
ODEs which allow for identifying optimal control inputs. However, faults may require structural
adaptations, such as the integration of redundant hardware, which usually is not covered by quan-
titative models [Blanke et al., 2016]. And existing AI approaches to reconfiguration often operate
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on purely discrete system models, created by experts [Borgo et al., 2016, Frei et al., 2013]. Hence,
continuous system properties are not captured appropriately.

There are numerous modeling formalisms for hybrid systems: Kuipers [2001] established the
field of qualitative simulation (QS), where systems are modeled by qualitative differential equations,
abstracting quantitative properties by landmark values and monotony information. An approach
by Khorasgani and Biswas [2017] created minimal structurally overdetermined sets describing the
behavior of the hybrid system and allowing for the identification of root causes in the presence
of faults. Benazera and Travé-Massuyés [2009] presented an approach to the estimation of hybrid
systems using overlapping regions describing the continuous behavior and modes capturing the dis-
crete properties. However, these approaches focus on the estimation or diagnosis of hybrid systems,
respectively; they have not been evaluated for reconfiguration.

This research question does not aim to find yet another modeling formalism but at extracting
the relevant information from established formalisms to be suitable for reconfiguration. A modeling
formalism needs to meet the following requirements:

(M1): The modeling formalism needs to model the current system status and the possibilities
of the hybrid system to adapt to a fault, including the effects of the adaptation, using available
system information. In the following, the availability of data, information, and knowledge about
a system is discussed. Therefore, these terms are defined first. Data usually are simple facts that
can be expressed numerically, e.g., measured temperatures. Information is data that is associated
with context such that it is meaningful to a human. Knowledge arises from the combination of
information and human experience [Zins, 2007]. A large amount of expert knowledge that is often
required by AI approaches for reconfiguration to create the system models [Borgo et al., 2016, Frei
et al., 2013] is hardly available [Stern and Juba, 2019]. Also, information about the system behavior
in the presence of faults, often used in MBD, so-called strong-fault models (SFMs) [Elimelech et
al., 2018], is hard to gather. In contrast, weak-fault models (WFMs) comprise only information
about non-faulty system behavior. Hence, the modeling formalism, on the one hand, needs to
contain enough information about the current system behavior, the possibilities of adaptation, and
the effects of those adaptations, and on the other hand, must be able to be created from available
information. Available information is usually given by data about non-faulty system behavior,
process specifications, and descriptions of the system topology [Niggemann and Lohweg, 2015].

(M2): The modeling formalism needs to integrate the requirements of control to work as desired.
Reconfiguration aims to restore a system state that allows for desired system operation. To identify
those states, the requirements of control, in detail, the area from which control is able to modulate
the system as desired, need to be integrated into the model. For example, a control modulating
the opening degree of a valve to reach a specified outflow requires the water level in the connected
tank to be between minimum and maximum levels. This information is either specified in a process
specification that defines constraints that must be met in order for control to work as desired [IEC,
2017], or can be derived from information about the dependencies between the system variables.

(M3): The modeling formalism needs to integrate estimations of future system states of the hybrid
system. Hybrid systems, in general, behave dynamically, i.e., the system evolves over time. This
behavior is described by ODEs. However, reconfiguration is static: it is a one-time adaptation of a
system to recover desired system behavior, whereas the continuous modulation of inputs is the task
of the controller [Balzereit and Niggemann, 2023]. Hence, for reconfiguration the system dynamics
need to be integrated into a static model, i.e., information about future system states needs to be
estimated and formalized statically. And as reconfiguration may also adapt some system inputs, the
estimation also needs to consider the consequences of these adaptations. FTC operates on ODEs
to exactly calculate future system states [Wang et al., 2021a], which comes with the drawback of
a large sensitivity to noise [Prasov and Khalil, 2012]. In addition, the creation of ODEs describing
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the system behavior in detail, including discrete changes, is expensive [Stern and Juba, 2019]. Thus,
the estimation of the dynamic behavior should be done by a suitable approximation.

(M4): The modeling formalism needs to be generic for hybrid systems, i.e., it must not contain
specific system information. A modeling formalism is generic, if no system-specific information is
incorporated a priori in the system model. In the context of reconfiguration, this means that, for
example, when reconfiguring a thermodynamic system, the laws of thermodynamics must not be
incorporated in the system model a priori. Violating this principle would lead to the modeling
formalism not applying to hybrid systems in general but only to systems from specific domains.
The idea of generic modeling formalisms in the context of qualitative physics goes back to the no-
function-in-structure principle [De Kleer and Brown, 1981]. This principle states that the behavior
of subsystems or components of a system shall not be inferred from the behavior of the overall
system, i.e., components and subsystems should be described independently of their usage. But
satisfying this principle to its fullest extent is not possible as a behavior of a component always, at
least minimally, infers its usage [Keuneke and Allemang, 1989]. However, de Kleer and Brown [1984]
presented a relaxation of this principle that allows class-wide assumptions, i.e., behavior descriptions
may include usage-specific information, as long as they apply to each component or subsystem of
this class. As a consequence, a modeling formalism for reconfiguration should operate on a generic
description of a hybrid system, e.g., a hybrid automaton or a description of the causal dependencies
in the system, and should not incorporate information specifically for a component or a subsystem
nor any domain knowledge a priori.

(RQ3): Which solution algorithm enables efficient solving of the reconfiguration prob-
lem? A solution algorithm searches a problem model for a solution. AI approaches mainly rely
on search algorithms [Pearl and Korf, 1987]. Given a model satisfying (M1) - (M4), an algorithm
needs to meet the following requirements to enable efficient solving.

(S1): The solution algorithm needs to take restrictions on the solution space coming from the
hybrid system into account. Static reconfiguration for hybrid systems is the selection of discrete
operations [Crow and Rushby, 1991]. The number of possible combinations of these discrete opera-
tions grows exponentially with the number of operations. Thus, even for small problems (e.g., ten
binary variables), the search space can become very large (210 = 1024 possible binary combinations).
However, many of these combinations do not need to be examined because they represent invalid
or even impossible configurations. But a naive search algorithm would enumerate all possibilities,
resulting in exponential runtime. An efficient solution algorithm must therefore consider constraints
that exclude parts of the solution space.

(S2): The solution algorithm needs to be compatible with static models containing qualitative
information. Reconfiguration is static, i.e., as soon as a fault leads to undesired system behavior,
the system configuration is adapted once, e.g., by opening a connection to redundant hardware. In
contrast to control, which continuously monitors the system behavior and adjusts inputs to achieve
optimal system behavior, reconfiguration initiates structural system adaptations. For this purpose,
static information about the availability of redundancies needs to be processed. The solution algo-
rithm needs to be compatible with this. In control theory, usually systems of ODEs are solved by
numerical algorithms which do not offer the possibility to handle static information [Guo and Chen,
2020]. Suitable approaches are, for example, logical calculi or search. Logical calculi operate on
symbols and negations, disjunctions, and conjunctions of these. Search operates on discrete search
nodes and operations transitioning between search nodes.

(S3): The solution algorithm needs to enable the direct integration of expert knowledge and
intuitive modeling. Reconfiguration requires information about causal dependencies in the system,
in detail, the effects of adaptations on the system variables need to be known. However, identifying
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causal dependencies automatically is challenging as these usually cannot be learned directly from
data [Pearl, 2009]. But experts often have knowledge about causal dependencies in a system. Hence,
for a reconfiguration method to operate on expert knowledge, it needs to allow for a direct integration.
Qualitative approaches, such as propositional logic are based on expressive propositions and mimic
human reasoning, such that they enable intuitive modeling [Feldman et al., 2020].

(RQ4): For which class of hybrid systems can soundness and completeness of a re-
configuration algorithm be shown? Key properties of algorithms in the context of search are
soundness, i.e., returning only valid solutions, and completeness, i.e., finding all solutions [Travé-
Massuyès et al., 2003]. These properties were discussed extensively for diagnosis algorithms [Feldman
et al., 2010] and in the field of qualitative reasoning [Travé-Massuyès et al., 2003]. Thus, statements
about the capabilities but also the limitations of algorithms can be made. But since real-world
systems operate in a non-deterministic environment making it impossible to handle every possible
fault, these properties can only be shown for the system model, e.g., the hybrid automaton. Previous
work, focusing mainly on discrete systems, shows soundness and completeness of reconfiguration ap-
proaches at most for search, degrading completeness from finding all solutions of the reconfiguration
problem to finding all solutions in the search space. However, when dealing with hybrid systems
characterized by continuous and discrete variables, the soundness and completeness of the search
algorithm do not automatically lead to soundness and completeness for the reconfiguration problem.
Hence, to prove the soundness and completeness of the algorithm for hybrid systems, not only the
search algorithm but also the hybrid system must be examined.

1.3 Contributions

Reconfiguration currently faces several open research questions in the intersection of qualitative
modeling, search and logic, model-based diagnosis and automated planning, and fault-tolerant con-
trol. In order to contribute to this research gap and to answer the research questions listed above,
this thesis (1) gives a formal definition of the problem; (2) proposes two different solution algo-
rithms, one based on propositional logic and one based on classical search; (3) shows soundness and
completeness of the second algorithm; and (4) empirically evaluates both algorithms using several
representative systems. The following paragraphs summarize the main findings of the thesis:

1. Formal Definition We present a new, formal definition of static reconfiguration for hybrid
systems. This definition builds upon the definition of reconfiguration for discrete systems from the
AI perspective [Crow and Rushby, 1991] and extends this to hybrid systems.

2. Solution Algorithms Two approaches for the reconfiguration of hybrid systems are presented:
The first approach is AutoConf. It operates on dependency graphs (DGs) describing the causal de-
pendencies in the hybrid system and creates a model of the reconfiguration problem in propositional
logic. Then, a SAT solver is applied to identify a reconfiguration. This comes with the benefits of
an easy system model and a more intuitive integration of expert knowledge.

The second approach is BFReconf. BFReconf operates on a hybrid system modeled by a hybrid
automaton. From this automaton, the search space is created directly and best-first search (BFS) is
used to identify a reconfiguration. Even though the requirements for the information that needs to be
available for the creation of the problem representation are higher, BFReconf brings the advantage
of a very explicit formulation that enables proving soundness and completeness for a subclass of
hybrid systems.
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Figure 1.4: Outline of thesis. The four parts (white boxes) consist of eleven chapters (gray boxes).
Arrows indicate the logical structure between the chapters.

3. Proofs of Soundness and Completeness The terms soundness and completeness, which
are central properties of AI approaches, are defined analogously to the closely related field of MBD
[Feldman et al., 2010]. These key properties are examined for BFReconf and it is shown that
BFReconf is sound and complete for stable, weakly interconnected, linear hybrid systems. For this
purpose, Taylor series expansions and quadratic approximations are used, resulting in a recommen-
dation of parameters of BFReconf that ensures soundness and completeness. Thus, strengths but
also limitations of the algorithm are identified.

4. Empirical Evaluation The capabilities of AutoConf and BFReconf are evaluated on ex-
periments. Thus, the performance in terms of proportion of correctly reconfigured scenarios and
the runtime of the algorithms are examined. The Tennessee Eastman benchmark [Downs and Vo-
gel, 1993], representative benchmark systems for evaluation of AI approaches [Heiming and Lunze,
1999, Cashmore et al., 2020], and the Environmental Control and Life Support System (ECLSS)
aboard the International Space Station (ISS) [Kelm et al., 2022] serve as experiments for evaluation.
Furthermore, the scalability of the algorithms is evaluated on artificially generated hybrid systems
with an increasing number of variables.

1.4 Outline of this Thesis

The thesis is organized in four parts (see Figure 1.4): (I) Background, (II) Formal Definition and
Solution Algorithms, (III) Evaluation, and (IV) Conclusion and Outlook.

Part I Background Part I describes the background of this thesis. Chapter 2 gives an overview of
the theory relevant to this work. It contains continuous models and control theory, hybrid systems,
and search and mathematical logic. Chapter 3 discusses the state of the art in the related fields of
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AI, in the field of quantitative approaches, and in automation technology. In addition, the research
gap is identified and the novelty of this thesis is outlined.

Part II Formal Definition and Solution Algorithms Part II contains the main contributions
of this work: the definition of static reconfiguration for hybrid systems and the algorithms for
solving it. Chapter 4 defines static reconfiguration for hybrid systems formally. Chapter 5 presents
an approach based on an encoding of the problem in propositional logic which is created from
dependency graphs. SAT checking is used for solving the reconfiguration problem. Chapter 6
presents an alternative approach, which is based on an encoding as a search problem and on solving
this using BFS.

Part III Evaluation Part III contains the results of the thesis. Chapter 7 presents the results of
the theoretical examination of the reconfiguration algorithms AutoConf and BFReconf introduced
in Chapters 5 and 6. The properties of soundness and completeness, giving reliable insights about
the capabilities of an algorithm, are defined formally and are proven for BFReconf for stable, weakly-
interconnected, linear hybrid systems. Chapter 8 shows the results of the experimental evaluation of
AutoConf and BFReconf. These results are generated by an empirical evaluation using established
benchmark systems from control theory and AI. Chapter 9 discusses the results and outlines the
most significant findings of this thesis.

Part IV Conclusion and Outlook Part IV closes the thesis. Chapter 10 concludes this work and
gives a final takeaway. Chapter 11 discusses ideas for further developing the presented algorithms
and integrating reconfiguration with related research areas. Thus, it points out potential directions
for future research.

1.5 List of Publications

The work of this thesis incorporates content from the following publications:

Chapter 3 has been partly published in the IEEE Transactions on Industrial Informatics [Balzereit
and Niggemann, 2023].

Chapter 4 has been partly published in the IEEE Transactions on Industrial Informatics [Balzereit
and Niggemann, 2023] and in the Proceedings of the 5th IEEE International Conference on Indus-
trial Cyber-Physical Systems (ICPS 2021) [Balzereit and Niggemann, 2021a] and has been partly
presented at the 32nd International Workshop on Principles of Diagnosis (DX 2021) [Balzereit and
Niggemann, 2021c].

Chapter 5 has been partly published in the IEEE Transactions on Industrial Informatics [Balzereit
and Niggemann, 2023], in the Proceedings of the 5th IEEE International Conference on Industrial
Cyber-Physical Systems (ICPS 2021) [Balzereit and Niggemann, 2021a], in the Proceedings of the
4th IEEE International Conference on Industrial Cyber-Physical Systems (ICPS 2020) [Balzereit and
Niggemann, 2020a], and has been partly presented at the 30th International Workshop on Principles
of Diagnosis (DX 2019) [Balzereit and Niggemann, 2019].
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Chapter 6 has been partly published on arXiv [Balzereit and Niggemann, 2021b] and has been
partly presented at the 32nd International Workshop on Principles of Diagnosis (DX 2021) [Balzereit
and Niggemann, 2021c].

Chapter 7 has been partly presented at the 32nd International Workshop on Principles of Diag-
nosis (DX 2021) [Balzereit and Niggemann, 2021c].
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and Niggemann, 2023], in the Proceedings of the 5th IEEE International Conference on Industrial
Cyber-Physical Systems (ICPS 2021) [Balzereit and Niggemann, 2021a], in the Proceedings of the
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Chapter 2

Foundations

Chapter Outline This chapter introduces formalisms and theories relevant to this work.
First, the basics of continuous system modeling and control theory are given in Section 2.1.
Since there are several definitions of hybrid systems in different contexts, the theory of
hybrid systems that forms the basis of this work is presented in Section 2.2. Finally, the
foundations of search and propositional logic, being the algorithmic groundwork for the
reconfiguration approaches presented in this thesis, are given in Section 2.3.

2.1 Continuous Models and Control Theory

In control theory, continuous models typically model the behavior of a system. An example of a
continuous model is an ODE, which describes the dynamic evolution of so-called state variables, i.e.,
variables evolving based on their current and past values.

2.1.1 Continuous Models

The following definitions are based on the illustration by Cellier and Greifender [2013].

Definition 2.1 (State variable). A state variable x ∈ X ⊆ Rn, n ∈ N is a variable evolving over
time, based on its current and past values.

Examples for state variables are water levels in tank systems, temperatures in a thermodynamic
system, or velocities in a moving system.

Continuous, dynamical systems often are described by ordinary differential equations.

Definition 2.2 (System of ordinary differential equations, states, state behavior functions). A
system of ordinary differential equations (ODEs) is given by

ẋ(t) = f(x(t), t) (2.1)

where t ∈ R≥0 describes the time, x(t) ∈ X ⊆ Rn, n ∈ N describes a vector of states and f :
X × R≥0 → Rn describes a vector-valued state behavior function.

Throughout this thesis, existence and uniqueness of the solution of Equation (2.1) are assumed.

15
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𝑎𝑇
𝑥1 𝑎𝑂

Figure 2.1: One tank with an uncontrolled outflow.

Example 2.1. Given a tank as in Figure 2.1, the states are given by the water level x1(t) ∈ R.
Torricelli’s theorem describes the water level x1 by

ẋ1(t) = −aO
aT

√
2gx1(t) (2.2)

where g ∈ R≥0 is the gravitational acceleration, aT ∈ R>0 is the size of the tank surface, aO ∈ R>0

is the size of the surface of the outflowing pipe, and x1 is the current height of the water. So, the
state behavior function is given by f(x1(t), t) = −aOaT

√
2gx1(t).

Dynamical systems usually have inputs, i.e., variables controlled externally, and outputs, i.e.,
observable variables. For example, inputs are pumps, which power can be adapted; outputs are tank
levels measured by a sensor.

Definition 2.3 (System of ODEs with inputs and outputs). A system of ODEs with inputs and
outputs is given by

ẋ(t) = f(x(t),u(t), t) (2.3)

y(t) = h(x(t),u(t), t) (2.4)

where x(t) ∈ X ⊆ Rn, n ∈ N describes states, u(t) ∈ U ⊆ Rm, m ∈ N describes inputs, and
y(t) ∈ Y ⊆ Rp, p ∈ N describes outputs. f : X × U × R≥0 → Rn describes the behavior of states,
h : X × U × R≥0 → Rp describes the behavior of outputs.

Example 2.1 (continued). Assume a pipe with a linear valve v filling the tank with water and a
sensor measuring the current water level are added to the system. As the opening degree δv of the
linear valve is set externally between [0, 1], the system equations (2.2) are extended to

ẋ1(t) = −aO
aT

√
2gx1(t) + δvcv

where cv ∈ R is the maximum capacity of the linear valve. The output y(t) is calculated by

y(t) = x1(t),

so h(x(t), t) = h(x(t)) = x1(t).

Definition 2.4 (Time-invariance). A system of ODEs with inputs and outputs is called time-
invariant, when f(x(t),u(t), t) and h(x(t),u(t), t) depend only on x(t), so f : X × U → Rn and
h : X × U → Rp. Otherwise, the systems are called time-variant.

In time-invariant systems, effects that directly depend on time, e.g., material wear and tear, are
not modeled. This thesis is solely concerned with time-invariant systems.
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output

Figure 2.2: Control loop. Boxes contain control entities, arrows carry the information they are
labeled with.

Example 2.1 (continued). As the functions f(x(t)) and h(x(t)) are not depending on t, the system
is time-invariant.

Definition 2.5 (Linearity). A system of ODEs with inputs and outputs is called linear, when
f(x(t),u(t), t) and h(x(t),u(t)) are linear in x(t) and u(t), so f(x(t),u(t), t) = Ax(t) +Bu(t) + c
and h(x(t),u(t) = Cx(t) + Du(t) + e with A ∈ Rn×n, B ∈ Rn×m, c ∈ Rn and C ∈ Rp×n, D ∈
Rp×m, e ∈ Rp. Otherwise, the systems are called nonlinear.

Example 2.1 (continued). As the function f(x1(t)) contains the square root of the independent
variable x1(t), it is nonlinear.

Linearity is a strong restriction as many real-world systems are nonlinear. In this thesis, linear
and nonlinear systems are examined. Theoretical properties such as soundness and completeness
are proven for a special class of linear systems; statistical performances of algorithms for nonlinear
systems are examined empirically.

2.1.2 Control Theory

In this section, the basics of control theory that are relevant for this work are presented. Note
that control in the context of this thesis is closed-loop only, i.e., observations of outputs serve for
calculating new inputs. Open-loop control, i.e., setting input values independently of the observed
outputs, is not within the scope of this work.

Control theory is concerned with manipulating a dynamical system such that the system behaves
as desired [Lunze, 2020]. Formally, control is a function on inputs that manipulates the system to
work as desired.

Definition 2.6 (Control program, reference). Given a system of ODEs with inputs u(t) ∈ U ⊆ Rm
and outputs y(t) ∈ Y ⊆ Rp, m, p ∈ N and r ∈ Rp being a reference, i.e., the value the outputs shall
approach, a control program is a function p : Y → U modulating the inputs so that

∃tε ∈ R≥0,∀t > tε : ‖y(t)− r‖ < ε

with ε ∈ R>0, i.e., outputs y(t) are approaching reference r.

Figure 2.2 shows the basic closed-loop control. Given a system, its outputs y(t) are measured
by sensors. This measured output is compared to the reference r; the measured error e(t) ∈ Rp is
calculated by

e(t) = r − y(t).

The measured error is processed by the control program, which identifies new inputs u(t) and returns
these to the system.
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A central property of control is stability, i.e., if the controlled system continuously approaches
the reference value and does not diverge. In the following, the term bounded-input, bounded-output
(BIBO) stability is defined.

Definition 2.7. A system of ODEs with inputs and outputs

ẋ(t) = f(x(t),u(t), t)

y(t) = h(x(t),u(t), t)

is bounded-input, bounded-output (BIBO) stable, if for every bounded input, the output is also
bounded, so

∀u(t) | ∃Mu ∈ Rm : |u(t)| ≤Mu ⇒ ∃My ∈ Rp : |y(t)| ≤My ∀t ∈ R≥0.

Definition 2.8 (Fault [Blanke et al., 2016]). Given a system of ODEs with states x(tf ), inputs
u(tf ), and outputs y(tf ) at time tf ∈ R≥0, the system underlies a fault if

y(tf ) 6= h(x(tf ),u(tf ), tf ),

i.e., the equations [(2.3), (2.4)] describing system behavior are no longer valid. The deviation of y(tf )
from h(x(tf ),u(tf ), tf ) is called a symptom, as it is a discrepancy between the observed behavior
and the expected behavior [Isermann, 2005, Stern et al., 2012].

This definition is a very general definition of faults, capturing also modeling uncertainties and
minor disturbances. The latter usually can be mitigated by control and do not lead to undesired
system behavior.

Fault-tolerant control (FTC) aims to adapt control program p(y(t)) to prevent a system from
failing, i.e., no longer working as desired [Blanke et al., 2016]. For this purpose, the effects of faults
are estimated numerically and modeled in terms of ODEs. Then, p(y(t)) is adapted to mitigate
these.

Definition 2.9 (Additive fault [Zhou and Frank, 1998]). Given a system of ODEs with inputs and
outputs, an additive fault on the states changes states x by adding a fault term τ add

x : R≥0 → Rn
(the lower index denotes the variables affected, the upper index denotes the kind of fault model).
The system dynamics [(2.3),(2.4)] then are changed to

ẋ(t) = f(x(t),u(t), t) + τ add
x (t),

y(t) = h(x(t),u(t), t).

An additive fault on the outputs changes measured outputs y by adding a fault term τ add
y : R≥0 →

Rp. The system dynamics [(2.3),(2.4)] then are changed to

ẋ(t) = f(x(t),u(t), t),

y(t) = h(x(t),u(t), t) + τ add
y (t).

Definition 2.10 (Multiplicative fault [Zhou and Frank, 1998]). Given a system of ODEs with
inputs and outputs, a multiplicative fault on the states changes states x by multiplying a fault term
Tmult
x (t) : R≥0 → Rn×n. The system dynamics [(2.3),(2.4)] then are changed to

ẋ(t) = Tmult
x (t) · f(x(t),u(t), t),

y(t) = h(x(t),u(t), t).
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A multiplicative fault on the outputs changes measured outputs y by multiplying a fault term
Tmult
y (t) : R≥0 → Rp×p. The system dynamics [(2.3),(2.4)] then are changed to

ẋ(t) = f(x(t),u(t), t),

y(t) = Tmult
y (t) · h(x(t),u(t), t).

Using these fault models, FTC integrates the effects of a fault into the ODE and calculates an
optimal control.

In the following, variables depending on t are also denoted without t, so x instead of x(t).

2.2 Hybrid Systems

A general definition of hybrid systems is given by Alur et al. [2000]:

Definition 2.11 (Hybrid systems). A hybrid system is a dynamic system with discrete and contin-
uous state changes.

Hybrid systems combine the continuous behavior of ODEs with discrete behavior. Discrete be-
havior usually is described by automata [Hopcroft et al., 2001]. In the following, first, the foundation
of automata theory, the deterministic finite automaton (DFA), is presented (Section 2.2.1). Based
on this, the hybrid automaton as a standard modeling formalism for hybrid systems is presented
(Section 2.2.2).

2.2.1 Deterministic Finite Automata

Automata describe systems having discrete modes, e.g., beverage dispensers or washing machines.
The simplest automaton is the DFA. It consists of a set of modes, e.g., ‘switch on’ and ‘switch
off’ that can be changed by events, e.g., ‘turn the switch off’. Given an initial mode, a transition
function defines, which mode the automaton takes on after an event.

Definition 2.12 (Deterministic finite automaton [Hopcroft et al., 2001]). A deterministic finite
automaton (DFA) is a tuple (M,Σ,Φ, µ0) where M = {µ0, µ1, ..., µnM}, nM ∈ N is a finite set
of modes, Σ = {σ1, σ2, ..., σnΣ}, nΣ ∈ N is a finite set of events, Φ : M× Σ → M is a transition
function, and µ0 is an initial mode.

2.2.2 Hybrid Automata

DFAs do not incorporate continuous behavior. Consequently, continuous variables such as water
levels or velocities cannot be modeled. ODEs, on the other hand, do not offer the possibility to model
discrete changes such as discontinuous changes of states or state behavior functions [Branicky, 2005].
These discrete changes can either be autonomous, i.e., initiated by conditions on state variables, or
intentional, i.e., initiated by a human operator or similar. However, neither DFAs nor ODEs offer
the possibility to model these phenomena fully. Hence, for a modeling formalism for hybrid systems,
the discrete formalism of DFAs (Definition 2.12) needs to be merged with the continuous formalism
of ODEs (Definition 2.2). Hybrid automata (see also Figure 1.1) switch between different modes,
and in each mode a system of ODEs describes the state behavior.

In the following, first, a hybrid automaton, i.e., the combination of a DFA with a system of ODEs
is shown. To get a modeling formalism enabling the representation of systems underlying control,
it also needs to incorporate inputs and outputs. Hence, in a second step, a DFA is merged with a
system of ODEs with inputs and outputs (Definition 2.3).
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Hybrid Automaton as Combination of DFA and System of ODEs (without Inputs or
Outputs)

Definition 2.13 (Hybrid automaton [Lygeros et al., 2003]). A hybrid automaton H is a tuple
(M, X,F ,Σ,Φ) where

– M = {µ0, µ1, ..., µnM}, nM ∈ N is a finite set of modes.

– X ⊆ Rn, n ∈ N0 is the state space.

– In each mode µ ∈M, a system of ODEs ẋ = fµ(x(t), t) with x ∈ X and fµ : X ×R≥0 → Rn
describes the state behavior. The set of all such functions fµ is given by F .

– Σ = {σ1, σ2, ..., σnΣ}, nΣ ∈ N0 is a finite set of events that transition the system between
modes. As this hybrid automaton has no inputs, an event is triggered solely by an equality
constraint ceq

σ (x) = 0 or an inequality constraint cineq
σ (x) < 0 where ceq

σ , c
ineq
σ : X → R are

functions over states.

– Φ : Σ×M×X →M×X is a transition function mapping an event, a mode, and a state to
a new mode and a new state.

A tuple (µ0,x
0) built by an initial mode µ0 ∈M and initial states x0 ∈ X is an initial point.

Compared to the definition of a DFA, here, Φ needs to be extended by X, as events in hybrid
systems may also affect states.

A hybrid automaton has two possibilities of modification: either the initial mode is maintained
and the states evolve over time, following the trajectory defined by fµ, or an instantaneous event
σ ∈ Σ is triggered which changes modes and states.

Definition 2.14 (Semantics of a hybrid automaton [Casagrande et al., 2009]). Given a hybrid
automaton H with initial point (µ0,x(t0)) as in Definition 2.13, a continuous transition relation of

duration ∆t ∈ R>0, denoted by
∆t−−→c, describes the continuous evolution of state variables, so

(µ0,x(t0))
∆t−−→c (µ0,x(t0 + ∆t)).

A continuous state transition is valid for H, if and only if (iff) ∀t̂ ∈ [t0, t0 + ∆t], x(t̂) satisfies
ẋ(t̂) = fµ0

(x(t̂), t̂).

A discrete transition relation, denoted by
σ−→d, describes the instantaneous transition of the

hybrid automaton to a new mode, so

(µ0,x(t0))
σ−→d (µ1,x

∗(t0))

with µ1 ∈M and x∗ ∈ X. A discrete state transition happens, iff
(i) ∃σ ∈ Σ with Φ(σ, µ0,x(t0)) = (µ1,x

∗(t0)), i.e., an event connecting modes µ0 and µ1 exists,
and

(ii) ceq
σ (x0) = 0, if σ is assigned an equality constraint or cineq

σ (x0) < 0, if σ is assigned an
inequality constraint, i.e., the corresponding constraint for the event is satisfied.

Example 2.2. Let the uncontrolled outflow of the tank from Example 2.1 be replaced by a pipe
with a pressure relief valve vpr and let a continuous inflow of cin ∈ R≥0 be added (see Figure 2.3).
This valve is closed as long as the water level stays below xlimit

1 ∈ R≥0 and opens when x1 gets larger
than xlimit

1 . As soon as x1 sinks below xlimit
1 again, the valve closes.
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Figure 2.3: One tank with inflow and pressure relief valve vpr.

The hybrid automaton of the system consists of two modes, so M = {µ0, µ1}. µ0 describes
the mode of vpr being open, µ1 describes the mode of vpr being closed. x1 is the state variable
describing the water level. In mode µ0, the level follows the ODE ẋ1(t) = − 1

aT
(aO

√
2gx1(t) + cin);

in mode µ1, it follows ẋ1(t) = 1
aT
cin. Two autonomous events σ1 (vpr opens), σ2 (vpr closes) exist,

so Σ = {σ1, σ2}. The condition for closing vpr (event σ1) is x1 < xlimit
1 , so cineq

σ2
:= x1 − xlimit

1 ; the
condition for opening vpr (event σ2) is x1 > xlimit

1 , so cineq
σ1

:= xlimit
1 − l. The state behavior function

is given by Φ(σ1, µ0, x1) = (µ1, x1),Φ(σ2, µ1, x1) = (µ0, x1).

Hybrid Automaton with Inputs and Outputs

A hybrid automaton with continuous inputs underlying continuous control and outputs is a result
of extending Definition 2.13 of a hybrid automaton by systems of ODEs with inputs and outputs.

Definition 2.15 (Hybrid automaton with inputs and outputs [Lynch et al., 2003]). A hybrid au-
tomaton with inputs and outputs H is a tuple (M, X, U, Y,F ,G,Σ,Φ) where

– M = {µ0, µ1, ..., µnM}, nM ∈ N is a finite set of modes.

– X ⊆ Rn, n ∈ N0 is the state space.

– U ⊆ Rm, m ∈ N0 is the continuous input space.

– Y ⊆ Rp, p ∈ N0 is the output space.

– In each mode µ ∈M, a system of ODEs with inputs and outputs

ẋ(t) = fµ(x(t),u(t), t)

y(t) = gµ(x(t),u(t), t)

with x ∈ X, u ∈ U , and fµ : X × U × R≥0 → Rn describes the state behavior. The set of all
such functions fµ is given by F . gµ : X × U × R≥0 → Rp describes the outputs y. The set of
all such functions gµ is given by G.

– Σ = {σ1, σ2, ..., σnΣ}, nΣ ∈ N0 is a finite set of events that transition the system between
modes. The set of events Σ consists of autonomous events Σauto, i.e., events triggered by
constraints on states and intentional events Σint, i.e., events initiated by an operator or a
controller.

– Φ : Σ×M×X →M×X is a transition function mapping an event, a mode, and a state to
a new mode and a new state.
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A triple (µ0,x
0,u0) built by an initial mode µ0 ∈ M, initial states x0 ∈ X, and initial control

u0 ∈ U is an initial point of H.

Discrete inputs, such as a binary valve that has two opening statuses, are not captured within
the ODEs describing the system behavior but within the discrete modes. Changes of discrete inputs,
e.g., opening a binary valve, are associated with intentional events σint ∈ Σint.

Hybrid automata with inputs and outputs are subject to two kinds of intentional influences, i.e.,
(i) intentional events changing the mode and (ii) continuous inputs affecting the state behavior. Con-
sequently, control for hybrid systems needs to incorporate both influences. Typically, for each mode
µ ∈M of a hybrid automaton H, a finite set of control programs Pµ = {pµ,1,pµ,2, ...,pµ,nP }, nP ∈ N
(see Definition 2.6) is given [Blanke et al., 2016].

The semantics for a hybrid automaton with inputs and outputs are extended as follows:

Definition 2.16 (Semantics for a hybrid automaton with inputs and outputs [Casagrande et al.,
2009, Bresolin et al., 2020]). Given a hybrid automaton H as in Definition 2.15 and a control program

p : Y → U , a continuous transition relation of duration ∆t ∈ R>0, denoted by
∆t,p−−−→c, describes the

continuous evolution of state variables, so

(µ0,x(t0))
∆t,p−−−→c (µ0,x(t0 + ∆t))

with t0 ∈ R≥0. A continuous state transition is valid, iff ∀t̂ ∈ [t0, t0 + ∆t], x(t̂) satisfies ẋ(t̂) =
fµ0

(x(t̂),p(y(t̂)), t̂).

A discrete transition relation, denoted by
σ−→d, describes the instantaneous transition of the

hybrid automaton to a new mode, so

(µ0,x(t0))
σ−→d (µ1,x

∗(t0))

with µ1 ∈M \ {µ0} and x∗ ∈ X. A discrete state transition happens iff
(i) ∃σ ∈ Σ with Φ(σ, µ0,x(t0)) = (µ1,x

∗(t0)), i.e., an event connecting modes µ0 and µ1 exists,
and

(ii) either (ii.a) σ ∈ Σauto and ceq
σ (x0) = 0, if σ is assigned an equality constraint or cineq

σ (x0) ≤ 0,
if σ is assigned an inequality constraint or (ii.b) σ ∈ Σint and σ was initiated intentionally.

In the following, the subsequent execution of multiple events σ1, σ2, ... is written as

(µ0,x(t0))
σ1,σ2,...−−−−−→d (µ1,x

∗(t0)).

The effect of an event σ on output variables y is written as (µ0,y(t0))
σ−→d (µ1,y

∗(t0)).

Throughout this work, events are assumed to happen instantaneously, i.e., no time passes during
the execution, and the execution of events at the same time is assumed to be commutative, i.e., the
order in which events are executed does not affect the result. Furthermore, it is assumed that two
modes µ1, µ2 ∈M are at most connected by one event σ ∈ Σ, i.e., parallel events do not exist.

The concepts of time-invariance (Definition 2.4) and linearity (Definition 2.5) can be transferred
directly to hybrid automata by assigning the constraints on the ODEs in each mode.

Definition 2.17 (Observability). A hybrid automaton with inputs and outputs H is completely
observable, iff gµ is invertible in x, so x can be inferred from y,u, and t. It is not observable, iff
Y = ∅, i.e., no output exists. A hybrid automaton that is neither completely observable nor not
observable is partially observable.

As the scope of this work is on hybrid automata with inputs and outputs, in the following, ‘hybrid
automata’ refers to automata as in Definition 2.15.
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Figure 2.4: One tank with inflow and binary valve v.

Definition 2.18 (Configuration). Let H be a hybrid automaton. The tuple (µ,x) with µ ∈M and
x ∈ X is a configuration of the hybrid automaton.

Example 2.3. Let the pressure relief valve of the tank from Example 2.2 be replaced by a binary
valve v (see Figure 2.4). This valve is opened and closed based on intentionally initiated events.
As in Example 2.2, the hybrid automaton describing the system consists of two modes, so M =
{µ0, µ1}, where µ0 describes the mode of v being open, and µ1 describes the mode of v being
closed. l is the state variable describing the water level. In mode µ0, the level follows the ODE
ẋ1(t) = − 1

aT
(aO

√
2gx1(t) + cin); in mode µ1, it follows ẋ1(t) = 1

aT
cin. Two intentional events σ1

(open v), σ2 (close v) exist, so Σ = {σ1, σ2}. The transition function is given by Φ(σ1, µ0,x) =
(µ1,x),Φ(σ2, µ1,x) = (µ0,x).

2.3 Search and Mathematical Logic

Search and mathematical logic are central topics in AI. Many problems can be reduced to search
problems and solved by efficient search algorithms. Section 2.3.1 describes the foundations of search.
Mathematical logic enables intuitive modeling and direct integration of expert knowledge [Feldman
et al., 2020]. Furthermore, many problems formulated in logic can be transformed to search problems
[Darwiche and Pipatsrisawat, 2009]. Section 2.3.2 describes the foundations of mathematical logic
relevant to this thesis.

2.3.1 Search

Abstractly speaking, search is concerned with finding a specific object in a space of different objects.
Due to its general characteristic, search is widespread in AI. Many problems, for example from
graph theory, MBD, or automated planning, can be transformed to search.

Definition 2.19 (Search space, search [Pearl and Korf, 1987]). A search space is a tuple (S,E)
where S = {s1, s2, ...} is a set of search nodes and E = {e1, e2, ..., enE}, nE ∈ N0 with el = (sj , sk),
sj , sk ∈ S ∀l ∈ {1, ..., nE} is a set of edges, which change the search nodes. In many cases, edges
are assigned costs c : E → R. Given a set of goal nodes SG ⊆ S and an initial search node s0 ∈ S,
search identifies a sequence of edges that leads from s0 to a node in SG.

In Figure 2.5, an example of a search space is shown. It contains six search nodes s1, s2, ..., s6

that are connected by six edges e1, e2, ..., e6. The goal nodes SG = {s1, s6} are crosshatched. Given
an initial node, e.g., s3, the task of search is to find a sequence of edges to a goal node.

Search algorithms are separated into uninformed and informed search algorithms. Uninformed
search algorithms operate solely on the search space. No further information, such as estimates of
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Figure 2.5: An example of a search space. Nodes are represented by circles; edges are represented
by arrows; goal nodes are crosshatched.

how far away the goal node is, is integrated. Examples of uninformed search algorithms are breadth-
first search or depth-first search. Breadth-first search examines a search space by starting with the
nodes closest to the initial node and then continuing with the nodes connected to these [Bundy and
Wallen, 1984]. Depth-first search first examines a branch of the search space as far as possible and
then continues with the next node [Russell and Norvig, 2020].

Informed search, in contrast, integrates further information about the problem. Usually, this
information is given by a function estimating the distance from a current node to a goal node. In
the following, greedy BFS is presented in detail as it is used later in this thesis (see Algorithm 2.1)
[Pearl, 1984]. It is an informed search algorithm examining nodes, which presumably lead to a goal
node soon, first. For this purpose, a heuristic function h : S → R estimating the closest distance
of each node to a goal node is used. Inputs of the algorithm are the search space (S,E) with the
initial search node s0 and the set of goal nodes SG, and the heuristic function h(s). The list of
nodes to examine toExam is initialized with the initial search node s0 (line 1), the list of already
examined nodes examd is initialized as an empty list (line 2). While the list of search nodes to
examine toExam is not empty (line 3), the node with the minimal estimated distance to a goal
node, so the node with the minimal value of h(s), is extracted (line 4). If it is a goal node (line 6),
the algorithm returns it and terminates (line 7). Otherwise, the successors of the current node s∗

are identified (line 8) and for each successor (line 9), it is checked, whether the successor has already
been examined (line 10). If not, it is added to the list of nodes to examine (line 11) and added to the
list of already examined nodes (line 12). If the loop terminates without reaching line 7, no solution
exists and an empty set is returned (line 13).

The algorithm uses function successors (lines 14 - 18), which operates on a node s and a set of
edges E. It returns all those nodes ssuc having an edge adjacent to the given node s.

2.3.2 Propositional Logic and Satisfiability

Mathematical logic consists of many different logics, such as propositional logic, first-order logic, or
higher-order logic. The reconfiguration algorithm presented in this thesis operates on propositional
logic. Hence, the basics of propositional logic and satisfiability are presented.

The foundation of propositional logic is given by atoms, representing the basic entity.

Definition 2.20 (Atom, atomic propositional formula [Kleine Büning and Lettmann, 1999]). An
atom is a basic proposition that may only have the values true (>) or false (⊥). It defines an atomic
propositional formula.

Negations, conjunctions, disjunctions, implications, and biconditionals of (atomic) propositional
formulae inductively define the set of all propositional formulae [Biere et al., 2009].
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Algorithm 2.1: Greedy best-first search

Input: search space (S,E), s0, SG, heuristic function h : S → R
Output: node s∗ with s∗ ∈ SG, if existing, otherwise ∅

1 toExam := [s0] // intialize list of nodes

2 examd := [ ] // initialize list of already examined nodes

3 while toExam not empty do // as long as there are nodes in toExam

4 s∗ := arg mins∈toExam h(s) // first element of toExam is examined

5 toExam.remove(s∗) // remove first element from toExam

6 if s∗ ∈ SG then

7 return s∗ // solution found

8 SUC := successors(s∗, E) // get successors of node

9 foreach ssuc ∈ SUC do // for all successors of node

10 if ssuc not in examd then // if node not yet examined

11 toExam := [toExam, ssuc] // add to nodes to examine

12 examd := [examd, ssuc] // add node to examd

13 return ∅ // no solution found

14 Function successors(s, E)

15 SUC := ∅ // initialize set of successors

16 foreach e ∈ E with e = (s, ssuc) do // for each edge in E

17 SUC := SUC ∪ ssuc
// add successors to set SUC

18 return SUC // return successors
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Definition 2.21 (Negation). Let λ be a propositional formula. Then the negation of λ, written as
¬λ, is also a propositional formula and is true, iff λ is false.

Definition 2.22 (Conjunction). Let λ1 and λ2 be propositional formulae. Then the conjunction of
λ1 and λ2, written as λ1 ∧ λ2, is also a propositional formula and is true, iff λ1 and λ2 are true.

Definition 2.23 (Disjunction). Let λ1 and λ2 be propositional formulae. Then the disjunction of
λ1 and λ2, written as λ1 ∨ λ2, is also a propositional formula and is true, iff either λ1 or λ2 are true
or λ1 and λ2 are true.

Definition 2.24 (Implication). Let λ1 and λ2 be propositional formulae. Then ‘λ1 implies λ2’,
written as λ1 ⇒ λ2, is also a propositional formula and is true, iff λ1 is false or λ2 is true.

Definition 2.25 (Biconditional). Let λ1 and λ2 be propositional formulae. Then the biconditional
λ1 and λ2, written as λ1 ⇔ λ2, is also a propositional formula and is true, iff either λ1 and λ2 are
both true or if λ1 and λ2 are both false.

For propositional formulas, standard forms such as the conjunctive normal form (CNF) exist.

Definition 2.26 (CNF). A propositional formula λ is in conjunctive normal form (CNF) if it is
a conjunction of clauses, where each clause is a (negation of a) single atom or a disjunction of
(negations of) atoms.

Every formula in propositional logic can be transformed to an equivalent formula in CNF in
linear time [Russell and Norvig, 2020, De Moura and Bjørner, 2009].

The atoms in a propositional formula may take on the values ‘true’ or ‘false’.

Definition 2.27 (Valuation). Given a set of variables A, a valuation γ : A → {>,⊥} assigns a
truth value to all variables a1, a2, ... ∈ A. The set of all valuations over variables A is denoted by
ΓA. JAKγ denotes the propositional formula

JAKγ :=
∧

a∈A|γ(a)=>

a ∧
∧

a∈A|γ(a)=⊥

¬a

under valuation γ.
JAK> defines the propositional formula containing only >-valuations (so γ(a) = > ∀a ∈ A

and JAK> =
∧
a∈A a), JAK⊥ defines the propositional formula containing only ⊥-valuations (so

γ(a) = ⊥ ∀a ∈ A and JAK⊥ =
∧
a∈A ¬a).

Lit>(γ) denotes the set of variables which are valuated > by γ; Lit⊥(γ) denotes the set of
variables which are valuated ⊥ by γ.

Given a valuation, the truth value of a formula can be determined.

Example 2.4. Let a1 ∧ a2 ∨ ¬a3 with variables a1, a2, and a3 be a propositional formula and
γ(a1) = >, γ(a2) = ⊥, γ(a3) = ⊥ be a valuation. Then, the truth value of the formula is >∧⊥∨¬⊥ =
⊥ ∨> = >.

SAT is concerned with determining, if there exists a valuation such that a given formula evaluates
true. As propositional logic is central in this thesis, satisfiability for propositional formulae, also
known as propositional satisfiability, is defined in the following.

Definition 2.28 ((Propositional) satisfaction, satisfiability [Biere et al., 2009]). Let λ be a proposi-
tional formula over variables A. Then, a valuation γ : A→ {>,⊥} satisfies a propositional formula
λ, written as JAKγ |= λ, if λ evaluates to true under γ. A propositional formula is satisfiable if there
exists at least one valuation γ such that the formula evaluates true.
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The logical consequence is a construct based on satisfiability.

Definition 2.29 (Logical consequence [Tarski, 1936]). Given a set of propositional formulae Λ over
a set of variables A, a propositional formula λ is a logical consequence of Λ, written as Λ |= λ, if for
all valuations γ satisfying Λ, γ also satisfies λ.

SAT solving can be formalized as search (see Definition 2.19) for valuations leading to the given
formula evaluating true. Several algorithms for SAT solving were developed. As SAT is NP-complete,
i.e., it can be solved in polynomial time on a non-deterministic Turing machine [Cook, 2000], the
worst-case runtime for complete solution algorithms rises exponentially with the number of unknown
variables. Yet, no algorithm solving NP-complete problems in a polynomial time has been found.
Nevertheless, many heuristics capable of finding solutions in a short time, even for large problems,
were developed [Biere et al., 2009].

One of the most established algorithms is the Davis-Putnam-Logemann-Loveland algorithm
(DPLL) [Davis and Putnam, 1960, Davis et al., 1962]. DPLL operates on formulae in CNF [Gomes
et al., 2008]. It first sets all atoms in unit clauses, i.e., clauses that consists of a single atom, to true,
as in CNF, unit clauses always need to be true such that the overall formula is satisfied. Then, a
recursive search strategy successively examines valuations that satisfy the formula. In each step, two
new branches where an atomic formula is either set to true or false are created. For each branch,
a simplified formula is created: all clauses, which have at least one true variable are removed, as
they are satisfied by the current valuation, and false variables in clauses are deleted. Thus, the
complexity of the formula is reduced successively.

Example 2.5. A satisfying valuation for (¬a∨ b)∧ c∧ (a∨ d) is sought. First, c is set to > as it is
a unit clause, leading to the simplified formula (¬a∨ b)∧ (a∨ d). Then, the branch where a is set >
is examined. The corresponding reduced formula is (��¬a∨ b)∧����(a ∨ d) = b. The branching continues
with examination of b.



Chapter 3

State of the Art

Chapter Outline This chapter presents the state of the art in reconfiguration of hybrid
systems. The research work related to reconfiguration in the areas of qualitative ap-
proaches, i.e., approaches reasoning about symbolic abstractions instead of numeric values
(Section 3.1), quantitative approaches, i.e., approaches calculating results from numeric
values, (Section 3.2), and automation technology (Section 3.3) is discussed. In Section 3.4,
the limitations of the approaches are outlined and the research gap is identified.

Figure 3.1 shows a taxonomy of the state of the art, the basis for this chapter. The taxonomy con-
sists of (i) qualitative approaches, comprising reachability analysis, model-based diagnosis (MBD),
automated planning, qualitative simulation (QS), and ontologies; (ii) quantitative approaches, com-
prising fault-tolerant control (FTC) and multi-agent system (MAS); and (iii) approaches from au-
tomation technology. Approaches from automation technology are not classified as qualitative or
quantitative as they focus on acquiring information instead of solving a problem algorithmically.

3.1 Qualitative Approaches

In the following, reachability analysis (Section 3.1.1), model-based diagnosis (MBD) (Section 3.1.2),
automated planning (Section 3.1.3), qualitative simulation (QS) (Section 3.1.4), and ontologies (Sec-
tion 3.1.5) are presented and the research from these fields is discussed. Reachability analysis deals
with a problem similar to reconfiguration in that it examines whether a subset of states is reach-
able or not [Kong et al., 2015]. MBD and reconfiguration are historically linked fields of research.
Crow and Rushby [1991] outlined the analogy of reconfiguration for discrete systems and MBD,
as introduced by Reiter [1987] and de Kleer [1987]. Automated planning searches for a sequence
of actions such that the underlying model reaches a goal state. Although a planning problem, in
general, is more complex than a reconfiguration problem, planning has also been used for adaptive
fault handling [Matei et al., 2022]. QS is concerned with estimating future system behavior using
only qualitative but no quantitative knowledge about the system [Kuipers, 2001]. Ontologies, as
a common way to formalize knowledge, have also been applied to configuration tasks [Alsafi and
Vyatkin, 2010], as these are usually eager for knowledge.

3.1.1 Reachability Analysis

Reachability analysis is concerned with the examination of modes and areas in the state space that
can be reached, given an initial configuration. So, possible future states of the system are predicted.

28
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Figure 3.1: A taxonomy of the state of the art.

Kong et al. [2015] presented the tool dReach, which encodes the reachability problem of hybrid
systems as first-order formulae over real numbers, exploiting the expressiveness and efficiency of
solution techniques associated with logical encodings. Continuous system properties are handled
by extending pure discrete logic with a theory over real numbers. The tool can either determine
if a hybrid system cannot reach an unsafe region, or determine if an over-approximation of the
system could reach an over-approximation of an unsafe region. Over-approximations of a system
include all trajectories the hybrid system could take, but may also include more trajectories; over-
approximations of a region include all points in the region, but may also include more points.
Consequently, dReach may report that an over-approximation of the hybrid system can reach an
over-approximation of an unsafe region. However, the hybrid system may still not reach the specified
region. As the question of reconfiguration is the opposite, i.e., one trajectory for reaching desired
system behavior is sought, dReach is not practicable for reconfiguration. The indefiniteness of over-
approximations would result in a reconfiguration algorithm that could return invalid trajectories.

Mäıga et al. [2015] analyzed the reachability of hybrid systems by a combination of high-
dimensional zonotopes, i.e., a special kind of polytopes, approximating the continuous reachable
sets and constraint propagation. The approach guarantees to detect all autonomous mode changes
and handles the combinatorial blowup using efficient search strategies. Althoff et al. [2021] presented
a novel approach to reachability analysis for hybrid systems using set propagation. The approach
is based on the propagation of initial system states according to the system dynamics, described by
ODEs. Thus, a guaranteed over-approximation of reachable states is identified. Set propagation is
used as it, firstly, comes along with the guarantee of a safe over-approximation, and secondly, can
be combined with approaches facilitating the underlying problem further to enable easier solving.
However, both approaches require explicit knowledge about the system dynamics but do not offer
intuitive modeling or an easy integration of knowledge.

Another approach focuses on cost-optimal strategies for reachability in probabilistic partially
observable Markov decision processes (POMDPs) [Chatterjee et al., 2016]. It operates on approxi-
mations estimating optimal costs and stopping criteria ensuring efficient solving. However, POMDPs
model discrete processes by modes, transition functions, and transition criteria. Consequently, con-
tinuous behavior in form of states and continuous inputs is not captured.

Axiomization of hybrid systems describes the derivation of constraints on representations in
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formal logic such that statements about the hybrid system can be made. Seminal work on sound and
complete axiomizations in differential dynamic logic allowing for system verification was published
by Platzer [2012a, 2012b]. The basic idea here is to create a representation of the hybrid system in
differential dynamic logic and to reason about this representation. The findings of this reasoning
allow for making statements about the hybrid system, e.g., if safety requirements are met or not
[Platzer, 2018]. Tiwari et al. [2008] proposed a similar approach for system design and showed
soundness and completeness of their approach. However, as the logical calculi used in these works
are very powerful, the creation of the representations in logic is very expensive. For reconfiguration,
easier encodings directly in search or propositional logic are sufficient.

3.1.2 Model-Based Diagnosis

In 1987, Reiter [1987] and de Kleer and Williams [1987] laid the foundations for model-based di-
agnosis (MBD). MBD targets a set of hypothetical root causes given a system description and
observations [Feldman et al., 2010]. As the search space consists of all combinations of root causes,
its size rises exponentially with the number of root causes. Hence, efficient search strategies are
needed to find a solution in a short time [Metodi et al., 2014].

In 1991, Crow and Rushby [1991] showed the analogy between reconfiguration and MBD for
discrete systems. Whereas the task of reconfiguration for discrete systems is to identify a set of
components that need to be reconfigured to restore desired system behavior, the task of MBD is
to identify a set of root causes that explains the observed faulty system behavior. Hence, similar
algorithms can be used for solving these problems.

Nowadays, various algorithms for MBD are established, e.g., based on A∗ search [Williams and
Ragno, 2007], on stochastic search [Feldman et al., 2010], on SAT solving [Metodi et al., 2014], or
using answer set programming [Erdem et al., 2016]. Due to the closeness of reconfiguration and
MBD, some of these algorithms were transferred to reconfiguration problems, e.g., by Friedrich
et al. [2011] using answer set programming for reconfiguration of modular systems or Nica and
Wotawa [2011] creating a language for reconfiguration models that allows for the direct integration
of knowledge. To reduce the number of configuration tests, i.e., tests executed with one specific
configuration, Wotawa and Pill [2014] used combinatorial testing. Thus, exhaustive combinations of
parameter subsets are covered which leads to a reduction of the total tests required. Even though the
presented approaches are not applied to physical or hybrid systems, they emphasize the challenge
configuration problems face: the combinatorial blowup of the number of configurations pushes naive
search techniques quickly to their limitations [Esparza et al., 2003, Benazera and Travé-Massuyès,
2009]. Hence, more sophisticated search algorithms are required.

In parallel to this movement, the research interest in diagnosis for hybrid systems has increased
since the beginning of the 2000s. The main challenge when applying MBD algorithms to hybrid
systems lies in the integration of the continuous system dynamics into a static model [Guo et al.,
2020]. Narasimhan and Biswas [2007] faced this challenge by using fault signatures describing
the effects of a fault on continuous system variables. The information from the fault signatures
is integrated into a model based on hybrid bond graphs and temporal causal graphs, describing
the causal dependencies and timed effects in the system. Benazera and Travé-Massuyès [2009]
encapsulated the continuous variables in bounded intervals. Thus, the system state can be described
by a finite set of configurations and the current state of uncertain hybrid systems can be estimated.
Another common way to integrate continuous behavior is by using residuals, i.e., numeric values
indicating the presence of a fault [Ding, 2008]. An approach presented by Khorasgani and Biswas
[2017, 2019] operates on residuals generated by hybrid minimal structurally overdetermined sets,
i.e., sets of equations indicating the presence of deviations. The approach is combined with analytic
redundancy relations for the detection of the mode of the hybrid system. As analytic redundancy
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relations often enable mode detection in a short time, the approach is applicable to large-scale
systems. Jung et al. [2018] applied machine learning to non-faulty historical system data to generate
residuals. These residuals are integrated into a diagnosis approach that searches for a minimal
diagnosis that explains the faulty system behavior. Diedrich et al. [2019, 2022] extended the SAT-
based approaches to diagnosis [Metodi et al., 2012, Metodi et al., 2014] by using Satisfiability Modulo
Theories to create a system representation in logic that still incorporates continuous information in
the form of inequalities. Thus, efficient solvers for Satisfiability Modulo Theories can be applied, but
also a detailed model of the hybrid system is created. Matei et al. [2020] published an approach to
the learning of a model for diagnosis from historical system data. Causal dependencies are extracted
from a block lower triangular matrix transformation that originally stems from numerically solving
differential-algebraic equation systems (DAEs) [Cellier and Kofman, 2006]. However, the matrix
transformation also allows for the extraction of causal dependencies.

The approaches presented here comprehensively demonstrate the effectiveness and efficiency of
logical calculi for MBD. As the scope of the approaches is on MBD and not on reconfiguration, none
of them can be used directly for reconfiguration. However, this thesis integrates the main ideas of
using search and logical calculi and abstracting hybrid systems by causal dependencies to achieve
an intuitive and representative model of reconfiguration for hybrid systems.

3.1.3 Automated Planning

Automated planning is the search for a sequence of actions that will move a system from an initial
mode to a goal mode. Two models are created for this purpose. The first is a domain model, which
serves as a ‘world model’ by describing the relevant properties of a system and its environment. This
includes the set of modes and the set of actions that change the modes. The second is a problem
model that specifies the initial mode and the goal mode. A planner operates on these two models
and searches for a sequence of actions from the initial mode to the goal mode [Ghallab et al., 2004].
A prominent application example of automated planning is the mars rover [Gennery, 1999].

The Livingstone architecture was one of the first planning-based architectures for autonomous
systems [Williams and Nayak, 1996]. It integrated MBD and automated planning to achieve a
reactive system capable of handling faults autonomously. For this purpose, observations of the
system are compared to a model describing non-faulty behavior. In case of inconsistencies, the root
cause of the deviation is identified and the plan of the system is adapted such that the system goal
is still reached. This seminal work, initially aiming at spacecraft control, was further developed for
other systems such as embedded systems [Williams et al., 2003] and robots [Beetz, 2002].

Borgo et al. [2016] presented a planning-based architecture for production systems. The archi-
tecture is based on the connection of local controllers, which control components and subsystems
of the production system, and automated planning. Planning works globally in this architecture
and connects the local controllers logically. Thus, configuration efforts which arise due to changing
production requirements can be automated to some extent leading to a reduction of manual efforts.

A complete pipeline for automated fault handling, consisting of diagnosis, prognostics, and re-
configuration, was presented by Matei et al. [2022]. Reconfiguration here is based on automated
planning for hybrid systems [Cashmore et al., 2020]. To reconfigure the underlying system appro-
priately, an exhaustive system model, including the preconditions for actions, dynamic effects, and
further system constraints, is created manually. Whereas this approach is shown to successfully han-
dle faults, its transferability to other systems is limited as the amount of expert knowledge required
for the creation of the system model might not be available [Stern and Juba, 2019]. Furthermore,
existing planners for hybrid systems such as SMTPlan [Cashmore et al., 2020] rely on discretizing
time to solve planning problems. Whereas this discretization is reasonable for planning, it is not
required for reconfiguration as only a prediction of states after one time step is needed.
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Ibrahim et al. [2017] used planning to recover a diagnosable state, i.e., a state leading to observa-
tions distinct enough from other observations to enable unique identification of a fault [Sampath et
al., 1995], in a partially observable system. Another approach focuses on learning planning models
for hybrid systems from historic system data [Say et al., 2017]. Here, the challenge lies in the creation
of a domain model capturing the continuous and discrete properties of the system. Whereas learning
continuous system models such as ODEs is established, learning discrete dependencies in a system
is still an open research question [Guo et al., 2020]. Say et al. [2017] handled this problem using
mixed-integer programming, which is often capable of handling an explosion of states. However,
the requirements for the database of historic system data are very high. To extend the approach
to reconfiguration, data about all modes of the hybrid system and faulty system behavior would be
required, which generally is hardly available [Niggemann et al., 2014].

3.1.4 Qualitative Simulation

The field of qualitative simulation (QS) was established by Kuipers [1986]. QS relates to modeling
and simulating systems when only reduced information is available. It operates on qualitative
differential equations, i.e., differential equations working on symbols and monotony information
instead of numeric values, to predict future system behavior. Thus, qualitative conclusions about
the system behavior can be drawn.

Considering Example 2.1 (one tank with an outflow) again, the following qualitative model can be
created: Let the information that the tank is filled with water and that there is no inflow to the tank
but one outflow be given. Then, the system can be modeled using the monotony information about
the water level, which is monotonously falling. This allows for conclusions about the trajectory of
the water level, for example, that trajectories approaching 0 exist. Furthermore, it can be concluded
that no trajectory resulting in an overflow of the tank exists.

Throughout the years, QS was used in many applications, e.g., in the simulation of biologi-
cal systems [De Jong, 2002], dynamic systems [Dvorak and Kuipers, 1989], process engineering
[Stephanopoulos and Han, 1996], and fault detection and isolation [Frank et al., 2000]. However,
QS faces an explosion of predictions when simulating over a long period of time: as all possibilities
need to be considered, the number of predictions rises exponentially [Kuipers, 1985].

3.1.5 Ontologies

Ontologies are defined by concepts and relations describing dependencies between the entities of
the concepts [Russell and Norvig, 2020]. They describe concrete objects, sets of objects, and the
relations between them. Formal languages based on description logics provide a formalization for
ontologies. Thus, knowledge is formalized and automatic reasoning is enabled [Bunte, 2020].

For example, let ‘Bird’ and ‘Animal’ be concepts, and let “ ‘Bird’ is a subcategory of ‘Animal’.”
be a relation. Then entities of concepts, e.g., sparrow or blackbird as entities of ‘Bird’, can be
defined. Given the above ontology, reasoning about concepts and relations can be done, e.g., the
question of whether a sparrow is an animal can be answered [Russell and Norvig, 2020].

In physical systems, ontologies can reduce configuration and orchestration efforts. For this pur-
pose, knowledge about the system is formalized. This enables automatic reasoning that creates
proposals for configuration or orchestration instructions [Alsafi and Vyatkin, 2010]. Alsafi and Vy-
atkin [2010] described a production system and its requirements and skills formally using ontologies.
Based on these, an optimal mapping between the skills and the requirements is identified. This
reduces manual configuration efforts, which in turn reduces the need for human intervention when
circumstances change. Engel et al. [2018] further developed the idea of ontologies in production to
also enable receipt-based production, i.e., producing different products using the same production
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system. Hence, receipt-based characteristics also need to be integrated into the ontologies. A sim-
ilar approach was presented by Wan et al. [2018]. In contrast to the approaches described above,
Wan et al. focused on the intelligent distribution of resources instead of formalizing skills to reduce
manual configuration efforts. Müller et al. [2022] provided a template for a formal description of a
production system. The template allows for the intuitive formalization of expert knowledge and is
transferable to various systems. Here, ontologies form the basis to formalize and store knowledge.
The formalized knowledge is connected to a configuration module that aims to adapt the system to
new production scenarios fast.

When using ontologies, one benefits from the fact that ontologies are adaptive in the sense
that new components or changed circumstances can easily be integrated into the knowledge base.
However, the creation of ontologies is mostly an expensive process that requires detailed expert
knowledge [Müller et al., 2022]. The availability of such detailed expert knowledge might be limited
or expensive to obtain [Stern and Juba, 2019].

3.2 Quantitative Approaches

In the following, the research from fault-tolerant control (FTC) (Section 3.2.1) and multi-agent
system (MAS) (Section 3.2.2) concerned with reconfiguration is presented and the most recent
research is discussed. FTC is mainly concerned with quantitative ways to achieve a fault-tolerant
system, i.e., adapting control parameters or continuous inputs. MASs pose a distributed way to
control, monitor, diagnose, and reconfigure systems [Vogel-Heuser et al., 2014]. Even though MASs
are not quantitative approaches in a traditional understanding, for reconfiguration, they mostly rely
on local agents operating on quantitative models.

3.2.1 Fault-Tolerant Control

Fault-tolerant control (FTC) relates to controlling a system in an optimal way in the presence of
faults. It can be separated into multiple model approaches and adaptive control approaches [Hwang
et al., 2010].

Multiple model approaches rely on a predefinition of fault scenarios. For each scenario, a con-
troller is designed. Thus, a robust and reliable control is achieved for all predefined fault scenarios.
Passive control approaches can be seen as a special case of multiple model approaches: passive ap-
proaches use a single controller that maintains acceptable system behavior for the non-faulty case
and also for known fault cases [Wang et al., 2021a]. Whereas passive control is easy to design, it
sacrifices the ability to optimally control a system in the presence of faults. In addition, multiple
model approaches including passive control approaches generally only handle known faults. Hence,
in the event of an unknown fault, control cannot be expected to manipulate the system as desired,
but may instead fail [Jiang and Zhao, 1998].

Consequently, current research mainly focuses on adaptive control approaches, also called active
approaches. Active FTC incorporates two steps. Step I: the effects of a fault on the system are
estimated. Here, faults are modeled as additive or multiplicative faults that affect either system
outputs or states (see Definitions 2.9, 2.10). Step II: the control strategy is adapted to the estimation
of the fault effects. Hence, the fault model created in Step I is considered when calculating a new
system input [Wang et al., 2021a]. Some of the latest published work on the estimation of fault
effects (Step I) is concerned with the design of observers allowing for an adequate fault estimation
[Guo and Chen, 2020] and the use of fuzzy logic to approximate how the possibly nonlinear system
dynamics change due to a fault [Ma et al., 2019]. Research on the adaptation step (Step II) is
concerned with adaptive feedback gains, i.e., factors that are multiplied with the estimated fault
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effect [Wang et al., 2021a]. Active control approaches were shown to be convergent and robust [Guo
and Chen, 2020]. Hence, they are well suited for handling disturbances that can be modeled by
suitable observers and estimators.

There is just few research on FTC for hybrid systems as these areas of research have evolved
mainly independently [Yang et al., 2010]. The basic idea of FTC for hybrid systems is to estimate
the state variables of the system under faults using symbolic approaches. For this purpose, the areas
of state variables are separated into different regions. Symbols, indicating in which region a current
state is, are integrated into a qualitative model. Thus, a purely discrete problem whose complexity
is much lower than a hybrid problem is created. However, this way, it is hard to achieve stable
control, as for stability quantitative system information needs to be considered [Yang et al., 2010].
Tsuda et al. [2001] and Kerrigan et al. [2000] extended control for hybrid systems by a preceding
decision step, determining which redundant hardware shall be integrated into the control loop. Thus,
the scope of action of the controller is enhanced and faults can be handled. However, the choice
about redundant hardware is done using predefined expert rules. These expert rules define a clear
decision path and may exclude valid combinations because they do not enumerate all reconfiguration
options. Creating expert rules that enumerate all reconfiguration options would face the blowup of
combinations. Since these expert rules have to be defined manually, this is an infeasible solution.

3.2.2 Multi-Agent Systems

Russell and Norvig [2020, p. 34] defined an agent as

“Anything that can be viewed as perceiving its environment through sensors and acting
upon that environment through actuators”.

The research of MASs relates to the connection of multiple agents that aim to achieve a common
goal [Russell and Norvig, 2020]. In the context of reconfiguration, several approaches based on
MASs have been established. The basic idea of using MASs for dynamically organizing production
systems was presented, for example, by Vogel-Heuser et al. [2014] and Pantförder et al. [2014]. They
created sets of agents that, on the one hand, control specific parts of the system, e.g., independently
but collaboratively operating subsystems, and on the other hand, provide the systems demands and
capabilities to a central agent. Whereas the local agents, i.e., the agents controlling a specific part
of the system, focus on controlling and monitoring their specific part, the central operating agent
is mainly concerned with the global disposition of tasks. This allows for a dynamic adaptation of
production tasks in case of system outages or changing customer demands. When a fault leads to a
subsystem failing, a different subsystem providing the same capabilities as the failing subsystem is
identified, such that the overall production goal can still be met. Thus, even multiple, independent
production systems can be coupled to a large, collaborating system that is capable of dynamic
adaptations in the case of internal or external disturbances [Vogel-Heuser et al., 2017].

The following is a general overview of current research trends in the field of MASs. It is not
intended to be comprehensive, but rather to provide an overview of current trends and strategies in
the field of MASs for reconfiguration.

Marks et al. [2018] formalized the product that shall be produced by the production system, the
production process itself, and the available resources in several collaborating agents. They took their
cue from the product-process-resource standard, which is an established formalism when modeling
production systems [Cutting-Decelle et al., 2007, Pfrommer et al., 2013]. It organizes production
systems and their dependencies in entities of products, processes, and resources. The scope of action
for reconfiguration is modeled by several actions. These actions are assigned qualitative information
about their effect on the system, e.g., as a decrease of a variable. Rodrigues et al. [2018] created an
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MAS to overcome time-delays in manufacturing systems that usually arise from manual configura-
tions. The approach targets a dynamic configuration of available services, i.e., functionalities of the
manufacturing system, under changing external demands. Müller et al. [2022], in contrast, did not
create agents based on subsystems but on different tasks related to reconfiguration. Here, agents are
assigned specific tasks, e.g., determining if reconfiguration is necessary or predicting future system
behavior.

Seitz et al. [2021] combined multiple local agents, each assigned an individual control task,
using automated planning. A domain model incorporating all agents including their capabilities and
available resources represents the system; a problem model represents the individual problem that
needs to be solved. A planner operates on these two models and identifies a plan that satisfies the
domain model and solves the given problem. Thus, a system-wide control is established, leading
to a robust dispensation of resources required in the system. A similar approach, which focuses
on achieving fault tolerance instead of resource dispensation, was presented by Schenk and Lunze
[2021]. In their work, agents represent local control units that offer different control capabilities.
In the case that a fault affects the control capabilities of one or more agents, control tasks are
redistributed to alternative agents that can take over the tasks. Regulin et al. [2016] combined MASs
with a knowledge base that incorporates knowledge required for reconfiguration. The knowledge
base comprises parameters and parametrizations of production modules and the scope of action for
reconfiguration, including the duration and costs of each operation. Thus, a central agent that also
gets information about the system’s capabilities and its current configuration is enabled to reason
about suitable reconfiguration operations.

However, using MASs for reconfiguration comes with some drawbacks. Many MASs rely on
heuristics to combine local agents [Schenk and Lunze, 2021, Vogel-Heuser et al., 2014], which might
lead to suboptimal or even wrong solutions as the combination of local solutions might significantly
differ from a global solution or even be invalid. This trade-off is also known as the price of anarchy
[Roughgarden, 2005]. Furthermore, as practical applications tend to get more complex, this com-
plexity may affect the effectiveness of the collaborative decision making done by the agents. Here,
agents are observed to even behave unpredictable [Karnouskos et al., 2020].

3.3 Automation Technology

Automation technology aims to reduce the need for human efforts in physical systems. It comprises
all kinds of technologies that enable more autonomous system behavior, for example, decision sys-
tems, i.e., systems automating decision processes [Groover, 2020]. Industry 4.0 is a current trend
in automation, driven by the integration of Internet technologies into physical systems. Thus, large
networks of systems can be created and connected. Part of the vision of Industry 4.0 is to improve
the self-adaptability of cyber-physical systems, i.e., the capability to automatically react to faults
and changed circumstances [European Factories of the Future Research Association, 2019].

In the course of this trend, extensive research has been conducted. Schneider et al. [2019] pre-
sented an architecture for automatic fault handling in production systems, consisting of a database
that collects data from programmable logic controllers, IT-systems connected to the physical system,
and sensor data. This database is aggregated with information about how the system behaves in
the presence of faults and repair instructions. When known faults occur, the current system data
is compared to the stored cases and corresponding repair instructions are returned. However, the
availability of data required for such a large database cannot be assumed for most physical systems
[Niggemann et al., 2014]. Also, unknown faults are not handled as faults and how to handle them
need to be defined a priori.

Ladiges et al. [2018] presented a modular architecture that enables reconfiguration based on a
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set of local modules, each of which is assigned a self-description. This self-description contains the
functionalities and services of the module. On a global level, the self-descriptions of all modules and
the requirements for the system are aggregated. Thus, in case of failing modules, other modules
providing the same functionalities can take over the task.

Strasser et al. [2019] proposed a formalism based on the creation of a reference model according
to the IEC 61499 standard [IEC, 2005] that enables systems to adapt to changed circumstances
automatically. Their work also outlines the need for a system-wide control infrastructure that
enables interoperability of the system components.

Pfrommer [Pfrommer, 2021, Pfrommer et al., 2015] presented an architecture for connecting
single production units into a network of production units to achieve an adaptable production plant.
For this purpose, a unified abstraction of skills provided by the production units is created. Each
local unit is organized by a local agent, which, to the extent possible, controls the unit to help
achieve the overall objective of the system. The overall system operates on a logical description
of the production plant and uses automated planning to assign the local agents their individual
objectives.

Caesar et al. [2022a, 2022b] understood reconfiguration as a system-wide problem, as only this
way, the complete scope of action for reconfiguration can be exploited. Reconfiguration is initiated
by so-called internal and external triggers, i.e., constraints that indicate the need of reconfiguration.
Internal triggers can be, for example, delays in production, whilst external triggers comprise, among
other, changing customer demands or availability of resources. Caesar et al. proposed to use
optimization to determine the required reconfiguration operations.

Most of these approaches focus on the acquisition and storage of the information required to
enable a system-wide reconfiguration [Ladiges et al., 2018, Schneider et al., 2019]. However, recon-
figuration in these terms is understood as a system-wide organization of capabilities and resources.
As the scope of these works mostly is not on the solution algorithms, the problem of combinatorial
blowup [Perlovsky, 1998], leading to exponential runtimes of naive search techniques, is mostly not
considered. Furthermore, fault handling is mainly not in the scope of these approaches [Pfrommer,
2021].

3.4 Research Gap

To outline the research gap of the state of the art and to highlight the contributions of this thesis,
Table 3.1 confronts a representative selection of papers from the research areas discussed above
with the requirements (M1) - (M4) and (S1) - (S3) identified in Section 1.2. For readability, the
requirements are listed again below:

(M1): The modeling formalism needs to model the current system status and the possi-
bilities of the hybrid system to adapt to a fault, including the effects of the adaptation,
using available system information.

(M2): The modeling formalism needs to integrate the requirements of control to work as
desired.

(M3): The modeling formalism needs to integrate estimations of future system states of
the hybrid system.

(M4): The modeling formalism needs to be generic for hybrid systems, i.e., it must not
contain specific system information.

(S1): The solution algorithm needs to take restrictions on the solution space coming from
the hybrid system into account.
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(S2): The solution algorithm needs to be compatible with static models containing quali-
tative information.

(S3): The solution algorithm needs to enable the direct integration of expert knowledge
and intuitive modeling.

An approach satisfies (M1), if it requires at most information about the causal dependencies
between input and output variables, e.g., ‘turning on the heating element leads to a temperature rise
in the tank ’, or if the information required can be extracted from process specifications or similar.
To satisfy (M1) under certain circumstances, an approach must not require more than information
about state behavior functions at the time of reconfiguration.

Below is a discussion of the related work introduced above with respect to reconfiguration. As
can be seen in Table 3.1, no approach from the state of the art satisfies all requirements.

Whereas qualitative approaches mostly meet the requirements for the solution algorithm, they
often require a large amount of information or knowledge to create a system model. Hence, (M1) is
often not met.

Tools for reachability analysis require explicit knowledge of the system dynamics, usually in form
of a hybrid automaton, which is hardly available [Kong et al., 2015, Chatterjee et al., 2016]. Also,
the algorithms are not optimal for reconfiguration, as the question of reachability is for the existence
of any trajectory to an unsafe area, whereas the question of reconfiguration is to find one trajectory
to an area that allows for control to work as desired.

MBD is concerned with a question slightly different from reconfiguration: given a qualitative
system model, the task is to identify a set of components that explains the observed faulty system
behavior. Hence, diagnosis is directed backward explaining observed behavior, while reconfiguration
is directed forwards, attempting to handle faulty behavior. However, also MBD faces the challenge of
combinatorial explosion. Hence, efficient search strategies such as A∗ search are used [Williams and
Ragno, 2007]. Also, in the area of MBD, much research on modeling hybrid systems, especially on
the integration of continuous and dynamic behavior in static, qualitative models, has been published.
In this thesis, similar approaches abstracting continuous properties of hybrid systems by qualitative
symbols are presented.

Automated planning aims to identify a sequence of actions that transfers a system from an initial
state to a goal state. The task of reconfiguration is easier as it searches for a minimal, one-time
adaptation of the system to push it back to an area from where control can work as desired. For
this purpose, exhaustive models, as needed for automated planning, are not required.

QS is very effective when knowledge about systems with incomplete information is sought. How-
ever, it faces a blowup of predictions for large simulation times [Kuipers, 1985]. For reconfiguration,
only a one-time prediction of future states and no exhaustive simulation is needed.

The approaches operating on ontologies show that logic is well suited for modeling hybrid systems
qualitatively. However, the creation of ontologies is expensive and requires expert knowledge that is
hardly available. For reconfiguration, simpler modeling formalisms are feasible.

Quantitative approaches do not rely on solution algorithms that are efficient for combinatorial
problems. Thus, the requirements for efficient solving (S1) - (S3) often are not satisfied.

In FTC, discrete system properties usually are not handled algorithmically. For example, in the
case of redundant hardware, multiple controllers need to be implemented. Major disturbances, which
cannot be modeled easily as multiplicative or additive faults, require discrete system adaptations
and a new controller. This usually is not captured by FTC. In case redundant components are
available, their usage mostly is predefined; the problem of a combinatorial blowup is not considered.

MASs enable system-wide control as they consist of collaborating agents. Global tasks usually are
distributed onto the local agents using heuristics. However, an important constraint on MASs is the
need for highly specialized agents which are technically complex to train [Karnouskos et al., 2020].
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Furthermore, heuristics often come to their limits when major disturbances require adaptations
consisting of a combination of multiple reconfiguration operations [Roughgarden, 2005].

The system models from automation technology [Ladiges et al., 2018, Pfrommer, 2021] provide
a lot of information useful for reconfiguration. However, the scope of existing approaches is mostly
not on fault handling but on a global disposition of system capabilities to meet economic criteria.
Furthermore, these works mainly focus on the the acquisition and storage of the information required
for reconfiguration and not on the solution algorithms.

In this thesis, two approaches for reconfiguration of hybrid systems are presented: BFReconf
operates on the current state of a hybrid system and information about the gradient of state be-
havior functions describing the system under faults; greedy best-first search is used for identifying a
minimal reconfiguration. Thus, for stable, weakly-interconnected, linear hybrid systems, soundness
and completeness can be shown. The main drawback here is the requirement for at least the gradient
of state behavior functions at the time of reconfiguration, which might not always be available, so
(M1) is only satisfied under certain circumstances. Hence, a second algorithm, AutoConf, based on
propositional logic and SAT solving is presented. Here, the system model is created from dependency
graphs describing the system dependencies.
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Table 3.1: Confrontation of state of the art approaches and requirements. 3 means the approach
satisfies the requirement, (3) means the approach satisfies the requirement under certain circum-
stances, and 7 means the approach does not satisfy the requirement.

RQ2: Modeling Formalism RQ3: Solution Algorithm

(M
1
)

(M
2
)

(M
3
)

(M
4
)

(S
1
)

(S
2
)

(S
3
)

Qualitative Approaches

Reachability Analysis

[Althoff et al., 2021] 7 7 3 3 7 7 7

[Platzer, 2018] 7 3 3 3 7 3 3

[Chatterjee et al., 2016] 7 7 7 3 3 3 7

[Kong et al., 2015] 7 3 3 3 3 3 3

Model-based Diagnosis

[Matei et al., 2020] 7 7 7 3 3 3 3

[Khorasgani and Biswas, 2019] 7 7 3 3 3 3 7

[Friedrich et al., 2011] 7 7 7 3 3 3 3

[Benazera and Travé-Massuyès, 2009] 7 7 3 3 3 3 7

[Narasimhan and Biswas, 2007] 7 7 3 3 3 3 7

Automated Planning

[Matei et al., 2022] 7 7 3 3 3 3 3

[Cashmore et al., 2020] 7 7 3 3 3 3 3

[Ibrahim et al., 2017] 3 7 7 3 3 3 3

[Say et al., 2017] 7 7 3 3 3 3 3

[Borgo et al., 2016] 7 3 3 3 3 3 3

[Williams and Nayak, 1996] 7 7 7 3 3 3 3

Qualitative Simulation

[Kuipers, 1986] 3 3 3 3 7 3 7

Ontologies

[Müller et al., 2022] 7 3 3 7 7 3 3

[Engel et al., 2018] 7 3 7 7 3 3 3

[Wan et al., 2018] 7 3 7 7 3 3 3

[Alsafi and Vyatkin, 2010] 7 3 7 7 3 3 3

Quantitative Approaches

Fault-Tolerant Control

[Wang et al., 2021a] 7 3 3 7 7 7 7

[Guo and Chen, 2020] 7 3 3 3 7 7 7

[Ma et al., 2019] 7 3 3 7 7 7 7

Multi-Agent Systems

[Schenk and Lunze, 2021] 3 3 7 3 7 7 7

[Seitz et al., 2021] 3 3 7 7 3 3 3

[Marks et al., 2018] 3 7 7 3 3 3 3

Automation Technology

[Pfrommer, 2021] 7 3 3 7 3 3 3

[Schneider et al., 2019] 7 7 7 7 7 3 3

[Ladiges et al., 2018] 3 3 7 7 7 7 7

Approaches in this Work

AutoConf 3 3 3 3 3 3 3

BFReconf (3) 3 3 3 (3) 3 3
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Chapter 4

Formal Definition

Chapter Outline This chapter gives a formal definition of reconfiguration for hybrid
systems and thus answers RQ1. As reconfiguration aims to restore the acceptable behavior
of a hybrid system whose continuous inputs underlie continuous control, this behavior is
defined first (Section 4.1). Then, the class of faults that reconfiguration is concerned with
is defined (Section 4.2). Based on these definitions, a definition of reconfiguration for
hybrid systems is derived (Section 4.3).

Crow and Rushby [1991] defined reconfiguration for static systems as a set of repair operations.
They did not consider systems with continuous behavior or controlled systems. Blanke et al. [2016],
on the other hand, defined reconfiguration for systems described by ODEs. Reconfiguration in this
case is defined as the identification of a new control law that adapts the system to the faulty situation.
However, in this thesis, reconfiguration is formalized as a static problem that is decoupled from
continuous control. Instead of adapting control parameters, the system is changed once discretely
to move it back to an area from where control can work as desired. This enables the application of
sophisticated AI techniques such as logical calculi and search.

The definition of static reconfiguration for hybrid systems is derived as follows (see Figure 4.1):
First, the area of valid operation, i.e., the area from which at least one control program exists
such that the system works as desired, is defined (Section 4.1). This area is a subset of the state
space and allows for deciding if an adaptation of the system leads to the control requirements being
satisfied or not. For this purpose, the set of control programs Pµ (see Definition 2.6) is examined.
A reconfiguration algorithm uses this area to determine the success of a reconfiguration. As this
formalization is generic, it allows for applying different reconfiguration algorithms, e.g., search-based
and logic-based algorithms, as presented in this work.

Reconfiguration acts after a fault has affected the system. Faults may change the system behavior
either once, e.g., an abrupt decrease in temperature, or continuously over time, e.g., a leak in a tank.
Both cases can be handled by reconfiguration, provided that the effects of the faults manifest in the
states. Section 4.2 gives a formal definition of faults in the context of reconfiguration in hybrid au-
tomata, using the general definitions of faults (Definition 2.8) and hybrid automata (Definition 2.15)
from Chapter 2. This definition allows for classifying faults and supports the understanding of the
formal definition of reconfiguration. However, note that a reconfiguration algorithm not necessarily
requires a fault model but may also operate on qualitative system descriptions or approximations,
as the algorithms presented in Chapters 5 and 6 do.

Given the definitions of the area of valid operation (Section 4.1) and of a hybrid automaton under
faults (Section 4.2), a formal definition of reconfiguration for hybrid systems is derived (Section 4.3).

41
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Section 4.3 
Definition of

Reconfiguration

Section 4.1
Area of Valid Operation

Definition 2.6 
Control Programs

Section 4.2
Hybrid Automaton

Under Faults

Definition 2.15
Hybrid Automaton

Definition 2.8
Fault

Figure 4.1: Outline of Chapter 4. Gray boxes represent definitions from Chapter 2; white boxes
represent sections of this chapter; arrows indicate the logical structure between these.

For a better understanding of the following definitions, a process engineering example is used.

Example 4.1. The system in Figure 4.2 consists of two tanks, one binary valve v1, and one pump
p1. The first tank is located physically above the second tank. States x1, x2 ∈ R are given by the
levels in the tanks. A continuous input u1 ∈ R controls the inflow of pump p1. The binary valve
v1 has two discrete statuses: open and closed. Hence, the hybrid automaton consists of two modes
µ1, µ2. Event σ1 opens v1, event σ2 closes v1, so Σ = {σ1, σ2}. In µ1 (so v1 is closed), the state
behavior is given by

ẋ1 = −cout
1 x1, (4.1)

ẋ2 = cout
1 x1 − cout

2 x2 + dpu1, (4.2)

where cout
1 , cout

2 ∈ R>0 are constants, approximating the outflow of the tanks linearly, and dp ∈ R>0 is
a parameter describing the capacity of p1. In µ2, the state behavior of x1 is given by ẋ1 = dv−cout

1 x1,
where dv ∈ R is a parameter describing the capacity of v1, and that of ẋ2 as in Equation (4.2). The
levels in each tank are observed by sensors, so y1 = x1, y2 = x2. The outflow of the lower tank
shall be constant; the upper tank serves as redundant hardware. u1 is modulated by a proportional
controller such that y2 takes on reference r2 ∈ R, so pµ1(y) = pµ2(y) = KP (r2 − y2) with control
parameter KP ∈ R.

4.1 Area of Valid Operation

RQ1.1 asks for a formal definition of acceptable behavior of a controlled hybrid system. In the
following, an explicit definition of this acceptable behavior as a subset of the state space is searched.
Such explicit constraints allow for the direct insertion of states x into the reconfiguration algorithm
and are easy to interpret. Acceptable behavior is given in form of an area of valid operation, i.e.,
the area from where at least one control program pµ ∈ Pµ exists to modulate inputs such that the
system works as desired. First, the area of valid operation is defined formally (Section 4.1.1). After
that, it is examined for which systems the area of valid operation is rectangular as this is a key
property for the subsequently presented reconfiguration algorithms (Section 4.1.2).
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Figure 4.2: Two-tank system with a binary valve and a pump.

4.1.1 Definition of the Area of Valid Operation

The following is a definition of the area of valid operation for completely observable hybrid automata,
using state variables x. As states x can be inferred from outputs y for completely observable systems
(see Definition 2.17), without loss of generality, reference values are assumed to be defined for x. In
the following, we assume that in the area of valid operation Xval

µ of mode µ, no autonomous event

σ ∈ Σauto is triggered, so ∀x ∈ Xval
µ ,∀σ ∈ Σauto : ceq

σ (x) 6= 0, cineq
σ (x) > 0.

Definition 4.1 (Area of valid operation). Let H be a completely observable hybrid automaton
(Definition 2.15), µ be a mode, rµ ∈ Rn be a reference value, and Pµ = {pµ,1,pµ,2, ...,pµ,nP } with
nP ∈ N be a finite set of control programs (see Definition 2.6). Further, given an x0 ∈ Rn and a
pµ ∈ Pµ, let xpµ,x0(t) ∈ C∞(R) be a solution to the ODE

ẋ(t) = f(x(t),pµ(y(t), t), t),

x(0) = x0,

so xpµ,x0(t) describes states x with starting value x0 ∈ Rn under control of program pµ. Then,

the area of valid operation Xval
µ is defined to be a subset of the state space X for that at least one

program pµ ∈ Pµ exists to modulate reference value rµ, i.e., the distance between xpµ,x0(t) and rµ
gets smaller than ε ∈ R>0. Formally, this is expressed by

Xval
µ :=

{
x0 ∈ X | ∀ε > 0 ∃pµ ∈ Pµ, tε ∈ R≥0 : ‖xpµ,x0(t)− r‖ < ε ∀t > tε

}
.

Xval = {Xval
µ0
, ..., Xval

µ|M|
} is the set of areas of valid operation for H. A configuration (µ,x) is called

valid if x ∈ Xval
µ .
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

∗ ∗ 0 0 · · · 0
∗ ∗ 0 0 · · · 0
0 0 ∗ 0 · · · 0
...

...
. . .

...
0 0 · · · 0 ∗ 0
∗ 0 · · · · · · 0 ∗


(a) Weakly-interconnected matrix.



∗ ∗ 0 0 · · · 0
∗ ∗ 0 0 · · · 0
0 ∗ ∗ 0 · · · 0
...

...
. . .

...
0 ∗ · · · ∗ ∗ 0
0 0 · · · · · · 0 ∗


(b) Not weakly-interconnected matrix.

Figure 4.3: Illustration of weakly-interconnected and not weakly-interconnected matrices. A star ∗
denotes a non-zero, scalar value.

4.1.2 Rectangular Area of Valid Operation

Often, the area of valid operation can be derived from process specifications defining bound values
in which the system is able to operate as intended [Vännman and Albing, 2007]. When these bound
values are given for each state variable independently, the area of valid operation is rectangular,
i.e., it can be described by a set of constraints lbµ ≤ x ≤ ubµ with lbµ,ubµ ∈ Rn. Whereas this
restriction from a control theoretic point of view seems strict, it is valid for reconfiguration: instead
of an optimal control of inputs, reconfiguration targets discrete choices moving the system back to
the area of valid operation.

The rectangular area facilitates the search for reconfiguration as the satisfaction of these con-
straints can be checked easily. In the following, a theorem stating the preconditions for a rectangular
area of valid operation is given. For some systems, the area of valid operation can also be derived
from the system dynamics and the set of control programs available. In the following, a theorem for
this is given. This theorem uses the property of weak interconnection of the hybrid automaton and
assumes exhaustive control, which we define first.

Weak Interconnection

Weak interconnection is a constraint on the number of dependencies between state variables of
a linear hybrid system. It is defined as a constraint on the state behavior functions fµ of the
corresponding hybrid automaton.

Definition 4.2 (Weak interconnection). A linear hybrid automaton with functions fµ(x,u) =
Aµx+Bµu+ cµ is weakly-interconnected, iff for every µ ∈M, Aµ has a maximum of one non-zero,
non-diagonal element per row.

Figure 4.3 gives two examples, one for a weakly-interconnected matrix (Figure 4.3a) and one for
a not weakly-interconnected matrix (Figure 4.3b).

Theorem 4.1. A linear hybrid automaton H with X ⊂ R2 is weakly-interconnected.

Proof. Trivial.

Example 4.1 (continued). As the system contains two states, Theorem 4.1 applies. The system is
weakly-interconnected.

In practical applications, weak interconnection requires that the system interconnections do not
get too complex. As soon as multiple state variables influence another state variable, constraints on
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multiple state variables would be required to describe the area of valid operation. It is shown below
that for weakly-interconnected systems simpler restrictions suffice.

Exhaustive Control

The definition of area of valid operation uses the assumption that a reference value r can be reached
by a control program, if it lies between the maximum and the minimum values of possible courses
of x. This property ensures that control exploits all options available to control inputs u ∈ U of the
hybrid automaton.

Definition 4.3 (Exhaustive control). Let H be a hybrid automaton with input space U and output
space Y , and let Pµ be a set of control programs for a given mode µ ∈ M. Pµ is called exhaustive
iff a reference value r ∈ R between the minimum and the maximum possible values of x can be
reached by at least one control program pµ ∈ Pµ.

Take Example 4.1 again. In case the water level in x2 gets very low, exhaustive control ensures
that a control exists which sets the pump to its full power.

Rectangular Area of Valid Operation

Theorem 4.2 states that for specific hybrid automata and specific control, the area of valid operation
can be described by bound values on state variables. Thus, deciding if a reconfiguration is successful
or not can be done by checking simple constraints.

Theorem 4.2 (Rectangular area of valid operation Xval
µ ). Let H be a bounded-input, bounded-

output stable (Definition 2.7), weakly-interconnected, completely observable, linear hybrid automa-
ton (Definition 2.15), and let for each mode µ ∈ M an exhaustive set of control programs Pµ =
{pµ,1,pµ,2, ...,pµ,nP }, nP ∈ N with |pµ,i| ≤M and M ∈ Rm, i ∈ {1, 2, ..., nP }, i.e., inputs u under-
lie bounded control, be given. Then, the area of valid operation Xval

µ for each mode µ, if existing (so

Xval
µ 6= ∅), is given by an interval [lbµ,ubµ] with lbµ,ubµ ∈ {R ∪ {±∞}}n and lbµ ≤ ubµ.

Note that if a component of lbµ or ubµ is −∞ or +∞, respectively, the hyperrectangle is
defined, for that dimension, not as the closed interval but as the open interval (−∞, ...] or [...,∞),
respectively. For easier notation, in the following, square brackets are used regardless of the value
being finite or infinite. Furthermore, we define Ũ as Ũ :=

⋃
pµ∈Pµ pµ[Y ], i.e., the subset of the input

space reachable by control programs pµ.
The proof for this theorem is constructive, i.e., it shows how lbµ and ubµ need to be chosen.

Proof. Exhaustive control is able to identify an input, if the reference value is between the minimum
and the maximum value of xk. As the system is weakly-interconnected, either

ẋk = akkxk + akjxj +

m∑
l=1

dklul

with a j ∈ {1, ..., n}, j 6= k and akj 6= 0 holds or ẋk = akkxk +
∑m
l=1 dklul. In the following, we

search for a bound value of xj . In the case of ẋk not depending on xj , no constraint in form of a
bound value on xj is posed. Given the ODE for each mode µ and for each xk the maximum value

is calculated by setting all inputs to have the maximum positive impact on xk, so u := umax ∈ Ũ .
Furthermore, xj is replaced by a constant xmin

j ∈ R, which represents the lower limit for xj that
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shall be identified by this proof. This results in the ODE

ẋ′k = akkx
′
k + akjx

min
j +

m∑
l=1

dklu
max
l .

Integration of this ODE leads to

x′k(t) =
ck
akk

eakkt − 1

akk

(
akjx

min
j +

m∑
l=1

dklu
max
l

)
.

Since the system is BIBO stable, akk < 0 holds. Hence, the limit of x′k for t→∞ exists and is given
by

lim
t→∞

x′k(t) = − 1

akk

(
akjx

min
j +

m∑
l=1

dklu
max
l

)
. (4.3)

As H is completely observable, x = h−1
x (y). Thus, reference values r on output variables can be

transformed to reference values on state variables r̃ := h−1
x (r). Hence, the maximum of (4.3) needs

to be greater than or equal to reference value r̃k, such that control can find an optimal u that
modulates r̃, so

xmin
j ≥ 1

akj

(
akkr̃k −

m∑
l=1

dklu
max
l

)
. (4.4)

The right-hand side serves as lbµ,j . Analogously, an upper threshold for xmax
j is found. Hence, if

x ∈ [lbµ,ubµ] in mode µ, a stable control program is able to modulate r.

Multiple constraints (4.4) for one state in one mode might occur. Then, lbµ and ubµ are set to
the strictest value. In case of contradicting constraints, reference r cannot be reached in mode µ. If
no constraint is given for a state variable xj , the bounds are chosen as lbµ,j := −∞, ubµ,j :=∞.
umax might be different for different components of states x. This is reasonable, as different

umax do not need to be taken on at the same time but it is up to control, to manipulate u in order
for all states x to take on reference r.

Example 4.1 (continued). Setting x1(t) := xmin
1 to having the minimum effect on x2 and pump p1

to full power, so u1(t) := umax
1 ,

x′2(t) =
1

cout
2

(
−cst · e−c

out
2 t + dpu

max
1 + cout

1 xmin
1

)
with cst∈R satisfying the initial condition of the ODE follows. Then

lim
t→∞

x′2(t) =
1

cout
2

(
dpu

max
1 + cout

1 xmin
1

)
.

As for this example y = x holds, this limit must be larger than the reference value r2, so xmin
1 ≥

1
cout
1

(r2c
out
2 − dpumax

1 ). Hence, for control being able to work as desired, x1 needs to be larger than

this limit to ensure the water level in the lower tank can reach r2.
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mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙fault event 𝜎inst

mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙𝐻

instantaneous fault𝐻𝜏

(a) Instantaneous fault model.

mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙

mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙

persistent fault

𝐻

𝐻𝜏

(b) Persisent fault model.

𝐻𝜏

mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙𝐻

mode fault

mode 𝜇1 mode 𝜇2
event 𝜎1states 𝒙 states 𝒙

states 𝒙mode 𝜇𝜏
(c) Mode fault model.

Figure 4.4: Fault models.

4.2 Fault Models

Fault models enable a classification of faults, which can be handled by reconfiguration, and describe
the effects of the fault on the hybrid automaton. A reconfiguration algorithm not necessarily requires
explicit fault models (i.e., strong-fault models (SFMs)) but may also operate on models of the non-
faulty behavior, i.e., weak-fault models (WFMs). Nevertheless, to allow for a distinction of different
fault types, in the following, faults models are introduced.

Blanke et al. [2016] defined a fault as any disturbance that leads to the system model, i.e.,
the hybrid automaton H, becoming inconsistent with the observed system behavior (see Definition
2.8). However, not all kinds of faults need to be handled by reconfiguration; minor disturbances in
a system can be handled by fault-tolerant control [Wang et al., 2021a]. The following introduces
instantaneous faults affecting the system once, persistent faults affecting the system over time, and
mode faults leading to a mode other than intended. Furthermore, a definition of faults in the context
of reconfiguration is given.

In this work, the effect of a fault on a hybrid automaton is modeled by a new automaton. In
Figure 4.4, the fault models for a hybrid automaton are illustrated: an instantaneous fault (Figure
4.4a) is modeled by a hybrid automaton containing a set of self-looping events Σinst changing the
state variables x; a persistent fault (Figure 4.4b) is modeled by a hybrid automaton whose discrete
structure (modes, events) is exactly like the original one but whose state behavior functions Fτ
describe the faulty state behavior; a mode fault (Figure 4.4c) is modeled by a hybrid automaton
whose transition function Φτ leads to other modes than those specified by the original automaton.

Definition 4.4 (Fault models). A fault model for a hybrid automaton H is an automaton Hτ that
describes the system behavior in presence of the fault. A fault in a hybrid automaton τ is defined
by an operation transferring automaton H to Hτ .

Instantaneous faults do not change modes nor state behavior functions but change the course of
state variables discretely. This results in a new automaton Hτ .

Definition 4.5 (Instantaneous fault). Given a hybrid automaton H = (M, X, U, Y,F ,G,Σ,Φ), and
a set of autonomous fault events Σinst, an instantaneous fault model is given byHτ := (M, X, U, Y,F ,
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G,Στ ,Φτ ) with Στ := Σ ∪ Σinst, where for each event σinst ∈ Σinst

Φτ (σinst, µ,x0) = (µ,x∗) x0,x∗ ∈ X, ∀µ ∈M,

i.e., an event σinst changes only states x discretely to x∗ and does not change mode µ. The remaining
events in Hτ behave the same as in the original automaton H, so Φτ = Φ ∀σ ∈ Σ.

Example 4.1 (continued). A sudden addition of water to the upper tank is an instantaneous fault.
The transition function Φτ for the fault event σinst is given by Φτ (σinst, µ,x0) = (µ,x0 +(∆x1, 0)T)
where x0 ∈ R2 describes the initial water levels and ∆x1 ∈ R is the amount of water added.

Persistent faults, on the other hand, evolve over time.

Definition 4.6 (Persistent fault). Given a hybrid automaton H = (M, X, U, Y,F ,G,Σ,Φ), a per-
sistent fault model is given by Hτ = (M, X, U, Y,Fτ ,Gτ ,Σ,Φ) where Fτ describes the state behavior
and Gτ describes the output function underlying fault τ .

Additive and multiplicative faults (see Definitions 2.9, 2.10) in hybrid automata can be described
by a persistent fault model.

Example 4.1 (continued). A leak in the upper tank is a persistent fault. State behavior functions
of the persistent fault model are given by fµ,τ := fµ − gleak(x) where gleak : X → X describes the
amount of water leaving the system through the leak. As x1 decreases, consequently, x2 decreases
so much that reference level r2 can no longer be modulated by any program controlling solely u1.

A mode fault arises when after execution of an event σ ∈ Σ, the resulting mode is other than
the mode intended.

Definition 4.7 (Mode fault). Let H = (M, X, U, Y,F ,G,Σ,Φ) be a hybrid automaton and σ0 ∈ Σ
be an event for which Φµ(σ0, µ,x) = µ∗ holds but mode µτ 6= µ∗ was observed after execution of σ.
Then, a mode fault model is given by Hτ = (M, X, U, Y,F ,G,Σ,Φτ ), where Φτ is defined by

Φµ,τ (σ0, µ,x) = µτ

and Φτ = Φ ∀σ ∈ Σ \ {σ0},∀µ ∈M,∀x ∈ X, so the remaining events change the mode fault model
as in the original automaton.

Example 4.1 (continued). Assume the system is in mode µ1 (so v1 is closed), and valve v1 shall
be opened but does not open. So, the result of executing event σ1 is not mode µ2, as expected, but
µ1. The transition function Φτ then is adapted from Φµ(σ1, µ1,x) = µ2 to Φµ,τ (σ1, µ1,x) = µ1.

Reconfiguration is concerned with instantaneous and persistent faults as well as mode faults, as
long as they lead to control becoming invalid.

Definition 4.8 (Fault in context of reconfiguration). Let Hτ be a hybrid automaton after a fault
τ with (µ0,x

0,u0) and Xval
µ0

be the area of valid operation. Then, τ is a fault in context of reconfig-

uration if x0 /∈ Xval
µ0

, so τ led to control becoming invalid.

4.3 Reconfiguration for Hybrid Systems

This section defines reconfiguration for hybrid systems, thus answering RQ1.2. First, the scope of
action for reconfiguration, i.e., the options to adapt the hybrid system, is described (Section 4.3.1).
Then, reconfiguration for hybrid systems is defined formally (Section 4.3.2).
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mode 𝜇0𝑋 𝑋𝜇0val fault 𝜏
𝜇0 𝒓𝜇0𝒙0

mode 𝜇𝑅𝑋 𝑋𝜇𝑅val
𝑅 𝒓𝜇𝑅𝒙𝑅

reconfiguration

Figure 4.5: Extension of Figure 1.2.

In Figure 4.5, reconfiguration is embedded in the context of a hybrid automaton whose continuous
inputs are controlled by a program pµ0

∈ Pµ0
(Definitions 2.6, 2.15). In mode µ0, control program

pµ0
modulates continuous inputs such that outputs y reach reference values rµ0

. As long as states
x are in the area of valid operation Xval

µ0
(Definition 4.1) no reconfiguration is necessary. When a

fault τ occurs, states x leave Xval
µ0

; control becomes invalid. Also, the system no longer behaves as
described by the original automaton H, but follows the dynamics of automaton Hτ , incorporating
fault models. Reconfiguration then adapts the system to a configuration (µR,x

R) that ensures valid
operation of a control program pµR ∈ PµR , so xR ∈ Xval

µR holds.
The following is an extension of Example 4.1 containing more options for reconfiguration.

Example 4.2. The system in Figure 4.6 contains one tank which, in the non-faulty case, has two
inflows: one controlled by a binary valve v1 and one controlled by a pump p1. The outflow of the
tank is controlled by a linear valve vl. A second tank, located above the other, serves as redundant
hardware and is not used in the non-faulty case. It is connected via the binary valve v2 to the lower
tank. The system is described by an automaton containing four modes, one for each combination
of opening statuses of v1 and v2. States x1 and x2 describe the levels in the tank, and continuous
inputs u1 and u2 describe the valve vl or the pump p1, respectively. Events σ1, σ3 open v1, v2, events
σ2, σ4 close v1, v2, so Σint = {σ1, σ2, σ3, σ4}. Autonomous events do not exist, so Σauto = ∅.

4.3.1 Scope of Action for Reconfiguration

The scope of action for reconfiguration is given by redundancies in the system. In a hybrid automa-
ton, redundancies are modeled as additional modes and intentional events switching between these
modes. Take Example 4.2. The upper tank is connected via v2 to the lower tank and therefore
provides an inflow that is redundant to the inflows via v1 and p1. In the hybrid automaton, this is
described by additional modes and intentional events opening and closing v2.

Furthermore, this work integrates reconfiguration by masking one or more continuous inputs ui,
i ∈ {1, ..., p}: When masking an input ui, it is set to a binary value vd ∈ {0, 1} and control for ui
is overwritten. By defining inputs that may be masked, consequently, the areas of valid operation
Xval
µ ∀µ ∈ M get smaller, i.e., the system is less controllable. Hence, the choice of inputs that

may be masked must ensure Xval
µ to remain sufficiently large. Formally, the masking of inputs is an

adaptation of the original hybrid automaton: Modes are extended to M× {0, 1}nmask

where nmask

is the number of inputs that may be masked. The input space U is reduced to U∗ ⊆ U where U∗
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Figure 4.6: Two-tank system with two binary valves, one linear valve, and one pump.

contains only those dimensions that are not masked. Intentional events Σint are extended by Σmask,
so Σint := Σint ∪Σmask, where Σmask contains 2 · nmask events describing the masking of continuous
inputs, i.e., setting them to 0 or 1. These changes also affect state behavior functions F and output
functions G.

Note that this formalism models the masking of multiple inputs as multiple events. Hence, the
number of events executed corresponds to the sum of the number of intentional events executed, e.g.,
opening a binary valve, and the number of continuous inputs masked. This allows for determining
minimal reconfigurations, i.e., reconfigurations minimizing the intervention into the system. Fur-
thermore, it is assumed that the order in which the inputs are masked does not matter, e.g., there is
no difference if a pump is closed first and a valve is opened afterwards or vice versa. This assumption
is reasonable, as these events happen instantaneously and do not take time (see Definition 2.16).
This results in the set of intentional events to get from one mode µ1 to another µ2 being unique,
so the execution of different intentional events leads to different modes. As events Σint define the
scope of action of reconfiguration, in the following, they are also called reconfiguration operations.

Example 4.2 (continued). Asides from opening and closing valve v1, represented by events Σint,
input u2 describing the status of pump p1 may be masked. So, for example, in case of valve vl being
stuck in an opened position, p1 can be set to full power; in case of v2 being stuck in an opened
position, p1 can be shut down. Control then operates solely on the unmasked inputs, i.e., the input
of the linear valve vl.

4.3.2 Formal Definition of Reconfiguration

Using the definitions from above, reconfiguration for hybrid systems can be defined.

Definition 4.9 (Reconfiguration of hybrid automata). LetHτ be a hybrid automaton (incorporating
fault models and events Σmask for masking inputs) with initial mode µ0, initial states x0, and
initial inputs u0 at time t0 ∈ R≥0, and let Xval = {Xval

µ0
, ..., Xval

µ|M|
} be the set of areas of valid

operation for H with x0 /∈ Xval
µ0

. Then, reconfiguration is defined by a finite set of intentional events

REC = {σ1, σ2, ..., σnREC}, nREC ∈ N, σi ∈ Σint, i ∈ {1, 2, ..., nREC} that change the mode of the
hybrid automaton to a new mode µR such that after execution of all events in REC a program
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pµR ∈ PµR exists that maintains desired system operation after reconfiguration time ∆t ∈ R≥0, so

(µ0,x
0)
{σ1,σ2,...,σnREC}−−−−−−−−−−−→d (µR,x

R)
∆t,u0

−−−−→c (µR,x
Rt)

leads to xRt ∈ Xval
µR .

The tuple (H,Xval, (µ0,x
0,u0)) with x0 /∈ Xval

µ0
is called hybrid reconfiguration problem. The

hybrid reconfiguration problem for partially observable systems, i.e., x0 is not known but y0 is, is
given by (H,Xval, (µ0,y

0,u0)).

This definition requires control of continuous inputs u0 to be constant during reconfiguration
time ∆t, which is reasonable as the system is out of its area of valid operation.

Definition 4.9 targets a universal formalization of the reconfiguration problem for hybrid systems.
Algorithms tackling these problems do not necessarily need an explicit model of the automaton H,
as Definition 4.9 requires, but may also operate on abstractions or approximations. In the following
chapters, AutoConf operating on an abstraction in propositional logic and BFReconf operating on
gradient information about the state behavior functions are presented.

Example 4.2 (continued). In case of the lower tank leaking, reconfiguration opens the valve v2
leading to an extra inflow in the lower tank, so x2 rises again. After reconfiguration time ∆t, the
levels allow for a control program modulating u1 such that x2 takes on reference value r2.

Important properties of reconfiguration are minimality and minimal-cardinality. As each inter-
vention into the system might affect stability, reconfiguration should contain as few events as possible
[Steffen, 2005].

Definition 4.10 (Minimality). A reconfiguration REC = {σ1, σ2, ..., σnREC} is minimal if no REC′

exists such that REC′ ⊂ REC and REC′ is a reconfiguration according to Definition 4.9.

Example 4.2 (continued). Opening valve v1 and masking input of pump p1 is a valid reconfiguration
for a leak in the lower tank. However, as opening valve v1 is already a valid reconfiguration, this
reconfiguration is not minimal.

In MBD, the minimal diagnosis hypothesis is satisfied, if for every diagnosis ω every superset
ω′ ⊇ ω is also a diagnosis [Feldman et al., 2010]. As MBD is also concerned with finding a minimal
solution, this property is of relevance for many diagnosis algorithms [Metodi et al., 2014, Feldman
et al., 2010]. For reconfiguration, however, a corresponding representation of such a hypothesis is
hardly satisfiable. Since each event changes the system behavior, adding more events may lead to
an invalid configuration. Hence, a reconfiguration algorithm must not rely on such a property.

Definition 4.11 (Cardinality). The cardinality of a reconfiguration REC is defined by |REC|, i.e.,
the number of events the set contains.

Example 4.2 (continued). The cardinality of opening valve v1 and masking pump p1 is 2.

Even though multiple reconfigurations for one problem might exist, some solutions might require
the execution of more reconfiguration operations than others. The cardinality allows for comparing
multiple solutions. Often, a solution of minimal cardinality is sought.

Definition 4.12 (Minimal cardinality). A reconfiguration REC is of minimal cardinality iff no
reconfiguration REC′ exists such that |REC′| < |REC|.

Example 4.2 (continued). The reconfiguration by opening valve v1 is of minimal cardinality (car-
dinality 1), as no smaller reconfiguration exists.



Chapter 5

Logic-based Algorithm

Chapter Outline In this chapter, first, the use of propositional logic for solving reconfig-
uration problems is motivated (Section 5.1). Then, the logic-based algorithm AutoConf,
which operates on dependency graphs (DGs), is presented (Section 5.2). This algorithm
answers RQ2 and RQ3 by presenting an intuitive and easily understandable formalism for
solving reconfiguration problems of hybrid systems.

Logical calculi are powerful tools for problem solving [Forbus and De Kleer, 1993]. They allow
for human-understandable and intuitive modeling [Tenenbaum et al., 2007, Feldman et al., 2009],
automated reasoning [Davis and Hamscher, 1988, Travé-Massuyès et al., 2003], and the application
of efficient solvers [De Moura and Bjørner, 2008, Biere, 2018]. Various search strategies for SAT
checking in different logical calculi have been researched for many years [Bonet et al., 2006, Biere et
al., 2009], so SAT solvers often can handle the problem of combinatorial explosion [Perlovsky, 1998].
Furthermore, models in logic are very adaptive as constraints can easily be added or removed. Take,
for example, an arbitrary tank system with an existing model in propositional logic. Now let the
system be connected to a new tank via a pipe and a valve. Quantitative models such as ODEs, in
general, would require an expensive adaptation to describe the new system. In logic, the existing
model can be extended by new, qualitative constraints, e.g., ‘Opening the valve to the new tank
leads to a water flow into the existing system.’

To build upon these advantages, in this chapter, reconfiguration for hybrid systems (see Defini-
tion 4.9) is encoded as a satisfiability problem in propositional logic. The basic idea is illustrated
in Figure 5.1. From the dynamic problem description, i.e., a hybrid reconfiguration problem that
is based on hybrid automata, a static problem representation in logic is created. To achieve a logi-
cal representation that exactly represents the reconfiguration problem and always returns a correct

Definition 4.9

hybrid reconfiguration

problem

dynamic description static description

problem representation

in logic

abstraction of problem

substitute reconfiguration

Figure 5.1: Basic idea of encoding reconfiguration in logic. Boxes represent instances, bold font
distinguishes dynamic and static descriptions, arrows carry the information they are labeled with.
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solution, a powerful logical calculus, incorporating dynamic behavior, would be required. However,
the creation of such a representation is expensive and requires a large amount of expert knowledge
[Stern and Juba, 2019]. The presented approach is based on creating a static problem that substi-
tutes the original problem and models those properties that are the most relevant to reconfiguration.
This substitute problem is expected to often return a correct solution. However, the solution needs
to be evaluated on the dynamic system using a simulation, or a similar method, to check if it also
solves the original hybrid reconfiguration problem. The solution to this substitute problem is called
substitute reconfiguration in the following.

The usage of a static formalism comes with the advantage of an easily understandable and
intuitive problem model [Feldman et al., 2020]. Furthermore, a static approach imitates the behavior
of a human operator, who would also estimate once how the system will behave.

The main challenge of logic-based reconfiguration lies in the creation of the logical formula. It
should (i) incorporate the effects of executing events on the observable system variables, and (ii)
allow for reasoning about appropriate reconfiguration operations. Both requirements should be
satisfied with respect to RQ2, meaning in this case that the logical formula should be creatable from
available system information.

Requirement (i) is achieved using DGs, i.e., graphs modeling causal dependencies between differ-
ent variables [Helmert, 2004]. Due to many sophisticated research attempts to learn causality from
data with a minimum need for expert knowledge [Guo et al., 2020, Zhang et al., 2018b], the avail-
ability of DGs is higher than that of an explicit hybrid automaton. In this approach, dependencies
of the form ‘execution of event has a causal effect on observable variable’ are used.

To achieve (ii), the information from the DGs is integrated into logical constraints such as

observable variable is too low or too high⇒ execute event σ1 or σ2. (5.1)

These constraints exclude configurations which are not expected to recover valid system behavior,
e.g., a constraint ‘water level too low ⇒ open one of the inflowing valves’ ensures that reconfiguration
searches for a configuration that opens at least one inflowing valve.

Implications such as (5.1) call for deductive reasoning, i.e., logical reasoning following the direction
of the implication by deriving true statements from a set of given propositions. As the left side of the
implication, the premise, is known, the right side, the conclusion, can be deduced. In Section 5.1.1,
the origin of logic for reconfiguration and the suitability of deductive reasoning for reconfiguration
are derived. Then, the algorithm AutoConf is described in detail (Section 5.2).

The following example serves as a running example throughout the chapter. As it is highly
redundant, it offers multiple reconfiguration operations.

Example 5.1. The system in Figure 5.2 consists of two tanks, T1,T2, two heating elements, H1,H2,
two cooling elements, C1,C2, and two connecting pumps, p12, p21. It is an adaptation of a system
used for FTC and reconfiguration by Blanke et al. [2016]. Every tank has an inflow with either hot
(363.15 K via v01) or cold (283.15 K via v02) water and an outflow controlled by valves v02 and v20.
State variables are given by water levels, l1, l2, and temperatures, θ1, θ2, which are measured in each
tank. Valves, pumps, cooling, and heating elements underlie intentional events that switch them to
open/closed or on/off, respectively. Hence, the hybrid automaton contains 210 modes.

5.1 Reconfiguration in Logical Calculi

In this section, first, the use of logic for reconfiguration is motivated (Section 5.1.1). In 1991, Crow
and Rushby [1991] defined reconfiguration in logic as a derivation of model-based diagnosis (MBD).
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v01 v02

T1 T2

H1 H2 C1 C2

p21

p12

v10 v20

Figure 5.2: Two-tank system with four binary valves, two pumps, two heating elements, and two
cooling elements.

But as this definition is not concerned with hybrid systems, an extension of this definition is given
in Section 5.1.2.

5.1.1 Origin of Logic for Reconfiguration

Reconfiguration is similar to MBD [Crow and Rushby, 1991], which targets the identification of faulty
components, given an observation of faulty system behavior. The basic idea of MBD goes back to
Reiters ‘A Theory of Diagnosis from First Principles’ [1987] and de Kleers ‘Diagnosing Multiple
Faults’ [1987]. Given a description of the system behavior in the non-faulty case and an observation
of faulty system behavior, diagnosis searches for a minimal set of components explaining this faulty
behavior. A system description is given by a set of first principles, i.e., basic logical statements on the
non-faulty system behavior. Already Aristotle defined first principles as “the first basis from which a
thing is known” [Aristotle, 4th century BC, Irwin, 1989], i.e., a foundation of knowledge that allows
for deriving answers to new questions. Whereas Aristotle focused on the induction of such principles,
i.e., the search for rules of the form ‘cause ⇒ effects’ from observations, model-based diagnosis is
concerned with abduction. Abduction searches for an explanation of observed effects, given a set of
rules. For this purpose, the direction of implication is inverted and a set of causes explaining the
observed behavior is identified [Reichertz, 2004, Flach and Kakas, 2000]. In context of diagnosis,
these rules are of the form ‘status of components (non-faulty/faulty) ⇒ expected observations’. So,
given observations, i.e., the right-hand side of these implications, a diagnosis algorithm inverts the
direction of the implication to draw conclusions about the status of the components [Peng and
Reggia, 2012]. In case the system description contains only implications on the non-faulty behavior
of components, the diagnostic system is called a weak-fault model (WFM); in case it contains also
implications on faulty component behavior, it is called a strong-fault model (SFM) [Feldman et al.,
2010].

Definition 5.1 (Diagnostic system, diagnosis [Feldman et al., 2010]). Given a set of variables V , a
diagnostic system DS is a tuple (SD,COMPS,OBS), where system description SD is a propositional
formula over V , COMPS ⊆ V is a set of components, and OBS ⊆ V is a set of observable variables
with COMPS ∩ OBS = ∅ holds. Given an observation γ, i.e., a valuation of observable variables
(Definition 2.27), a diagnosis is a valuation of components satisfying the conjunction of the system
description and the observation. Formally, let γ be a valuation of observable variables OBS, and
JOBSKγ be the conjunction of variables in OBS assigned with the truth values of γ. Then, a diagnosis
is a valuation ω : COMPS→ {>,⊥} such that SD ∧ JOBSKγ ∧ JCOMPSKω 6|= ⊥.
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Example 5.1 (continued). Consider only tank T1 and heating elements H1 and H2. A diagnostic
system for this subsystem is the following: The set of components is formed by the heating elements.
Analogously to Feldman et al. [2010], component variables indicate if a component is healthy or
faulty (other authors use predicates such as ok(·) or ab(·) for ok or abnormal health statuses). So,
the set of components is given by COMPS = {hH1

, hH2
} with hH1

, hH2
∈ {>,⊥} indicating if the

heating elements are healthy or not. The temperature in the tank is observable. It is assumed that
threshold values indicate normal or abnormal temperatures, so OBS = {hθ1} with hθ1 ∈ {>,⊥}.
In the case of both heating elements being healthy, the temperature in the tank is expected to be
normal, so SD1 = (hH1

∧ hH2
⇒ hθ1).

Now let the temperature in T1 be observed to be abnormal, so γ(hθ1) = ⊥. Diagnosis targets
an explanation for this faulty behavior. This explanation is achieved by identifying a satisfying
valuation ω to the components such that SD1 ∧ JOBSKγ ∧ JCOMPSKω 6|= ⊥. This is achieved by
ω(hH1) = ⊥ and/or ω(hH2) = ⊥, i.e., at least one of the heating elements behaving faulty.

Crow and Rushby [1991] outlined the similarity of diagnosis and reconfiguration and extended
the system description SD to include requirements for how the system should behave after recon-
figuration. For this purpose, the set of variables V is extended by reconfiguration variables RCFG
indicating if a component needs to be reconfigured. Similar to diagnosis, COMPS ∩ RCFG = ∅ is
assumed, so the set of variables indicating if a component is faulty or not is disjoint from the set of
variables indicating if a component is reconfigured or not. Then, given a propositional formula SD
over variables COMPS and RCFG, and a diagnosis ω, reconfiguration is defined as a valuation ζ of
reconfiguration variables RCFG satisfying the system description and the diagnosis. Formally, this
is expressed by SD ∧ JCOMPSKω ∧ JRCFGKζ 6|= ⊥. Here, the system description SD slightly differs
from the system description used for diagnosis. However, the formulation from Crow and Rushby
[1991] still asks for abductive reasoning, as the constraints on reconfiguration variables RCFG in
SD are of the form ‘reconfiguration operation ⇒ effect ’. Hence, to identify a reconfiguration, the
direction of implication, again, needs to be inverted.

Example 5.1 (continued). Let diagnosis ω(hH1
) = ⊥, ω(hH2

) = > be given, so H1 was identified
as the root cause. Furthermore, let a spare heating element be given, which can either replace H1 or
H2, so RCFG = {rH1 , rH2} with rH1 , rH2 ∈ {>,⊥} indicating if the corresponding heating element
was reconfigured. Then, the system description

SD2 = ((hH1 ∨ rH1) ∧ (hH2 ∨ rH2)⇒ hθ1) (5.2a)

∧ ((rH1 ∧ rH2)⇒ ⊥) (5.2b)

∧ (> ⇒ hθ1) (5.2c)

states that (right-hand side of (5.2a)) in case a heating element is healthy or reconfigured (= ex-
changed by spare element), the system temperature is expected to be normal, (5.2b) only one heating
element can be reconfigured as only one spare element exists, and (5.2c) the system temperature shall
be non-faulty, i.e., reconfiguration shall find a valuation such that hθ1 is true. Note that hθ1 here is
no longer an observation but a variable that shall be set true. Given SD2, the SAT solver is enabled
to identify a valuation ζ of the reconfiguration variables such that SD2∧JCOMPSKω∧JRCFGKζ 6|= ⊥.
Here, the only existing solution is ζ(rH1

) = >, ζ(rH2
) = ⊥, so H1 is exchanged by the spare element.

Like Definition 5.1, SD2 asks for abductive reasoning: the component variables take over the role
of the observations, the reconfiguration variables take over the role of the component variables. Then,
a diagnosis algorithm can be applied to identify a subset of components that need to be reconfigured
to restore desired system behavior. However, this definition of reconfiguration has a weak point,
as usually, not a unique diagnosis ω but a set of hypothetical candidates is known [Feldman et al.,
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2010, Metodi et al., 2014]. But reconfiguration does not necessarily require information about the
root cause of a fault as it can also operate on symptoms, i.e., deviations in the states caused by the
fault (see Definition 2.8). Hence, the following definition foregoes information about the root cause.

Definition 5.2 (Reconfiguration system, reconfiguration in logic). Given a set of variables V , a
reconfiguration system RS is a tuple (SD,OBS,RCFG), where SD is a propositional formula over
V , OBS ⊆ V is a set of observable variables, and RCFG ⊆ V with RCFG ∩ OBS = ∅ is a set of
variables indicating if a component needs to be reconfigured. Given a reconfiguration system RS
and an observation γ : OBS→ {>,⊥}, reconfiguration is a valuation of the reconfiguration variables
such that the system description, given the observation, is satisfied. Formally, reconfiguration is
defined by a valuation ζ : RCFG→ {>,⊥} such that SD ∧ JOBSKγ ∧ JRCFGKζ 6|= ⊥.

Example 5.1 (continued). Assume that the root cause of the fault is not known, but the temper-
ature is observed to be abnormal, so OBS = {hθ1} and γ(hθ1) = ⊥. As no diagnosis is given, the
system description from above [(5.2a), (5.2b)] can no longer be used. The system description

SD3 = (¬hθ1 ⇒ (rH1 ∨ rH2))

∧ (> ⇒ ¬(rH1 ∧ rH2))

contains instructions on how to reconfigure the system in case the system temperature is not as
intended: one of the heating elements shall be reconfigured.

SD3 differs significantly from SD1 and SD2. Whereas SD1 and SD2 comprise implications of the
form ‘unknown variables ⇒ known variables’, SD3 inverts this form to ‘known variables ⇒ unknown
variables’. This formulation motivates deductive reasoning. It follows the natural direction of
reasoning, drawing knowledge about unknown situations from known propositions [Flach and Kakas,
2000]. Even though both ways of reasoning can be performed by a SAT solver, this is a fundamental
difference between the definitions of reconfiguration and diagnosis.

Whereas abductive reasoning is often used in diagnosis, deductive reasoning is well suited for
reconfiguration. In general, abductive reasoning is directed backward as it inverts the direction of
implication whereas deductive reasoning is directed forwards, following the direction of implication.
Hence, abductive reasoning is well suited for explaining observations; deductive reasoning, on the
other hand, is well suited for predicting future behavior [Shanahan, 1989]. As reconfiguration targets
a modulation of the system at some future point of time, it can be interpreted as an application
for forward reasoning. Furthermore, reconfiguration incorporates reasoning from observed, faulty
behavior to required reconfiguration operations, which, traditionally, is a deductive step of the
form ‘observed faulty behavior ⇒ reconfiguration operations’. Crow and Rushby [1991] integrate
this deductive step implicitly in their abductive formulation, as they consider only one way of
reconfiguring a faulty component, i.e., their formalism implicitly contains ‘component faulty ⇒
component needs to be reconfigured ’. For hybrid systems, this deductive step, in general, is more
complex for the following reasons: (i) faults can affect system variables differently, e.g., a water level
can be faulty by being too low or too high, (ii) reconfiguration operations are not only given by
repairing faulty components but also by operations affecting the faulty component such as opening
a valve when the water level in a tank is too low, and (iii) the interrelation between faults and
reconfiguration operations needs to be considered during reconfiguration, e.g., a low water level
requires only reconfiguration operations increasing the water level, while also operations decreasing it
might be available. The presented approach models these dependencies deductively using constraints
of the form ‘observation ⇒ execute the following reconfiguration operations’.
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5.1.2 Reconfiguration of Hybrid Systems in Logic

Definition 5.2 is a general definition of reconfiguration in logic, applicable to arbitrary systems and
not specifying the logical calculus used. In the following, a formalization of reconfiguration for hybrid
systems in propositional logic is targeted. For this purpose, the qualitative output of a SAT solver,
i.e., a valuation of variables, needs into be transformed to a set of reconfiguration operations. This
is achieved by a transformation of a binary valuation to a set of events. After that, the definition of
reconfiguration of hybrid systems in logic is given.

Transformation of a Binary Valuation to a Set of Reconfiguration Events

The output of a SAT solver for propositional logic is a binary valuation of a set of variables. However,
the solution to a hybrid reconfiguration problem is a set of intentional events (including events
masking inputs). In order to interpret a binary valuation as a reconfiguration, it needs to be
transformed to an event set. Hence, a set of binary variables BΣint representing, if an event shall be
executed, is created. A binary variable bσ ∈ BΣint is true iff event σ ∈ Σint shall be executed. The
SAT solver identifies a valuation ζ of these variables, which is transformed to an event set by

RECζ :=
{
σ ∈ Σint | > ⇒ ζ(bσ)

}
,

such that RECζ contains exactly those events that shall be executed.

Example 5.2. Let Σint = {σ1, σ2, σ3} and BΣint = {bσ1
, bσ2

, bσ3
}. Further, let ζ be a valuation

with ζ(bσ1
) = >, ζ(bσ2

) = ⊥, ζ(bσ3
) = >. Then, RECζ = {σ1, σ3} is an event set induced by ζ.

Definition of Reconfiguration for Hybrid Systems in Logic

In order for a propositional formula to represent the reconfiguration problem properly, the resulting
event set shall be a reconfiguration to the hybrid automaton, i.e., it shall transfer the system to a
configuration in the area of valid operation. Using the formalism introduced above, reconfiguration
of hybrid systems now can be defined as a SAT problem.

Definition 5.3 (Reconfiguration of a hybrid system in logic). Let (H,Xval, (µ0,y
0,u0)) be a hy-

brid reconfiguration problem for partially observable systems. Then, a reconfiguration system in
propositional logic RS = (SD,OBS,RCFG) with an observation γ : OBS → {>,⊥} represents the
hybrid reconfiguration problem, iff for all valuations ζ of reconfiguration variables RCFG that satisfy
SD ∧ JOBSKγ , the resulting event set RECζ transfers the system to the area of valid operation, so
RECζ is a reconfiguration for H according to Definition 4.9.

It is obvious that the modeling formalisms in Definition 5.3, propositional logic and a hybrid
automaton, are not equally expressive: whereas an expression using hybrid automata enables the
modeling of dynamics, propositional logic is static. Hence, the representation in logic might not
always be conservative, i.e., it might not model the original problem to its fullest extent, as it might
not capture all possible dynamic courses of the system. However, the creation of hybrid automata
requires explicit knowledge about the system, which might not always be available [Stern and Juba,
2019]. Consequently, an easier (in terms of the creation of a problem representation and in terms of
solving the problem) representation of the problem, a substitute problem, is created.

Definition 5.4 (Substitute reconfiguration). Let RS = (SD,OBS,RCFG) be a reconfiguration
system. Then, a substitute reconfiguration is a valuation ζ of reconfiguration variables RCFG, such
that SD ∧ JOBSKγ ∧ JRCFGKζ is satisfied.
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Figure 5.3: Steps of solution algorithm AutoConf. Boxes represent instances such as the hybrid
automaton, control, or (steps of) the algorithm; arrows carry the information they are labeled with.

Intuitively, SD should represent the hybrid automaton as good as possible. However, to check
if the substitute reconfiguration is also a solution to the original hybrid reconfiguration problem, a
simulation or a similar evaluation of the hybrid system is needed.

5.2 The Solution Algorithm AutoConf

In this section, the solution algorithm AutoConf, modeling the reconfiguration problem as a SAT
problem in propositional logic, is presented. As the algorithm operates on outputs y instead of states
x, it is applicable to partially observable hybrid systems. It returns a valuation of reconfiguration
variables that is transformed to an event set recovering a valid configuration. In the following,
first, the area of valid outputs Y val, i.e., the area that shall be reached again by reconfiguration, is
introduced (Section 5.2.1). Then, the algorithm itself is presented; the individual steps of AutoConf
are shown in Figure 5.3. First, reconfiguration system RS and valuation γ of observable variables
OBS are created from the output space Y , the set of intentional events Σint, the transition function
Φ, the dependency graphs G+ and G−, the initial mode µ0, the initial outputs y0, and the area of
valid outputs Y val (Section 5.2.2). DGs describe the dependencies of the hybrid system and enable
reasoning about suitable reconfiguration operations. Thus, the hybrid automaton does not need
to be known explicitly but a qualitative description of its dependencies suffices. Reconfiguration
system RS and valuation γ are used in the second step, the solving (Section 5.2.3). It is based
on SAT checking and identifies a valuation to the reconfiguration variables in RS. This valuation
induces a set of reconfiguration events that aims to recover a valid configuration.

The requirements of AutoConf can be satisfied for many practical applications (see (M1)):
Clearly, for reconfiguration, the space of observable variables Y val and the set of intentional events
Σint defining the scope of action for reconfiguration need to be known. Transition function Φ is used
to derive, if the execution of an event changes the initial mode µ0. For example, the event ‘open
valve v1’ only changes the mode if v1 is not already open. For practical applications assuming Φ
to be known means that the statuses of actuators such as valves or pumps and the effects of the
intentional events are known. Then, the current mode, e.g., valve v1 is closed, can be combined with
event ‘open valve v1’. Dependency graphs G+ and G− can be drawn from system descriptions [IEC,
2017] or intuitively created from experts. The initial outputs y0 are measurements from sensors.
The area of valid outputs Y val describes the desired operating area of the system and often can be
derived from process specifications or similar [IEC, 2017, Vännman and Albing, 2007].
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5.2.1 Area of Valid Outputs

As AutoConf works on partially observable systems, no information about states x, but only about
outputs y is required. Hence, instead of the areas of valid operation Xval being defined on states x
(Definition 4.1), AutoConf operates on areas of valid outputs Y val, defined on outputs y. However,
the question arises how x ∈ Xval

µ can be reached without knowing x. To answer this question, a
class of hybrid automata for which the area of valid operation can be inferred from the outputs is
defined.

Definition 5.5 (Area of valid operation definable by output values, area of valid outputs). Given
a hybrid automaton H (Definition 2.15), the area of valid operation Xval = {Xval

µ0
, ..., Xval

µ|M|
} (Defi-

nition 4.1) is definable by output values y, iff

∀µ ∈M,∀t ≥ 0 ∃Y val
µ ⊆ Y : y(t) ∈ Y val

µ ⇔ x(t) ∈ Xval
µ

where x,y are solutions to

ẋ(t) = fµ(x(t),u(t), t),

y(t) = gµ(x(t),u(t), t).

Y val
µ is called the area of valid outputs for mode µ. Over all modes, the area of valid outputs for H

is given by the set Y val = {Y val
µ0
, ..., Y val

µ|M|
}.

The area of valid outputs can either be identified by an analysis of the state behavior functions
of the hybrid automaton or be extracted from process specifications, indicating which output values
indicate valid system behavior [IEC, 2017, Vännman and Albing, 2007]. In practice, this definition
ensures that complete observability of states x is no longer required; since x ∈ Xval

µ can be ensured

if y ∈ Y val
µ holds, information about x is no longer needed. Oftentimes, the area of valid outputs,

and thus the area of valid operation, is assumed to be independent of mode µ. This is reasonable for
many practical applications, as this area is often defined by experts [IEC, 2017], so the effort to define
it must be kept at a reasonable level. Hence, in the following, Y val denotes the mode-independent
area of valid outputs for automaton H.

However, the area of valid outputs must be rectangular so that an invalid configuration can be
traced back to individual components of the output vector. This way, for exactly those components
reconfiguration operations can be searched. In practical applications, this area is often described by
one-dimensional intervals on each output variable [IEC, 2017, Vännman and Albing, 2007]. Formally,
such a one-dimensional interval constraint on each variable corresponds to a rectangular constraint
area in the p-dimensional hyperspace of all p output variables.

Definition 5.6 (Rectangular area of valid outputs). The area of valid outputs Y val ⊆ Rp, p ∈ N
is rectangular, iff it can be described by a p-dimensional hyperrectangle, so Y val = [lb1,ub1] ×
[lb2,ub2]× ...× [lbp,ubp] with lb,ub ∈ Rp.

In case Y val is rectangular, invalid configurations can be traced back to single components of y
being below lb or above ub.

5.2.2 Creation of Reconfiguration System and Valuation of Observables

When using logic for reconfiguring hybrid systems, a logical representation of the problem is needed.
Hence, the reconfiguration system RS = (SD,OBS,RCFG) needs to incorporate all information
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relevant for reconfiguration. This comprises the current configuration and the available reconfigu-
ration operations, including their effect on the system (see (M1)). Furthermore, no specific system
information must be included to ensure a generic formalism (see (M4)). In the following, first,
the variable sets OBS and RCFG are defined and a valuation of observable variables OBS, based
on continuous outputs y, is introduced. Then, the system description SD is created. Finally, the
algorithm AutoConf CreateRS, which summarizes these steps, is presented.

Definition of Variables

Given a hybrid automaton H incorporating reconfiguration operations in its intentional events
Σint, the set of reconfiguration variables RCFG is given by a set of binary variables RCFG :=
{bσ1

, ..., bσ|Σint|
}. A variable bσ ∈ RCFG represents whether event σ ∈ Σint is executed or not.

An output yi, i ∈ {1, ..., p} is below lbi, above ubi, or within [lbi,ubi]. To integrate these options
into RS, two binary variables per output variable are created: lowi is true iff yi is below lbi; highi is
true iff yi is above ubi. Hence, OBS := {low1,high1, ..., lowp,highp}.

Valuation of Observable Variables OBS

To model the current system status, an observation γ : OBS → {>,⊥} needs to incorporate initial
outputs y0 of the hybrid automaton. However, outputs y0, in general, are numeric values, e.g., mea-
sured temperatures. A logical representation of these numeric values is achieved by a discretization.
Hence, a valuation γ of observable variables OBS is defined as

γ(lowi) =

{
> if y0

i < lbi,

⊥ else
∀i ∈ {1, ..., p} (5.3)

and

γ(highi) =

{
> if y0

i > ubi,

⊥ else
∀i ∈ {1, ..., p}. (5.4)

JOBSKy0 denotes the propositional formula where exactly the variables lowi for those outputs that
are below lbi, and highi for those outputs that are above ubi are true (see also Definition 2.27). In
the following, γ is also called induced by output vector y0.

Example 5.1 (continued). The lower bound for the temperature in T1 is 293.15 K. In case, the
measured temperature in T1, y0

1 , is 290 K, low1 is valuated true and high1 is valuated false.

Creation of System Description

The logical representation SD needs to incorporate the causal effects that the execution of an event
has on the output variables. As the execution of events is modeled by binary variables RCFG, DGs
describing the dependencies between these variables and the output variables are used.

Definition 5.7 (Causal effect). A variable v1 has a causal effect on v2 if a change of variable v1

leads to a (physically verifiable) change of variable v2 [Pearl, 2009, Lizier and Prokopenko, 2010].
v1 and v2 are then also called to be causally dependent. In the following, v1 −→ v2 denotes that v1

has a causal effect on v2.

Note that, in this definition, variables v1 and v2 are not necessarily binary. Hence −→ does not
denote a logical implication but the existence of a causal dependency.
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hybrid system
increasing causal dependencies

decreasing causal dependencies

effect of events on output variables

effect of events on output variables

Figure 5.4: Creation of dependency graphs from hybrid system. Boxes are instances, arrows carry
the information they are labeled with.

For reconfiguration, dependency graphs (DGs) G+ = (V,E+) and G− = (V,E−) describing
causal dependencies are used. The edges in E+ and E− indicate whether changing a binary variable
bσ ∈ BΣint from ⊥ to >, so executing reconfiguration operation σ, leads to an increase or decrease
of an output yi, i ∈ {1, ..., p} within reconfiguration time ∆t. Figure 5.4 shows the relation between
the hybrid system and DGs. The DGs model the effect of executing an event on the observable
variables, e.g., an edge ‘open valve −→ water level ’ in the graph G+ indicates that the event of
opening the valve leads to an increase of the water level. The graphs contain nodes with names
y1, ..., yp; an edge (bσ, yi) indicates that event σ leads to an increase of output yi. Thus, the set of
nodes V is created from BΣint ∪ {y1, ..., yp}. The edges of G+ are defined as

E+ :=
{

(bσ, yi) | σ ∈ Σint, i ∈ {1, ..., p}, and bσ leads to an increase of yi
}
.

E− is defined analogously for events that have a decreasing effect on output variables. These DGs can
be created automatically from a topology description, e.g., a piping and instrumentation diagram,
associated with expert knowledge, self-descriptions of system components and their interconnections
[Hildebrandt et al., 2017, Pethig et al., 2017, Ladiges et al., 2018], or using learning techniques on
historic system data, also associated with expert knowledge [Guo et al., 2020]. Currently, the DGs
depend on initial mode µ0. Often, this restriction can be relaxed and generic DGs, which are
independent of the modes, can be created: Take Example 5.1 again. Opening valve v01 always
increases water level l1, independently of a cooling element being turned off or on. Hence, in the
following, DGs are assumed to not change with mode µ. However, in case the DGs depend on mode
µ, this dependency can be intuitively integrated into the system description.

Moreover, DGs are assumed to be independent of states x. However, for some systems, this
assumption might not hold. Take for example two tanks that are connected via a valve. Then, the
direction of the water flow depends on the water levels in the tanks. But as propositional logic is
very adaptive and intuitive, such dependency can be added manually to the system description SD.
In Chapter 8, we will see an example of this being done.

Example 5.1 (continued). The hybrid automaton for the system contains 20 intentional events, one
for opening/activating and one for closing/deactivating each valve/pump/heating element/cooling
element. For each event σ ∈ Σint, a binary variable bσ ∈ BΣint indicating if the event is executed
is created. For readability, the binary variable bv01 denotes opening v01; the binary variable b¬v01
denotes closing v01. Figure 5.5 shows the DGs. For example, when v01 is opened, represented by
bv01 , l1 increases. Here, the events of closing or deactivating actuators do not affect the outputs.
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bp21 bp12

bv01 l1 l2 bv02
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bH2

(a) Increasing dependencies.

bp12 bp21

bv10 l1 l2 bv20

bp21 θ1 θ2 bv02

bC1 bC2

(b) Decreasing dependencies.

Figure 5.5: Dependency graphs for Example 5.1.

Using these DGs, the system description SD of the reconfiguration system RS can be created. As
this system description shall motivate deductive reasoning, causal effects that reconfigure the system
shall be derived from faulty observations, so ‘faulty observation ⇒ causal effect ’. This is achieved
in two steps: (i) The logical formula contains rules deriving reconfiguration operations from faulty
observations, so ‘faulty observation ⇒ reconfiguration operations’. (ii) The derivation of causal ef-
fects of reconfiguration operations is done by DGs specifying the effect of events on the observable
variables, so ‘reconfiguration operation ⇒ causal effect ’. The specification of reconfiguration oper-
ations that shall be executed, given a faulty observation, is done by the logical formula. For each
faulty observation, a constraint on reconfiguration operations that could be or must not be executed
is created. In AutoConf, these constraints incorporate the causal dependencies modeled by DGs.
They state that at least one reconfiguration operation counteracting the observed symptom and no
operation worsening it must be executed. Take for example a tank, whose level is observed to be too
low. Then, at least one reconfiguration operation increasing the tank level and no reconfiguration
operation decreasing it must be executed. Of course, one could think of other strategies for selecting
reconfiguration operations.

AutoConf requires no SFMs as it completely operates on symptoms. Whereas an SFM is a rule
‘fault ⇒ effect ’, AutoConf solely comprises rules of the form ‘deviation ⇒ reconfiguration operation’.
Even though SFMs could enhance the performance of reconfiguration further, as they contain more
detailed information about the system behavior in the presence of faults, the creation of SFMs is
expensive or even impossible because knowledge about how the system behaves in the presence of a
fault is hardly available [Niggemann and Lohweg, 2015].

Although DGs may be independent of mode µ, SD needs to incorporate information about the
current mode as it needs to be verified if the execution of an event changes the mode. For example,
in case the system is in a mode where valve v01 is open, executing the event ‘open v01’ would have no
effect. There are different ways to achieve this: One way would be to create a system description SDµ

for each mode µ ∈M. Then, a global system description can be created by SD :=
∨
µ∈M(SDµ ∧bµ),

where bµ ∈ {>,⊥} is true, iff the system is in mode µ. However, this requires a total enumeration
of all modes a priori, which is expensive. Here, a simpler approach is chosen: given the initial mode
µ0 of the reconfiguration problem, one specific SDµ0 is created. SDµ0 consists of logical propositions
which integrate if an event is applicable in mode µ0 or not and ensure that in case an output
yi, i ∈ {1, ..., p} is too low or too high, at least one event that increases or decreases yi, respectively,
is executed. Without loss of generality, let yi be below lbi. And let

POSµ0,i :=
{
bσ ∈ BΣint | ∃(bσ, yi) ∈ E+ ∧Φµ(σ, µ0,x) 6= µ0

}
be the set of variables in BΣint having an increasing causal effect on yi, so the events σ ∈ Σint lead
to an increase of output yi. The first expression (∃(bσ, yi) ∈ E+) ensures that all binary variables in
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POSµ0,i are adjacent to yi in the dependency graph G+; the second expression (Φµ(σ, µ0,x) 6= µ0)
ensures that the corresponding event is executable in the given mode µ, so that the event ‘open
valve’ is only added to POSµ0,i, if the valve is not already open. Analogously, let

NEGµ0,i :=
{
bσ ∈ BΣint | ∃(bσ, yi) ∈ E− ∧Φµ(σ, µ0,x) 6= µ0

}
be the set of variables in BΣint having a decreasing causal effect on yi. Then, the constraint

lowi ⇒
∨

bσ∈POSµ0,i

bσ ∧
∧

bσ∈NEGµ0,i

¬bσ (5.5)

ensures that at least one event with an increasing effect and no event with a decreasing effect on yi
is executed. In the case of POSµ0,i being empty, the disjunction in Equation (5.5) is replaced by
⊥. This ensures that in case a variable is too low and no event having an increasing effect exists,
the resulting formula becomes unsatisfiable as the situation cannot be reconfigured (analogously
for variables that are too high). SDµ0

is formed by the conjunction of these constraints for all
i ∈ {1, ..., p} and for high outputs yi.

Algorithm AutoConf CreateRS

The steps of defining variable sets OBS and RCFG and creating SDµ0 are summarized in Algorithm
5.1, AutoConf CreateRS. It takes output space Y , initial mode µ0, intentional events Σint, transition
function Φ, and DGs G+, G− as inputs and returns the reconfiguration system RS. First, the sets
OBS and RCFG are initialized (lines 1, 2). After SDµ0

is initialized as the empty set (line 3), a
loop iterates over the dimensions of output space Y (line 4). Those variables bσ ∈ BΣint which have
a positive or negative impact on yi, according to the DGs, are identified and stored in POSµ0,i or
NEGµ0,i, respectively (lines 5, 6). From these sets, constraints on the variables lowi and highi are
created. If POSµ0,i is not empty (line 7), a constraint on lowi indicating that output yi is below lbi

is created. This constraint ensures that at least one reconfiguration operation leading to an increase
of yi and no operation leading to a decrease of yi is executed (line 8). Otherwise, the constraint
lowi ⇒ ⊥ is added to SDµ0

as this situation cannot be reconfigured (line 10) (analogously for highi

in lines 11 - 14). Finally, the tuple (SDµ0 ,OBS,RCFG) is returned (line 15).

Example 5.1 (continued). The system model for the running example consists of eight constraints,
two for each output. For example, constraint lowθ1 ⇒ (bH1 ∨ bH2) ∧ ¬bp21

ensures that in case the
temperature in T1 is too low, it is increased by activating a heating element, and pump p21 is not
activated as it delivers cold water.

A Note on System Dynamics

Hybrid systems, in general, evolve dynamically, i.e., past system behavior defines future behavior.
As reconfiguration is a one-time adaptation, a reconfiguration algorithm needs to integrate at least
an estimation of the system dynamics (see also (M3)). This is achieved implicitly by integrating
outputs y. Outputs are calculated from state variables x. State variables store past system behavior
as their course is defined by ODEs. In Example 5.1, the system dynamics are represented by state
variables θ1 and θ2 for temperature, and l1 and l2 for water levels. Their values at time t are defined
by their past values and evolve based on the laws of thermodynamics and fluid dynamics.

Approaches based on qualitative simulation (QS), e.g., as presented by Missier and Travé Mas-
suyès [1991] and Kuipers [2001], aim to determine the course of states x(t) based on information
about states at time t0 and monotony information. This, however, is prone to an explosion of
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Algorithm 5.1: AutoConf CreateRS

Input: output space Y with |Y | = p, initial mode µ0 ∈M, set of intentional events Σint, transition

function Φ, and DGs G+ = (V,E+), G− = (V,E−)

Output: reconfiguration system RS = (SDµ0 ,OBS,RCFG)

1 OBS := {low1, high1, ..., lowp, highp} // def. of observable variables

2 RCFG := {bσ1 , ..., bσ|Σint|
} with bσ ∈ {>,⊥} ∀σ ∈ Σint

// def. of reconfiguration variables

3 SDµ0 := ∅
4 for i ∈ {1, ..., p} do // for every output variable

// events with positive effect

5 POSµ0,i := {bσ ∈ BΣint | ∃(bσ, yi) ∈ E+ ∧Φµ(σ, µ0,x) 6= µ0}
// events with negative effect

6 NEGµ0,i := {bσ ∈ BΣint | ∃(bσ, yi) ∈ E− ∧Φµ(σ, µ0,x) 6= µ0}
// constraint for outputs below lb

7 if POSµ0,i 6= ∅ then

8 SDµ0 := SDµ0 ∪ (lowi ⇒
∨
bσ∈POSµ0,i

bσ ∧
∧
bσ∈NEGµ0,i

¬bσ)

9 else

10 SDµ0 := SDµ0 ∪ (lowi ⇒ ⊥)

// constraint for outputs above ub

11 if NEGµ0,i 6= ∅ then

12 SDµ0 := SDµ0 ∪ (highi ⇒
∨
bσ∈NEGµ0,i

bσ ∧
∧
bσ∈POSµ0,i

¬bσ)

13 else

14 SDµ0 := SDµ0 ∪ (highi ⇒ ⊥)

15 return (SDµ0 ,OBS,RCFG)
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predictions, including false predictions [Kuipers, 1985]. Furthermore, the creation of qualitative dif-
ferential equations is expensive. For reconfiguration, just a short estimation of one time step ∆t is
needed, which is easier to compute and less sensitive to noise than predictions for multiple time steps
[Taylor, 1997]. The DGs G+ and G− integrate a qualitative estimation of how the system evolves,
given that specific events are executed. Hence, a purely qualitative, static problem representation
is created, which is simpler than ODEs, as used for example in FTC. In addition, this approach
mimics human fault handling: in case of a fault, human operators would also adapt the system once
by estimating, from their expert knowledge, how the system evolves.

5.2.3 SAT Solving for Identification of Reconfiguration

The solution algorithm AutoConf Solve (see Algorithm 5.2), which operates on reconfiguration sys-
tem RS (incorporating a system description SDµ0 specific for initial mode µ0) and valuation γ
induced by initial outputs y0, searches for a satisfying valuation of reconfiguration variables RCFG.
This satisfying valuation represents a set of events that aims to move the hybrid system to a new
configuration that allows for control to work as desired. As a minimal reconfiguration is sought,
AutoConf Solve uses a regularization minimizing the cardinality of the solution (see Definition 4.11).
This reduces the solution space and accelerates the search, as the underlying SAT solving algorithm,
DPLL, excludes invalid solutions early. The upper bound for the number of reconfiguration opera-
tions, nub, is initialized as 1 (line 1) and successively increased (line 6) until its maximum number
|RCFG| is reached (line 2). A constraint β on the number of reconfiguration variables valuated true
by ζ ensures that at most nub variables are valuated true (line 1, for Lit>(·) see also Definition
2.27). β is a cardinality constraint, which can be transformed into propositional logic [Eén and
Sörensson, 2006]. If a valuation ζ to reconfiguration variables RCFG satisfying SDµ0 ∧ JOBSKγ ∧ β
exists (line 4), a solution is found and the algorithm returns ζ (line 5). The question of the existence
of such a valuation can be answered by established SAT solvers, e.g., Cadical [Biere, 2018] or Chaff
[Moskewicz et al., 2001]. In case no solution exists, the upper bound is increased (line 6) and a new
iteration starts. If the loop terminates without reaching line 5, no solution exists and the empty set
is returned (line 7). From the output ζ, an event set of reconfiguration operations RECζ is created
by RECζ := {σ ∈ Σint | > ⇒ ζ(bσ)}, i.e., all events for which the corresponding binary variable is
valuated > are included in RECζ .

Algorithm 5.2: AutoConf Solve

Input: reconfiguration system RS = (SDµ0 ,OBS,RCFG), valuation γ induced by y0

Output: valuation function ζ : RCFG→ {>,⊥}, if existing, or ∅
1 nub := 1 // initialize nub

2 while nub ≤ |RCFG| do // while maximum number of reconfiguration operations not reached

3 β := (Lit>(ζ) ≤ nub) // set upper bound

4 if ∃ζ : SDµ0 ∧ JOBSKγ ∧ JRCFGKζ ∧ β 6|= ⊥ then // check satisfiability

5 return ζ // return solution

6 nub := nub + 1 // increase upper bound

7 return ∅ // no solution exists



Chapter 6

Algorithm based on Best-First
Search

Chapter Outline In this chapter, a novel reconfiguration algorithm answering RQ2 and
RQ3 is proposed: BFReconf. A search space is created that represents the reconfiguration
problem, given a fully observable hybrid automaton (Section 6.1). This search space is the
basis for BFReconf, which is based on greedy best-first search (BFS) (Section 6.2).

Search is a universal problem in AI underlying many other problems, e.g., solving puzzles, con-
straint satisfaction, navigation, and other [Pearl and Korf, 1987]. For many years, various effi-
cient search techniques have been published [Glover and Laguna, 1998, Mladenović and Hansen,
1997, Mareli and Twala, 2018, Abualigah et al., 2022]. Hence, by encoding a problem in search
one can rely on many sophisticated solution algorithms. In this chapter, the reconfiguration of
hybrid systems is encoded as a search problem. Figure 6.1 shows the basic idea. Given a hybrid
automaton H (Definition 2.15) and the set of areas of valid operation Xval (Definition 4.1), a search
space representing the reconfiguration problem is created. The search nodes represent valid and
invalid configurations, the edges represent individual reconfiguration operations. Greedy best-first
search (BFS) then traverses this search space to find a new configuration that will recover valid
system behavior. As soon as such is found, the corresponding reconfiguration operations, i.e., a set
of intentional events of the hybrid automaton, are returned.

In contrast to AutoConf, which relies on the creation of a substitute problem in propositional
logic, BFReconf directly examines the search space underlying the hybrid reconfiguration problem.

Definition 4.9
hybrid reconfiguration

problem

dynamic description static description

problem representation
in search

hybrid automaton 𝐻
set of areas of valid operation 𝑋val
set of reconfiguration operations REC 𝑠1 𝑠2𝑠4

Figure 6.1: Basic idea of encoding reconfiguration in search. Boxes stand for instances; bold font
denotes the name of the instance; standard arrows carry the information they are labeled with;
circles with double border represent search nodes; arrows with double line represent edges in the
search space.
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hybrid automaton 𝐻

state behavior functions ℱtransition function 𝚽intentional events Σint
state space𝑋modesℳ generation of search

space

Step I

Step II

Step I

edges 𝐸search nodes 𝑆

goal nodes 𝑆𝜶,𝜷

search space

𝑠1 𝑠2
𝑠3𝑠4

control programs set of areas of valid operation𝑋val
mode 𝜇2event 𝜎1

states 𝒙
states 𝒙

mode 𝜇1

Figure 6.2: Generation of search space from hybrid automaton. Rectangles represent instances
such as the hybrid automaton or the search space; standard circles represent modes of the hybrid
automaton; dashed arrows represent events in the hybrid automaton; standard arrows carry the
information they are labeled with; circles with double border represent search nodes; arrows with
double line represent edges in the search space.

However, as state behavior functions, which are required for evaluating the system at a future time,
usually are not known explicitly, a quadratic approximation is used. This quadratic approximation
operates on the gradients of the state behavior functions at the time of reconfiguration and pa-
rameters specifying the magnitude of system dynamics. Nevertheless, the foregoing of intermediate
abstraction steps facilitates the analysis of soundness and completeness.

The creation of the search space is described in detail in Section 6.1. In Section 6.2, BFReconf,
a novel reconfiguration algorithm based on greedy BFS (see also Algorithm 2.1), is presented. The
implementation of greedy BFS first examines nodes close to the initial node, so examines short paths
first. This property is useful for reconfiguration, as reconfiguration aims to be a minimal intervention
into the system moving those states back to the area of valid operation that are currently invalid.
Hence, an adaption executing as few events as possible, which corresponds to a short search path,
is targeted.

Furthermore, greedy BFS is easy to implement and provides an intuitive understanding (see
RQ3). And as BFReconf operates on finite automata and uses a version of BFS that prevents
looping, the search algorithm itself is sound, i.e., it returns only nodes defined as goal nodes, and
complete, i.e., it returns all existing solutions [Wilt et al., 2010].

6.1 Generation of Search Space

A search space consists of search nodes S, a set of goal nodes SG ⊂ S, a set of edges E, and a
cost function c : E → R (see Definition 2.19). For a search-based reconfiguration algorithm, these
components need to be defined. This is done in two steps (see Figure 6.2): First, given a hybrid
automaton H = (M, X, U, Y,F ,G,Σ,Φ), search nodes S and edges E are defined from modes M,
state space X, events Σ, and transition function Φ (Section 6.1.1). Then, based on state behavior
functions F and the set of areas of valid operation Xval, a constraint to determine whether a node is
a goal node is created (Section 6.1.2). The use of such a constraint prevents a complete enumeration
of goal nodes SG a priori.
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6.1.1 Step I: Definition of Search Nodes and Edges

Search nodes S and edges E representing the reconfiguration problem are defined as follows:

Search Nodes Search nodes represent configurations of the hybrid automaton. Each search node
is created by a tuple (µ,x) with µ ∈M and x ∈ X.

Example 4.1 is used again for illustrative purposes. The system consists of two tanks, which are
physically located above each other. The upper tank is connected to a binary valve, the lower tank
is connected to a pump.

Example 4.1 (continued). The hybrid automaton contains two modes, soM = {µ1, µ2}, the state
space is given by X = R2. Hence, each search node lies in {µ1, µ2} × R2.

Edges Edges in a search space connect search nodes. As reconfiguration searches for a set of events
(including events masking inputs, see Section 4.3.1 and Definition 4.9) that change the configuration
to recover desired system behavior, edges in the search space are built from events of the hybrid
automaton. When executing the intentional event σ ∈ Σint in mode µ ∈M, the transition function
Φ determines the effect of this event, i.e., given a search node (µ,x), applying event σ leads to the
search node (Φµ(σ, µ,x),Φx(σ, µ,x)). This way, the options of the hybrid system to adapt to a
fault are integrated into the search space (see also (M1)).

Example 4.1 (continued). The hybrid automaton contains two intentional events, so Σ = Σint =
{σ1, σ2}, representing opening and closing of valve v1. Given a search node (µ1,x) with x ∈ R2 (so
v1 is closed), applying event σ1 (opening the v1) leads to (µ2,x), so mode µ2 representing v1 to be
open is taken on. x is not affected instantaneously by the event.

Costs A positive cost function c : E → R>0 assigns each edge e ∈ E a cost value. Edges are built
from intentional events Σint in the search space. These events can be assigned costs based on their
effort, e.g., opening a binary valve might have lower costs than starting an electric pump. From
these costs, a cost function on the edges of the search space is defined. Consequently, edges built
from the same event have the same costs, even though they might connect different nodes.

6.1.2 Step II: Definition of Goal Nodes

Goal nodes represent configurations enabling desired system operation, i.e., configurations allowing
for control to work as desired. The area in which control is can work as desired Xval

µ is integrated
into the search space using constraints on mode µ and states x (see also (M2)). These constraints
utilize the derivative of state behavior functions fµ at the time of reconfiguration t0 and parameters
αµ,βµ ∈ Rn, which need to be chosen in accordance with the system dynamics. In Chapter 7,
a choice of αµ,βµ ensuring soundness and completeness for BIBO stable, weakly-interconnected,
linear hybrid systems is shown. Note that state behavior functions fµ might be changed due to a
persistent fault (see Definition 4.6). Hence, in the following, state behavior functions under fault τ
are denoted by fµ,τ . Assuming the derivative of fµ,τ to be known at time t0 is not a strong-fault
model in the strict sense that the effect of each fault needs to be modeled dynamically, but in the
sense that a static estimation of how the system evolves needs to be given. This, of course, is a
stricter requirement than those imposed by AutoConf, but this strictness is rewarded with soundness
and completeness for a subclass of hybrid systems.

The area of valid operation Xval
µ is described by an n-dimensional hyperrectangle, allowing for

invalid configurations being traced back to single components of states x. So, Xval
µ = [lbµ,ubµ]
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with lbµ,ubµ ∈ {R ∪ {±∞}}n, which is valid for BIBO stable, weakly-interconnected, completely
observable, linear hybrid automata (see Theorem 4.2). lbµ and ubµ should be chosen following the
constructive proof of Theorem 4.2. Then, the constraints

fµ,τ (x̃,u0)j ·∆t+ αµ,j ·∆t2 ≥ lbµ,j − x̃j ,
fµ,τ (x̃,u0)j ·∆t+ βµ,j ·∆t2 ≤ ubµ,j − x̃j

(6.1)

for all j ∈ {1, ..., n} check whether a lower and an upper quadratic approximation of states after
reconfiguration time ∆t around a given state x̃ ∈ X lie between lbµ and ubµ. A node s = (µ,x) is
a goal node in the search space, if it satisfies this constraint. Thus, an estimation of future system
states is integrated into the search space (see also (M3)).

Example 4.1 (continued). Let µ1 be a mode and x̃ ∈ R2 be a state. The state behavior functions
for the non-faulty case are given by fµ1,1 = −cout

1 x1 and fµ1,2 = cout
1 x1 − cout

2 x2 + dpu1. Now, let τ
be a fault of a leak in the lower tank leading to fµ1,τ,2 = cout

1 x1 − (cout
2 + cleak)x2 + dpu1. Given a

configuration (µ1, x̃), the constraints for j = 2 are given by

cout
1 x̃1 − (cout

2 + cleak)x̃2 + dpu1 ·∆t+ αµ1,2 ·∆t2 ≥ lbµ1,2 − x̃2,

cout
1 x̃1 − (cout

2 + cleak)x̃2 + dpu1 ·∆t+ βµ1,2 ·∆t2 ≤ ubµ1,2 − x̃2.

Together with the constraints for j = 1, these constraints check whether the configuration is valid.

During reconfiguration, control of continuous inputs is assumed to be deactivated, so u(t) =
u0 ∀t ∈ [t0, t0 + ∆t]. This assumption is feasible as the system is out of its area of valid operation
during reconfiguration. For an accurate approximation, αµ and βµ need to be in the order of
magnitude of the minimum and maximum value of the second derivative of x. As ẍ describes the
changes in the system dynamics, ẍ is large compared to x if the system is changing rapidly.

6.2 Search for Reconfiguration

In this section, the search space created above is connected with greedy best-first search (BFS)
leading to the reconfiguration algorithm BFReconf. BFReconf examines the search nodes iteratively
and checks if the corresponding configuration is valid using the approximation introduced above.
Thus, no a priori expansion of all search nodes is necessary. The heuristic function for BFS is given
by the sum of costs to reach a node ŝ from the initial node s0, so the heuristic function is calculated
iteratively through h(ŝ) = min{h(s̃) + c(e), h(ŝ)}, where s̃ is a previous (relative to the initial node)
node and e = (s̃, ŝ) is the edge connecting these nodes. Hence, search nodes close to the initial nodes
are examined first. In contrast to classical BFS, where the heuristic function is known a priori, the
heuristic function here is calculated during the search.

BFReconf takes a hybrid automaton H with initial point (µ0,x
0,u0) as an input. The state

behavior functions Fτ of the hybrid automaton describe the system behavior in the presence of
fault τ , the parameters αµ,βµ for each mode µ ∈ M influence the quadratic approximation, and a
hyperrectangle [lbµ,ubµ] defines the area of valid operation Xval

µ . During execution of BFReconf,
the search path consisting of reconfiguration operations is stored. Hence, the search algorithm
operates on tuples (σ, µ,x), which are built from an event σ and a configuration (µ,x). In case
a valid configuration is found, the algorithm ends. The output of the algorithm is a path of such
tuples, from which the set of reconfiguration events directly can be drawn.

In the following, first, two auxiliary functions required for executing BFReconf are defined (Sec-
tion 6.2.1). Then, the search-based solution algorithm is presented (Section 6.2.2).
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Algorithm 6.1: Approximation Algorithm 6.2: GetEvents

Algorithm 6.3: BFReconf

point 𝜇, 𝒙, 𝒖0 ,
state behavior function 𝒇𝜇,𝜏,
area of valid operation 𝑋𝜇val = 𝐥𝐛𝜇, 𝐮𝐛𝜇 ,
parameters Δ𝑡, 𝜶𝜇, 𝜷𝜇

intentional eventsΣint,
mode 𝜇true or false

intentional events changing mode 𝜇
Figure 6.3: Interplay of auxiliary functions and BFReconf. Boxes represent algorithms and arrows
carry the information they are labeled with.

6.2.1 Auxiliary Functions

BFReconf uses two auxiliary functions (see Figure 6.3): Approximation (Algorithm 6.1) is the
algorithmic representation of the approximation introduced in Equations (6.1). GetEvents (Algo-
rithm 6.2) returns all intentional events that change a given mode µ.

Approximation determines if the quadratic approximation of state behavior functions under
fault τ , fµ,τ , given a mode µ, states x, and initial inputs u0, lies within the area of valid operation
Xval
µ = [lbµ,ubµ] or not. So, given parameters αµ and βµ, which determine the width of the lower

and upper quadratic approximation, and reconfiguration time ∆t, Approximation checks, if Equation
(6.1) is satisfied. It returns ⊥ (lines 2, 4) as soon as at least one dimension of the approximation of
x violates the lower or the upper bound (lines 1, 3), and > otherwise (line 5).

Algorithm 6.1: Approximation

Input: initial point (µ,x,u0), state behavior function fµ,τ , bound values lbµ,ubµ, reconfiguration

time ∆t, and parameters αµ,βµ

Output: truth value true (>) or false (⊥)

// check if lower approximation is within area of valid operation

1 if fµ,τ (x,u0) ·∆t+αµ ·∆t2 < lbµ−x then

2 return ⊥

// check if upper approximation is within area of valid operation

3 if fµ,τ (x,u0) ·∆t+ βµ ·∆t2 > ubµ−x then

4 return ⊥

5 return >

GetEvents takes the set of intentional events Σint and a mode µ as inputs. The condition
Φµ(σ, µ,x) 6= µ ensures that the mode after application of event σ, Φµ(σ, µ,x) is different from
the initial mode µ. So, given the set of events Σint and a mode µ as inputs, the subset Σµ ⊆ Σint

containing all intentional events for which Φµ(σ, µ,x) 6= µ holds are returned (line 1).

6.2.2 Search Algorithm

Now, BFReconf (Algorithm 6.3) is introduced. It operates on (i) information about hybrid automa-
ton H, in detail, state behavior functions Fτ at time t0, intentional events Σint, transition function
Φ, and initial point (µ0,x

0,u0); (ii) parameters αµ and βµ; (iii) the set of areas of valid operation
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Algorithm 6.2: GetEvents

Input: set of intentional events Σint, mode µ

Output: subset of intentational events Σµ

1 return Σµ := {σ ∈ Σint | Φµ(σ, µ,x) 6= µ}

Algorithm 6.3: BFReconf

Input: state behavior functions Fτ at t0, intentional events Σint, transition function Φ,

initial point (µ0,x
0,u0), parameters αµ,βµ ∀µ ∈M, reconfiguration time ∆t,

set of areas of valid operation Xval = {Xval
µ0
, ..., Xval

µ|M|} with Xval
µ = [lbµ,ubµ] ∀µ ∈M

and x0 /∈ Xval
µ0
, and cost function c : E → R≥0

Output: (s̃, parent), if existing, or ∅
1 toExam := [(µ0,x

0)], examd := [ ] // intialize lists

2 h(s) :=∞, h((µ0,x
0)) := 0 // initialize heuristic function

3 parent(s) := 0 // initialize parents of nodes

4 while toExam not empty do // as long as there are nodes in toExam

5 s̃ := arg mins∈toExam h(s) with s̃ = (µ̃, x̃) // get node with minimum heuristic value

6 toExam.remove(s̃) // remove s̃ from toExam

7 if Approximation((µ̃, x̃,u0),fµ̃,τ , lbµ,ubµ,∆t,αµ̃,βµ̃) then

8 return (s̃, parent) // solution found

9 else

10 Σµ̃ := GetEvents(Σint, µ̃) // get all intentional events applicable in mode µ̃

11 foreach σµ̃ ∈ Σµ̃ do // for all events applicable

12 (µ̂, x̂) := Φ(σµ̃, µ̃, x̃) // get output of transition function

13 if µ̂ not in examd then // if mode not yet examined

14 if h((µ̃, x̃)) + c(e) < h((µ̂, x̂)) with e = (s̃, ŝ) then // if cost of current path

smaller than heuristic value

15 toExam := [toExam, (µ̂, x̂)] // add to toExam

16 h((µ̂, x̂)) := h((µ̃, x̃)) + c(e) with e = (s̃, (µ̂, x̂)) // update heuristic function

17 parent((µ̂, x̂)) := (µ̃, x̃, σµ̃) // update parent

18 examd := [examd, µ̂] // add mode to examd

19 return ∅ // no solution found
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Xval; and (iv) cost function c : E → R. The output is a tuple consisting of a goal node s̃ and a
parent function, allowing to trace back the path from the initial node to the goal node. This parent
function stores the previous node of a node and the event between these for each node visited during
the search. BFReconf utilizes the auxiliary functions and searches for a valid configuration, starting
from the initial configuration. The list of paths to examine toExam is initialized with the initial
node, given by initial mode µ0 and initial states x0 (line 1). The list examd stores nodes that have
already been examined, and thus avoids loops during the search. It is initialized as an empty list
(line 1). The heuristic function is initialized to be equal to ∞ for each search node except for the
initial node, for which it is initialized with 0 (line 2). Note that for this initialization, the set of
search nodes S does not need to be known, but an implementation is used that returns ∞ in case
that h has not yet been defined otherwise for a search node. The parent function is initialized with
0 for each search node, where 0 represents that a node has no parent yet (line 3). Then, the main
loop starts (line 4), iterating as long as the list of nodes to examine toExam is not empty. The
node with the minimum heuristic value in the list of paths toExam is extracted; if multiple nodes
have the same minimum value, a random one of these is chosen (lines 5, 6). For mode µ̃ and states
x̃, it is checked, whether the approximation of x̃ is in the area of valid operation Xval

µ̃ using the
function Approximation (line 7). If Approximation returns true, the approximation of x̃ is in the
area of valid operation Xval

µ̃ and the found configuration is valid. The current node s̃ and the parent
function are returned (line 8); the algorithm terminates. Otherwise (line 9), the set of all intentional
events applicable in mode µ̃, Σµ̃, is calculated by the function GetEvents (line 10). Then, for each
event σµ̃ in this set (line 11), the output of the transition function Φ describing the effect of applying
event σµ̃ is calculated and stored in (µ̂, x̂) (line 12). If the resulting mode µ̂ is not yet examined
(line 13) (which is the same as the tuple (µ̂, x̂) not being examined yet), the heuristic function is
checked. If the sum of the cost to reach node s̃ and the cost of edge (s̃, ŝ) is smaller than previous
costs h(ŝ) (line 14), the node is added to toExam (line 15); heuristic function and parent function
are updated (lines 16, 17). Then, µ̂ is added to the list of examined modes examd (line 18). If the
loop ends without reaching line 8, no solution exists and the empty set is returned (line 19).

Algorithm 6.4: ConvertOuput

Input: goal node s̃, function parent

Output: set of reconfiguration operations REC

1 REC := ∅ // intialize set of reconfiguration operations

2 (µ∗,x∗) := s̃ // initialize iteration variables

3 while µ∗ 6= 0 do // as long as 0 is not reached

4 (µ∗,x∗, σ∗) := parent((µ∗,x∗)) // get parent

5 REC := REC ∪ {σ∗} // update set of reconfiguration operations

6 return REC // no solution found

The function ConvertOutput (Algorithm 6.4) converts the output of BFReconf to a set of re-
configuration events. It operates on goal node s̃ and the function parent. The target set REC is
initialized as the empty set (line 1), mode µ∗ and states x∗ are initialized by s̃ (line 2). As long as
the parent node is not equal to 0, so the initial mode is not reached (line 3), the parent of (µ∗,x∗)
is extracted (line 4) and the event σ∗ is added to REC (line 5). Finally, REC is returned (line 6).
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Chapter 7

Theoretical Results

Chapter Outline In this chapter, AutoConf and BFReconf are examined regarding
their theoretical properties. The first section (Section 7.1) contains the examination of the
satisfiability of the propositional formula underlying AutoConf (Chapter 5). The second
section (Section 7.2) presents the theoretical results for BFReconf (Chapter 6), which
consists of proofs of soundness, completeness, and minimality, thus answering RQ4.

Theoretical examinations allow for general statements. Whereas experimental results should
be based on representative experiments to make statements about the practical applicability of
algorithms, theoretical properties give clear information about their preconditions and scope of
validity. In the following, first, the satisfiability of the propositional formula underlying AutoConf
is examined. Then, the properties of soundness, completeness, and minimality are examined for
BFReconf.

7.1 Theoretical Results for AutoConf

A reconfiguration algorithm should identify at least one reconfiguration operation in case the con-
figuration (µ0,x0) is invalid. For the formalization of this requirement, the notation JRCFGK⊥ is
used, denoting that every variable bσ ∈ RCFG is valuated with ⊥ (see Definition 2.27). Then,

(x0 /∈ Xval
µ0

)⇒ (JRCFGK⊥ 6|= SD ∧ JOBSKγ), (7.1)

denotes that executing no reconfiguration operation is only valid in the case that the states are in the
area of valid operation. This ensures that requirement (M2), the integration of control capabilities,
is satisfied. Assuming the area of valid operation to be independent of mode µ, denoted by Xval,
and definable by an area of valid outputs Y val (Definition 5.5), (7.1) can be relaxed to

(y0 /∈ Y val)⇒ (JRCFGK⊥ 6|= SD ∧ JOBSKγ).

The following theorem states that in case the given configuration is invalid (x0 /∈ Xval), at least
one reconfiguration operation is sought by AutoConf.

Theorem 7.1. Let H be a hybrid automaton (Definition 2.15) with a rectangular area of valid oper-
ation Xval (Definition 4.1), which is independent of mode µ and definable by an area of valid outputs
Y val. Furthermore, let µ0 be an initial mode and y0 be initial outputs, let RS be a reconfiguration

74
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system as created in Algorithm 5.1, and let γ be a valuation of observable variables based on outputs
y0 (see Equations (5.3) and (5.4)). Then,

(x0 /∈ Xval)⇒ (JRCFGK⊥ 6|= SDµ0 ∧ JOBSKγ)

holds.

Proof. For every implication with arbitrary formulae λ1 and λ2, the so-called contraposition holds,
i.e., (λ1 ⇒ λ2)⇔ (¬λ2 ⇒ ¬λ1). The contraposition is used to show

(JRCFGK⊥ |= SDµ0 ∧ JOBSKγ)⇒ (x0 ∈ Xval).

JRCFGK⊥ denotes that all reconfiguration variables bσ ∈ RCFG are initialized as ⊥. Consequently,
SDµ0 comprises solely constraints of the form

lowi ⇒
∨

bσ∈POSµ0,i

bσ ∧
∧

bσ∈NEGµ0,i

¬bσ︸ ︷︷ ︸
=⊥

∀i ∈ {1, ..., p},

and lowi ⇒ ⊥ if POSµ0,i is empty (analogously for highi). The only valuation of observable variables
OBS = {low1,high1, ..., lowp,highp} satisfying this is γ(lowi) = γ(highi) = ⊥ ∀i ∈ {1, ..., p}. Since

the boolean valuation γ is induced by continuous outputs y0, y0 ∈ Y val follows. And as the area of
valid operation is definable by output values, x0 ∈ Xval holds.

7.2 Theoretical Results for BFReconf

RQ4 asks for which subclasses of hybrid systems theoretical properties such as soundness and com-
pleteness hold. As BFReconf is a very explicit reconfiguration algorithm omitting the need for
intermediate abstraction steps, it is well suited for such a theoretical examination. In the following,
first, formal definitions of soundness and completeness for reconfiguration in the context of hybrid
systems are given (Section 7.2.1). Then, a parametrization of BFReconf ensuring soundness and
completeness at the same time is shown (Section 7.2.2). However, this parametrization requires
explicit knowledge about the state behavior functions of the hybrid automaton. Hence, in Sections
7.2.3 and 7.2.4, a more general parametrization for BIBO stable, weakly interconnected, linear hy-
brid systems ensuring either soundness or completeness is given. Finally, minimality (Definition
4.10) and minimal-cardinality (Definition 4.12) of BFReconf are examined (Section 7.2.5).

7.2.1 Formal Definitions of Theoretical Properties

Soundness and completeness are important properties when it comes to evaluating the reliability of
an algorithm. A sound algorithm does not return any false results. Even though this sounds trivial
at first, it forces an algorithm to validate all its results. A complete algorithm returns all existing
solutions. For NP-complete problems, completeness goes hand in hand with a total enumeration of
the search space [Valiant, 1979]. The subsequent definitions are based on the formal definition of
reconfiguration for hybrid systems (Definition 4.9): An event set is a reconfiguration if it transfers
the hybrid system to a mode µ for which states x lie within the area of valid operation Xval

µ .

Definition 7.1 (Soundness). Given a hybrid automaton H (Definition 2.15), a reconfiguration
algorithm is sound for H if every output recovers a valid configuration, so every output is a recon-
figuration according to Definition 4.9.
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Figure 7.1: Illustration of soundness and completeness properties for reconfiguration algorithms. For
clarity, dim(x) = 1 and Xval

µ = Xval ∀µ ∈M are chosen.

Definition 7.2 (Completeness). Given a hybrid automaton H (Definition 2.15), a reconfiguration
algorithm is complete for H if it finds all solutions according to Definition 4.9, i.e., all sets of events
recovering a valid configuration.

It is obvious that soundness and completeness according to Definitions 7.1 and 7.2 are not
simply achieved by showing that BFS is sound and complete but that the hybrid automaton H also
needs to be considered. In Figure 7.1, soundness and completeness are illustrated in the context
of reconfiguration. Throughout the various modes in a hybrid automaton, states x might take
different trajectories. Reconfiguration targets a set of events transferring the system into a mode for
that x ∈ Xval

µ holds after reconfiguration time ∆t. Hence, a reconfiguration algorithm that solely

identifies solutions whose trajectories lie in Xval
µ is sound. An algorithm that identifies every solution

whose trajectory lies in Xval
µ is complete; an algorithm identifying all solutions whose trajectories

lie in Xval
µ but no more, is sound and complete.

However, as BFReconf terminates after the first solution is found, an extension is created. This
extension uses a list of already found solutions that is initialized as an empty list and is continuously
updated with found solutions. Line 7 of Algorithm 6.3 is extended to also check if the currently
examined node is in the list of already found solutions. As the implementation of greedy BFS itself
is complete [Wilt et al., 2010], all solutions satisfying Equation (6.1) are found. This adaptation of
BFReconf is called BFReconfComplete in the following.

The key in all following proofs of soundness, completeness, or minimality is the quadratic ap-
proximation performed during BFReconf that checks if the states will recover to the area of valid
operation Xval

µ or not (see also Chapter 6). Given state behavior functions fµ,τ , states x, and
parameters αµ,βµ, the constraints

fµ,τ (x,u0)j ·∆t+ αµ,j ·∆t2 ≥ lbµ,j − xj ,
fµ,τ (x,u0)j ·∆t+ βµ,j ·∆t2 ≤ ubµ,j − xj

(6.1)

check whether states x will be within the area of valid operation Xval
µ = [lbµ,ubµ] after reconfig-

uration time ∆t. As the constraints perform a quadratic approximation, they might exclude valid
solutions or include invalid solutions for highly nonlinear systems. Hence, in the following, it is
examined for which parametrization of BFReconf this approximation can be shown to capture only
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correct configurations (µ,x), i.e., capture only curves of the hybrid automaton that stay in Xval
µ ,

or all existing solutions, i.e., capture all curves of the hybrid automaton that stay in Xval
µ . For this

purpose, the course of x is examined and checked if it is above lbµ and below ubµ. Due to Theorem
4.2, from x ∈ [lbµ,ubµ], x ∈ Xval

µ follows for BIBO stable, weakly interconnected, completely ob-
servable, linear hybrid systems. This directly leads to BFReconf or BFReconfComplete being sound
or complete, respectively.

7.2.2 Soundness and Completeness Using Intermediate Point of Taylor
Series Expansion

Soundness and completeness are shown using a Taylor series expansion of states x to the second
degree. In case the intermediate point of the remainder of the Taylor series is known, soundness and
completeness can be achieved at the same time.

Theorem 7.2 (Soundness if intermediate point ξµ,j is known). Let H be a linear hybrid automaton
(Definition 2.15) satisfying the requirements from Theorem 4.2 with initial point (µ0,x

0,u0). And
let ξµ,j be the intermediate point of the Taylor series expansion of degree 2 for xj(t0 + ∆t) with
development point t0, so

xj(t0 + ∆t) = xj(t0) + ẋj(t0)∆t+ 0.5ẍj(ξµ,j)∆t
2

for all j ∈ {1, ..., n}. Then, BFReconf with parameters αµ,j := βµ,j := 0.5ḟµ,τ (x(ξµ,j),u(ξµ,j))∀j ∈
{1, ..., n} is sound.

Proof. As greedy BFS is sound, every output satisfies Equation (6.1). Hence, for all j ∈ {1, ..., n}

lbµ,j − xj(t0) ≤ fµ,τ (x0,u0)j ·∆t+ αµ,j ·∆t2

⇔ lbµ,j ≤ xj(t0) + fµ,τ (x0,u0)j ·∆t+ αµ,j ·∆t2︸ ︷︷ ︸
=0.5ḟµ,τ (x(ξµ,j),u(ξµ,j))j∆t

2

holds. The right-hand side of the inequality is the Taylor series expansion to the second degree of
xj(t0 + ∆t). As the intermediate point ξµ,j is known, the right-hand side equals xj(t0 + ∆t) and
lbµ,j ≤ xj(t0 + ∆t) follows. Analogously for ubµ. Consequently, x is in [lbµ,ubµ] and BFReconf is
sound.

Theorem 7.3 (Completeness if intermediate point ξµ,j is known). Let H be a linear hybrid automa-
ton (Definition 2.15) satisfying the requirements from Theorem 4.2 with initial point (µ0,x

0,u0).
And let ξµ,j be the intermediate point of the Taylor series expansion of degree 2 for xj(t0 + ∆t) with
development point t0, so

xj(t0 + ∆t) = xj(t0) + ẋj(t0)∆t+ 0.5ẍj(ξµ,j)∆t
2

for all j ∈ {1, ..., n}. Then, the algorithm BFReconfComplete with parameters αµ,j := βµ,j :=

0.5ḟµ,τ (x(ξµ,j),u(ξµ,j))∀j ∈ {1, ..., n} is complete.

Proof. Completeness is shown via contradiction. Assume there exists a solution lbµ ≤ x(t0 + ∆t) ≤
ubµ which does not satisfy Equation (6.1). Without loss of generality, let the lower constraint be
violated, so

lbµ,j − xj(t0) > fµ,τ (x0,u0)j ·∆t+ αµ,j ·∆t2
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for at least one j ∈ {1, ..., n}. Using αµ = 0.5ḟµ,τ (x(ξµ),u(ξµ)),

lbµ,j > xj(t0) + fµ,τ (x0,u0)j ·∆t+ 0.5ḟµ,τ (x(ξµ,j),u(ξµ,j))j ·∆t2 = xj(t0 + ∆t)

follows, which is the sought contradiction, because when x is a solution, then x(t0 + ∆t) has to be
within the area of valid operation, and thus adhere to the bounds lb and ub.

Choosingαµ and βµ as required in Theorems 7.2 and 7.3 is only possible if ξµ or ḟµ,τ (x(ξµ),u(ξµ))

is known. For example, if functions fµ are piece-wise linear in time and independent of x, so ḟµ is
constant for [t0, t0 + ∆t], Theorems 7.2 and 7.3 are applicable. However, as ξµ often is not known,
in the following, proofs of soundness and completeness with less strict premises are presented.

7.2.3 Soundness Using Boundedness Constraint

In case the intermediate point for the Taylor series expansion is not known, soundness and com-
pleteness can be shown for state behavior functions with bounded derivatives.

Theorem 7.4 (Soundness for bounded ḟµ,τ ). Let H be a hybrid automaton (Definition 2.15) satis-

fying the requirements from Theorem 4.2 with initial point (µ0,x
0,u0) and bounded functions ḟµ,τ ,

so llµ ≤ ḟµ,τ ≤ luµ with bounds llµ, luµ ∈ Rn. Then, BFReconf with parameters αµ := 0.5llµ,
βµ := 0.5luµ is sound.

Proof. Because of function Approximation (Algorithm 6.1), a goal node s̃ = (µ̃, x̃) returned by
BFReconf (Algorithm 6.3) satisfies Equation (6.1). From the Taylor series of x̃ around expansion
point t0 + ∆t follows

x̃j(t0 + ∆t) = x̃j(t0) + ˙̃xj(t0) ·∆t+ 0.5¨̃xj(ξ) ·∆t2︸ ︷︷ ︸
≥0.5llµ̃,j ·∆t2

≥ x̃j(t0) + fµ̃,τ (x̃(t0),u0)j ·∆t+ αµ̃,j ·∆t2︸ ︷︷ ︸
≥lbµ̃,j−x̃j(t0) (due to Equation (6.1))

for the given mode µ̃ and for all j ∈ {1, ..., n} with ξ ∈ [t0, t0 + ∆t]. Analogously for ubµ̃. Hence,
x̃(t0 + ∆t) ∈ Xval

µ̃ .

Lemma 7.1 (Boundedness of ḟµ,τ ). The derivative with respect to time of fµ,τ is bounded on
[t0, t0 + ∆t] for BIBO stable, completely observable, linear hybrid systems with inputs u0 being
constant on [t0, t0 + ∆t].

Proof. The hybrid system is linear, so fµ,τ = Aµ,τx+Bµ,τu+ cµ,τ . For the derivative

ḟµ,τ (x,u0) =
d

dt
(Aµ,τx+Bµ,τu+ cµ,τ )

= Aµ,τ ẋ

holds, since continuous inputs u0 are constant on [t0, t0 + ∆t]. Now, we use ẋ = fµ,τ (x,u0) and get

ḟµ,τ (x,u0) = Aµ,τ (Aµ,τx+Bµ,τu+ cµ,τ )

= A2
µ,τx+Aµ,τBµ,τu+Aµ,τcµ,τ .
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Due to BIBO stability, from u0 being bounded, the boundedness of y follows. And as H is completely
observable, x can be calculated from y and u by inverting the linear output function. Consequently,
x is bounded, and thus ḟµ,τ is bounded.

Corollary 7.1 (Soundness for BIBO stable, weakly-interconnected, completely observable, linear
hybrid systems). For BIBO stable, weakly-interconnected, completely observable, linear hybrid sys-
tems, BFReconf with parameters αµ := 0.5llµ and βµ := 0.5luµ is sound.

Proof. Follows directly from Theorem 7.4 and Lemma 7.1.

7.2.4 Completeness Using Boundedness Constraint

Completeness for state behavior functions with bounded derivatives can be shown analogously to
soundness (Section 7.2.3).

Theorem 7.5 (Completeness for bounded ḟµ,τ ). Let H be a linear hybrid automaton (Definition
2.15) satisfying the requirements from Theorem 4.2 with initial point (µ0,x

0,u0) and bounded func-
tions ḟµ,τ , so llµ ≤ ḟµ,τ ≤ luµ with bounds llµ, luµ ∈ Rn. Then, the algorithm BFReconfComplete
with parameters αµ := 0.5luµ and βµ := 0.5llµ is complete.

Proof. Due to the presented implementation of greedy BFS being complete [Wilt et al., 2010], BF-
ReconfComplete returns every solution satisfying Equation (6.1). What is left to show is that for
every hybrid automaton as in the premise, every reconfiguration satisfies Equation (6.1). Proof via
contradiction. Assume there exists a solution for which lbµ ≤ x(t0 + ∆t) ≤ ubµ in the given mode
µ holds, but which does not satisfy Equation (6.1). The Taylor series of x(t0 + ∆t) is given by

xj(t0 + ∆t) = xj(t0) + ẋj(t0) ·∆t+
1

2
ẍj(ξ) ·∆t2︸ ︷︷ ︸
≤αµ,j ·∆t2

≤ xj(t0) + fµ,τ (x(t0),u(t0))j ·∆t+ αµ,j ·∆t2

∀j ∈ {1, ..., n}. From lbµ,j ≤ xj(t0 + ∆t) follows

lbµ,j ≤ xj(t0) + fµ,τ (x(t0))j ·∆t+ αµ,j ·∆t2

⇒ lbµ,j − xj(t0) ≤ fµ,τ (x(t0),u(t0))j ·∆t+ αµ,j ·∆t2,

the sought contradiction. Analogously for ubµ.

Corollary 7.2 (Completeness for BIBO stable, weakly-interconnected, linear hybrid systems). For
BIBO stable, weakly-interconnected, completely observable, linear hybrid systems BFReconfComplete
with parameters αµ := 0.5luµ, βµ := 0.5llµ is complete.

Proof. Follows directly from Theorem 7.5 and Lemma 7.1.

7.2.5 Minimality

Minimality is the property of returning minimal configurations (Definition 4.10). In this section, it is
first shown that from the output of BFReconf, no event can be omitted such that the resulting set still
leads to a goal node. From that, BFReconfComplete is shown to return all minimal reconfigurations
in terms of Definition 4.10. After that, it is shown that BFReconf returns reconfiguration with
the smallest costs, and consequently, minimal-cardinality reconfigurations, if the cost function is
constant.
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Theorem 7.6 (No event can be omitted). Given a hybrid automaton H (Definition 2.15) and a
positive cost function c, no event of the output of BFReconf can be omitted, i.e., given a goal node
s̃, a function parent, and the corresponding event set REC, no event set REC′ exists such that
REC′ ⊂ REC and REC′ leads to a goal node.

Proof. Proof via contradiction. Assume ∃REC′ such that REC′ ⊂ REC and the resulting node after
applying all events in REC′ is a goal node, so the corresponding configuration satisfies Equation
(6.1). Then, the corresponding search path for REC′ is

(−, µ0,x
0), ..., (σj−1, µj−1,x

j−1), (σj+1, µj+1,x
j+1), ..., (σnREC

, µ∗,x∗)

with at least one j ∈ {1, ..., nREC}. However, as Equation (6.1) is satisfied, REC′ would have been
found earlier than REC: as soon as BFReconf examines the events applicable in µj−1, µj+1 would
have been added to toExam (line 15). In the next iterations µj would have been examined and µj+1

would have been appended to toExam once more. But as µj+1 is already stored in toExam as a
successor of µj−1 and as the cost of reaching it via σj+1 is smaller than via σj , σj+1, REC′ would
have been identified earlier.

Theorem 7.7 (Output of sound and complete BFReconf is a minimal reconfiguration). Given
a hybrid automaton H (Definition 2.15), a positive cost function c, and a sound and complete
parametrization of BFReconf (see Theorems 7.2 and 7.3), BFReconf returns a minimal reconfigura-
tion (see Definition 4.10).

Proof. Follows directly from Theorem 7.6.

Below, first, cost-minimal reconfigurations are defined. Then, BFReconf is shown to return cost-
minimal reconfigurations. From this property, minimal-cardinality (see Definition 4.12) for systems
with a constant cost function can be derived.

Definition 7.3 (Cost-minimal Reconfiguration). Given a positive cost-function c, a reconfiguration
REC is cost-minimal, if no reconfiguration REC′ with smaller costs exists.

Theorem 7.8 (Output of sound and complete BFReconf is a cost-minimal reconfiguration). Given
a hybrid automaton H (Definition 2.15), a positive cost function c, and a sound and complete
parametrization of BFReconf (see Theorems 7.2 and 7.3), the event set REC extracted from the
output of BFReconf is cost-minimal (Definition 7.3).

Proof. Follows directly from the ability of greedy BFS to find the shortest path [Heusner et al.,
2018].

Theorem 7.9 (Output of BFReconf is minimal-cardinality reconfiguration for constant costs).
Given a hybrid automaton H (Definition 2.15), a constant, positive cost function c, and a sound
and complete parametrization of BFReconf (see Theorems 7.2 and 7.3), the event set REC extracted
from the output of BFReconf is of minimal cardinality (Definition 4.12), i.e., no output REC′ exists
such that |REC′| < |REC| and REC′ satisfies approximation (6.1).

Proof. As cost function c is constant, without loss of generality, c = 1 can be assumed for all edges
in the search space, and thus for all events. Then, the sum of costs of a reconfiguration REC
corresponds to the number of its events. The proof then follows directly from Theorem 7.8.

Theorems 7.7 and 7.9 cannot be transferred to BFReconf given a sound but not complete
parametrization. Since there might be a smaller solution, in terms of both minimality and minimal-
cardinality, that is not found by BFReconf, neither minimality nor minimal-cardinality can be proven.



Chapter 8

Experimental Results

Chapter Outline In this chapter, the reconfiguration algorithms AutoConf (Chapter 5)
and BFReconf (Chapter 6) are evaluated experimentally. For this purpose, first, the
evaluation criteria are introduced (Section 8.1). As the algorithms specialize on different
systems, i.e., AutoConf is designed for partially observable systems for which DGs are
available and BFReconf targets completely observable systems for which state behavior
functions need to be known at the time of reconfiguration, the algorithms are (partially)
evaluated on different systems. In Section 8.2, the results of the evaluation of the statistical
performance and the runtime of AutoConf are illustrated. In Section 8.3, the results from
the experimental analysis of the statistical performance of BFReconf and an examination
of its runtime are presented.

The overall purpose of the evaluation is to prove that AutoConf and BFReconf efficiently handle
reconfiguration problems from practical applications (RQ2) and operate in a reasonable time (RQ3).
The results from Chapter 7 show soundness and completeness for subclasses of hybrid systems, given
a suitable parametrization of BFReconf. However, many hybrid systems in practical applications
do not satisfy the preconditions for these theorems. Hence, the statistical and computational per-
formances of AutoConf and BFReconf are evaluated experimentally using several hybrid systems
with varying complexity. Most of them stem from process engineering, consisting of tanks, valves,
pumps, and pipes. As the systems are characterized by continuous behavior, such as water levels
and temperatures, and discrete behavior, coming from discrete valves and pumps, they are hybrid
systems. Furthermore, the Environmental Control and Life Support System (ECLSS) aboard the
International Space Station (ISS) serves as a real-world system for evaluation.

As AutoConf operates on outputs and dependency graphs (DGs), it is applicable to partially
observable systems. DGs often can be drawn from process specifications such that AutoConf is
applicable to several systems. BFReconf, on the other hand, requires complete observability and
information about the gradient of the state behavior functions at the time of reconfiguration. Hence,
for further evaluation of statistical performance, we use the generator example, a benchmark system
from automated planning.

Although the theoretical worst-case time complexities of AutoConf and BFReconf are very high,
the runtimes are expected to be smaller for practical applications as the search algorithms are
equipped with information accelerating the search. To verify this, practical runtimes of AutoConf
and BFReconf are examined on hybrid systems with a variable number of modes, states, and events.

81
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8.1 Evaluation Criteria for Reconfiguration Algorithms

To select evaluation criteria for the performance of reconfiguration algorithms, first, the possible
situations that might occur during evaluation need to be listed. When reconfiguring systems, it is
hard to distinguish between scenarios for which at least one solution exists (∃REC) and scenarios
that are not reconfigurable, so no solution exists (@REC). For an arbitrarily nonlinear system, such a
distinction of scenarios requires the check of all possible combinations of reconfiguration operations.
Hence, in the following, two kinds of evaluation criteria are presented: The first kind is derived
from measurements, for which the distinction ∃REC vs. @REC is not required (Section 8.1.1). The
second kind is concerned with more detailed criteria, for which the distinction needs to be known
(Section 8.1.2). These are derived from established criteria used to evaluate binary classifiers [Zhou,
2021].

8.1.1 Simple Criteria

Simple criteria are used for the case that it is not known if a solution exists, but it is only known,
(i) how many reconfiguration scenarios were examined, denoted by N , (ii) for how many scenarios
the examined algorithm returns a solution REC, denoted by NREC, and (iii) for how many scenarios
the empty set is returned ∅, denoted by N∅. From these values, the return rate, i.e., the rate of
scenarios, for which the algorithm returns a solution, calculated by

rr =
NREC

N
,

is derived. It is a measurement of the proportion of scenarios for which a solution is returned. The
inverse criterion is given by 1− rr = N∅/N , measuring the proportion of scenarios which are labeled
to be unsolvable by the reconfiguration algorithm.

8.1.2 Higher Criteria given Verification of Success

A reconfiguration problem (H,Xval, (µ0,x
0,u0)) might have a solution, so ∃REC that is a reconfigu-

ration according to Definition 4.9, or might have no solution, so @REC. A reconfiguration algorithm
might return a set of events REC or the empty set. Moreover, REC might be a solution or not. To
determine the case at hand, a verification of success, i.e., an observation of the hybrid system at
time t0 + ∆t is required. Table 8.1 is a general confusion matrix for reconfiguration consisting of
six cells: (i) The case where a solution exists (∃REC) and the algorithm returns a set that recovers
a valid configuration (REC is a solution) is a true positive. (ii) The case where no solution exists
(@REC) and the algorithm returns a set that recovers a valid configuration (REC is a solution) does
not exist. (iii) The case where a solution exists (∃REC) but the algorithm returns a set that does
not recover a valid configuration (REC is no solution) can be categorized as either a false positive
or as a false negative: It is handled as solvable by the algorithm, so it is a ‘positive’ output of the
algorithm. However, as the algorithm does not monitor the success of its output, it is not able to
evaluate an output to be false. Hence, the scenario could also be categorized as a false negative.
As both categories are valid interpretations, this scenario has a special impact on the evaluation
criteria. The correct categorization can only be identified by checking the system at time t0 + ∆t
[Schrödinger, 1935]. In the following, this case is called s-false. (iv) The case where no solution
exists (@REC) but the algorithm returns a set of events (REC is no solution) is a false positive.
(v) The case where a solution exists (∃REC) but the algorithm returns the empty set (∅) is a false
negative. (vi) The case where no solution exists (@REC) and the algorithm returns the empty set
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Table 8.1: Confusion matrix for reconfiguration.

ground truth

output ∃REC @REC
a
lg

o
ri

th
m

REC
REC is reconfiguration true positive tp

REC is no reconfiguration s-false sf false positive fp

∅ false negative fn true negative tn

(∅) is a true negative.
Using this categorization, evaluation criteria for binary classifiers can be transferred to reconfig-

uration algorithms [Zhou, 2021]. For these evaluation criteria, case (iii) is handled as a false positive
output. Then, the accuracy of an algorithm as a general measurement of its performance is defined
as

acc :=
tp + tn

tp + tn + sf + fp + fn
.

Precision is originally defined as the quotient of true positives and the sum of true and false
positives, i.e., the proportion of true positives in all scenarios that receive a positive output of the
algorithm. For reconfiguration, the denominator also includes case (iii) where a reconfiguration
exists, but no correct reconfiguration is returned. Hence, precision for reconfiguration is defined as

precision :=
tp

tp + fp + sf
.

Recall is defined as the quotient of true positives and the sum of true positives and false negatives,
so

recall :=
tp

tp + fn
.

Using the nomenclature from the confusion matrix, N = tp + tn + sf + fp + tn. The number of
scenarios which are assigned a solution, NREC, is given by tp + sf + fp, the number of scenarios which
are assigned the empty set is given by N∅ = fp + tn. Thus, the return rate can also be calculated by

rr =
tp + sf + fp

tp + tn + sf + fp + tn
.

8.2 Experimental Results for AutoConf

AutoConf is a reconfiguration algorithm targeting a wide range of practical applications. It operates
on observations of output variables and a description of causal dependencies in form of DGs. A
SAT solver identifies a set of reconfiguration operations recovering a valid configuration. In the
following, the statistical performance of AutoConf is evaluated using experiments (Section 8.2.1).
First, representative simulations from process engineering are used: the Tennessee Eastman Process
(TEP) [Downs and Vogel, 1993] and a three-tank system from control theory [Heiming and Lunze,
1999]. Furthermore, the performance is evaluated on the real-world life support system ECLSS
aboard the ISS. In Section 8.2.2, the runtime is examined using artificially generated systems from
process engineering.
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Table 8.2: Results for AutoConf on multi-fault scenarios of Tennessee Eastman Process.

∃REC ∨ @REC tp + sf + fp rr

3 faults 52 47 0.9

4 faults 17 16 0.94

5 faults 8 6 0.75

6 faults 3 2 0.67

total 80 71 0.89

8.2.1 Experimental Evaluation of Statistical Performance

Due to its applicability to partially observable systems, AutoConf addresses a wide range of hybrid
systems. Hence, it is evaluated on the Tennessee Eastman Process (TEP), an established benchmark
from process engineering, a benchmark of simulations for the evaluation of AI approaches, and a
real-world system. The systems are realistic examples of physical systems [He et al., 2019, Blanke
et al., 2016] and are characterized by continuous behavior and discrete modes.

The fault categorization from Chapter 4 is revived here. Instantaneous faults change state
variables x, and thus outputs y, once (Definition 4.5), e.g., an addition of water to a tank leads to
an abrupt increase of the water level. Persistent faults evolve over time and change state behavior
functions F and output functions G (Definition 4.6), e.g., a leak in a tank leads to a persistent
decrease of the water level. Mode faults affecting events (Definition 4.7) are not examined.

The implementation of AutoConf uses the SAT solver Z3 [De Moura and Bjørner, 2008].

Tennessee Eastman Process

The Tennessee Eastman Process (TEP) is a simulation of a production plant providing complex
control problems [Downs and Vogel, 1993]. It has served as an application example in the areas
of fault detection and diagnosis [Chen et al., 2014], alarm management [Manca, 2020], for the
evaluation of multi-agent systems [Rezki et al., 2016], reconfiguration methods [De la Mata and
Rodŕıguez, 2010], and as an example for digital twin modeling [He et al., 2019]. The system consists
of a reactor, a separator, a condenser, and a stripper, which are interconnected to deliver a specific
combination of gas and liquid from four different input materials. Twelve valves in the process
control the flow between the system components; 41 sensors measure system variables. States are
given by x1, x2, ..., x6 representing the level and the temperature in each tank. In the absence of
faults, the system is controlled by 17 control loops [Manca, 2020]. All linear valves in the system are
assumed to be maskable by reconfiguration, so the set of intentional events Σint is given by events
that open and close the valves.

Manca [2020] published data comprising single-fault scenarios, i.e., deviations in flow or concen-
tration of input products or stuck valves, and multi-fault scenarios, i.e., combinations of single-fault
scenarios with superposing effects. All of these fault scenarios are persistent faults, i.e., they affect
the system over time. Manca also defined limits of intervention which are used to create the area
of valid outputs Y val. From 100 multi-fault scenarios that were published, 80 multi-fault scenarios
lead to at least one output leaving the area of valid outputs Y val. These 80 scenarios, hence, are
examined in the following. The DGs required for the creation of system description SD are generated
from available system specifications and expert knowledge.
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Table 8.3: Confusion matrix for AutoConf on multi-fault scenarios of Tennessee Eastman Process.

ground truth

output ∃REC @REC

A
u
to
C
o
n
f

REC
REC is reconfiguration 32 0

REC is no reconfiguration 39 0

∅ 8 1

Table 8.2 shows the results of the evaluation. For 71 out of 80 fault scenarios, AutoConf returns
a set of reconfiguration operations; 9 scenarios are assigned the empty set. This leads to a return
rate of approximately 0.89.

Validation of Multi-Fault Scenarios The output of AutoConf is evaluated on a linear sim-
ulation approximating the TEP. The initial, invalid outputs y0 and the set of reconfiguration
operations are given as inputs to the simulation. Then, it is checked if y(t0 + ∆t) ∈ Y val, i.e., if a
valid configuration will be recovered. Reconfiguration time ∆t is set to 17s.

To check whether any solution exists, an iterative examination of all combinations of reconfigura-
tion operations is done. As soon as a combination leads to y(t0+∆t) ∈ Y val, no further combinations
are examined. However, as twelve reconfiguration operations exist, in the worst case, 212 = 4096
simulations need to be calculated. This costly approach allows for determining if a solution for the
reconfiguration scenario exists and creating a confusion matrix (see Table 8.3).

Out of 80 scenarios, only one scenario is unsolvable. This scenario is identified correctly by Au-
toConf. Out of 79 scenarios having at least one solution, AutoConf identifies 32 solutions. However,
39 scenarios are assigned a set which does not lead to y(t0 + ∆t) ∈ Y val in reconfiguration time ∆t;
eight scenarios are classified as unsolvable by AutoConf even though a solution exists. This leads
to an accuracy of approximately 0.45, a precision of approximately 0.45, and a recall of 0.8.

Three-Tank System by Heiming and Lunze [1999]

The benchmark system, presented by Heiming and Lunze [1999] (see Figure 8.1), consists of three
tanks that are connected by four valves. The outer tanks are connected to pumps delivering water;
the inner tank is connected to an outflow. The task of the system is to deliver a constant outflow.
The water level in each tank is measured by sensors. In the non-faulty case, the right tank is not
used but serves as redundant hardware. Various faults affecting state variables or connections and
combinations of these are injected into the system. For this system, the assumption of DGs being
independent of states x does not hold as the flow through the valves connecting the tanks depends
on the water levels (see also Chapter 5). Hence, the system description SD is extended manually
by binary variables indicating the direction of the water flow. These binary variables are connected
(via conjunction) to the variables representing the execution of events, so opening a valve connecting
two tanks only leads to an inflow into the second tank, if the water level in the first tank is higher.

If necessary, i.e., when a fault occurs, the redundant tank is used to maintain production. For
AutoConf, the integration of redundant hardware is represented by intentional events. 39 fault sce-
narios are examined. In addition to single faults, multiple fault scenarios consisting of two persistent,
one persistent and one instantaneous, or two instantaneous faults are simulated. Persistent faults
are tank leaks (2 scenarios), valves stuck in an either open or closed position (8 scenarios), and
pumps stuck on full power or blocked (4 scenarios). Instantaneous faults are abrupt drops and rises
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Figure 8.1: Three-tank system by Heiming and Lunze [1999].

of the water level, e.g., by manually adding cold or hot water (5 scenarios with intensity from 20%
to 70% of the current level). The results of the evaluation are shown in Table 8.4. All faults are
assigned a set of reconfiguration operations, so the overall return rate is 0.95.

Validation As for TEP, a simulation of the three-tank system is used for validation of results.
Reconfiguration time ∆t is set to 10s. The confusion matrix, which is the result of the validation,
is shown in Table 8.5. 37 out of 39 scenarios are handled correctly, so the accuracy is 0.95, the
precision is 1.0, and the recall is 0.95.

Environmental Control and Life Support System of the International Space Station1

ECLSS is a system in the COLUMBUS module aboard the ISS. The system consists of four fans,
a temperature control valve, and two redundant cooling and condensation cores. Its design is very
robust as it is of vital importance for the astronauts and experiments aboard the ISS. Multiple
sensors measure the airflow, pressure, temperature, and humidity in the system. We model the
system as a hybrid automaton with four state variables and eight binary variables, affecting these
state variables.

In total, 72 fault scenarios are examined. Single faults either affect state or input variables,
multiple faults are combinations of these. Faults may occur due to stuck valves, leakage in the
system, or other external disturbances. Due to the redundancy of the system, the failure of any
actuator can be handled.

For applying AutoConf, DGs are created from a system description and expert knowledge. As
AutoConf transforms these DGs into propositional logic, it is enabled to reason about the system
dependencies. For example, in case of a cooling core failing, AutoConf examines the logical formula

1The following results stem from the collaboration with Benjamin Kelm and the other authors of the paper

[Kelm et al., 2022] Benjamin Kelm, Kaja Balzereit, Lukas Moddemann, Stephan Myschik, and Oliver
Niggemann. Application of a model-based reconfiguration approach for the ISS COLUMBUS envi-
ronmental control and life support system (ECLSS). In 33rd International Workshop on Principle of
Diagnosis-DX 2022, 2022.

I would like to thank all authors for the opportunity to include these results within this work.
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Table 8.4: Results for AutoConf on three-tank system.

∃REC ∨ @REC tp + sf + fp rr

persistent 14 14 1

leak in one tank 2 2

valve stuck open 4 4

valve stuck closed 4 4

pump stuck full power 2 2

pump blocked 2 2

instantaneous 10 10 1

drop in water level (20%-70%) 5 5

rise in water level (20%-70%) 5 5

multiple persistent 4 4 1

leak in one tank, valve stuck 4 4

multiple persistent, instantaneous 10 8 0.8

valve stuck open, drop in water level 5 4

pump blocked, rise in water level 5 4

multiple instantaneous 1 1 1

drop in water level in 2 tanks 1 1

total 39 37 0.95

Table 8.5: Confusion matrix for AutoConf on three-tank system.

ground truth

output ∃REC @REC

A
u
to
C
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n
f

REC
REC is reconfiguration 37 -

REC is no reconfiguration 0 0

∅ 2 0
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Table 8.6: Confusion matrix for AutoConf on the Environmental Control and Life Support System.

ground truth

output of AutoConf ∃REC @REC

REC 18 45

∅ 0 9

to identify a new configuration that allows for desired system behavior. In this case, the temperature
can be lowered by using a redundant cooling branch.

Table 8.6 shows the results of the application of AutoConf. An extended formula determines
if the output of AutoConf is a true positive, false positive, true negative, or false negative result.
Thus, an accuracy of 0.375, a precision of 0.39, and a recall of 1.0 is achieved. However, Kelm et
al. [2022] also presented an adaptation of AutoConf comprising health statuses, dynamic DGs, and
serial actuator dependencies. With this extension of the original approach, 53 fault scenarios can be
handled appropriately, leading to an accuracy of approximately 0.74.

Interpretation of Results

The application of AutoConf to the TEP shows a return rate of 0.89, an accuracy and a precision
of each 0.45, and a recall of 0.8 (see Tables 8.2 and 8.3). For the three-tank system, AutoConf
achieves a return rate of 0.95, an accuracy of 0.95, a precision of 1.0, and a recall of 0.95 (see Table
8.5). The high return rate and recall show that AutoConf often returns solutions and rarely returns
the empty set. However, the confusion matrix (Table 8.3) reveals that AutoConf often identifies
incorrect solutions to reconfigurable scenarios. This may happen for three different reasons: (i) If
the magnitude of the symptoms is large, i.e., the difference between outputs and bound values is
large, the reconfiguration operations initiated by AutoConf might not suffice to recover valid system
behavior. (ii) It might occur that the magnitude of symptoms is small, so the outputs are close
to their bound values. However, AutoConf might initiate reconfiguration operations that affect the
outputs too much. As a result, the upper bound is violated instead of the lower bound after the
reconfiguration. (iii) AutoConf may initiate reconfiguration operations that also affect other state
variables than the one intended. Take Example 5.1 again. In case the water level in the left tank is
too low, AutoConf might open an inflow that not only brings additional water but also decreases
the temperature.

Scenarios for which a solution exists but AutoConf returns an empty set are rare. This happens
due to the faults leading to a conflict in the propositional formula underlying AutoConf, so it becomes
unsatisfiable.

ECLSS shows that AutoConf is also applicable to systems which actually operate in the real
world. Here again, a lower precision but a higher recall can be observed (see Table 8.6). Hence, Au-
toConf handles all reconfigurable scenarios correctly, but often fails to recognize non-reconfigurable
scenarios.

All of the scenarios not handled correctly stem from the abstraction done when creating the
propositional formula representing the reconfiguration problem. As this representation is a substitute
of the original problem (see also Chapter 5), the hybrid systems and its dynamics are not modeled
to their fullest extent. Instead, the representation is creatable from available information, however,
sacrificing an accuracy of 100%.

The high recall combined with a lower precision for the TEP and ECLSS makes AutoConf an
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offensive algorithm as it often returns correct solutions, but also returns false outputs. For practical
applications, this means that AutoConf often tries to reconfigure a fault scenario but might fail.
Here, an additional monitoring unit checking if the system is actually reconfigured after ∆t could
support. The unit could report if the reconfiguration has not been successful and initiate further
intervention.

8.2.2 Runtime Evaluation

The runtime analysis of AutoConf comprises a theoretical examination and a practical examination.

Theoretical Time Complexity

The O-Notation, as introduced by Bachmann [1894] and Landau [1909], allows for an estimation
of the worst-case time complexity of an algorithm. AutoConf CreateRS (Algorithm 5.1) contains a
loop over the dimension of outputs |Y | = p. In this loop, all edges in the DGs E+ and E− adjacent
to a specific output yi, i ∈ {1, ..., p} are sought. E+ and E− contain edges built from reconfiguration
operations Σint and outputs y ∈ Y ⊆ Rp. In case every event has a causal effect on every output, E+

and E− each contain |Σint| · p edges. Thus, AutoConf CreateRS has a polynomial time complexity,
i.e., it is in O(p2 · |Σint|).

AutoConf Solve (Algorithm 5.2) contains a loop over the number of reconfiguration variables
|RCFG|. Here, a valuation of RCFG is sought by a SAT solver. Consequently, the time complexity
of AutoConf Solve is given by O(|RCFG| · fSAT(|RCFG|)), where fSAT is the runtime of the SAT
solver. SAT solving is NP-complete, i.e., no algorithm with a polynomial complexity for solving
is known [Kautz and Selman, 2007]. Hence, fSAT is exponential in the number of reconfiguration
variables [Impagliazzo and Paturi, 2001]. And as |RCFG| = |Σint|, the time complexity can also be
expressed as O(|Σint| · fSAT(|Σint|)).

Practical Results

The runtime of AutoConf Solve is examined on simulations of artificially generated tank systems
with up to 3500 tanks. These tank systems are adaptations of Example 5.1 with a varying number
of tanks and interconnections. Consequently, the number of modes M, the dimensions of states x
and outputs y, and the number of reconfiguration operations Σint in the hybrid automata varies.
Various faults are injected and AutoConf is executed multiple times. Fault scenarios comprise leaks
in tanks and valves, pumps being stuck, continuous and discrete changes in temperature and/or
water levels, and combinations of these. 66% of fault scenarios are concerned with a single fault,
and 34% are concerned with multiple faults. All calculations ran on a Windows 10 system with Intel
Core i7-8500Y, 16 GB RAM, and 1.5 GHz.

The runtime of AutoConf Solve is compared to random search and a black-box approach (BBA).
Random search enumerates all possibilities in a random order. BBA starts with the initial, invalid
configuration and searches for a solution by executing events one by one. Thus, the behavior of an
uninformed operator is mimicked.

In each system, 58 faults are injected. The average computational time for solving these 58
reconfiguration scenarios is shown in Figure 8.2. |Σint| is chosen as the independent variable in
the plot, as it defines the number of variables (RCFG) that need to be set by the SAT solver, and
thus, directly influences the runtime. For systems with less than twelve reconfiguration operations,
random search and BBA find a solution in a shorter time than AutoConf does. But while the
runtime of AutoConf is nearly constant for up to 14 reconfiguration operations, the runtimes of
random search and BBA rise steeply for systems with more than twelve reconfiguration operations.
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Figure 8.2: Average calculation time of random search, a black-box approach, and AutoConf Solve
for artificially generated tank systems. Markers represent measured times, lines represent linear
interpolations between measured times. Note the logarithmic y-axis.
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Figure 8.3: Average calculation time of the black-box approach and AutoConf Solve for fault sce-
narios for which ∃REC. Markers represent measured times, lines represent linear interpolations
between measured times. Note the logarithmic y-axis. The non-monotonic course of the runtime of
AutoConf Solve for times smaller than 10−2 is due to measurement inaccuracies.

For systems with more than 14 reconfiguration operations, the runtimes of random search and BBA
exceed one second. Due to this explosion in runtime, larger systems are not examined.

BBA searches for a solution close to the initial configuration. Hence, the hypothesis that BBA
is faster for systems that have at least one solution, so for which ∃REC, shall be examined. The
runtime of BBA is compared to the runtime of AutoConf Solve in Figure 8.3. Whereas again, the
runtime of BBA is smaller than the runtime of AutoConf Solve for small systems, it rises approxi-
mately exponentially with the number of reconfiguration operations |Σint| and exceeds one second for
systems with up to 30 reconfiguration operations. As in Figure 8.2, the runtime of AutoConf Solve
remains nearly constant for systems with |Σint| ∈ [8, 30].

In a further experiment, the number of reconfiguration operations is increased until the average
time for one execution of AutoConf Solve also exceeds one second. Here, not only reconfiguration
scenarios for which at least one solution exists but also unsolvable scenarios are used again. The
results can be seen in Figure 8.4. For systems with |Σint| = 5000, the average time stays below 0.1
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Figure 8.4: Average calculation time for AutoConf Solve. Markers represent measured times, lines
represent linear interpolations between measured times. Note the logarithmic x- and y-axis. The
non-monotonic course of the runtime of AutoConf Solve for times smaller than 10−2 is due to
measurement inaccuracies.

seconds; for systems with |Σint| ≥ 45000, the runtime exceeds one second.

Interpretation of Results

When compared to other search algorithms, the runtime of AutoConf Solve clearly stands out (see
Figure 8.2). While random search and BBA suffer from combinatorial explosion even for small-scale
systems, AutoConf Solve solves the problems in a short time (less than 0.05s). BBA often finishes in
a short time if a solution exists as it tries reconfiguration operations one by one. This is effective when
a solution can be found close to the initial solution (see Figure 8.3). However, if no solution exists
and the search space becomes larger, random search is faster since BBA contains computationally
more intense operations (see Figure 8.2). The reason for the good performance of AutoConf is that
it relies on SAT solving, for which many solution strategies removing invalid solutions early from
the search space exist, e.g., DPLL. Thus, qualitative information about the reconfiguration problem
is used to accelerate the search. As random search and BBA do not integrate this information into
their search, the early exponential blowup is not surprising.

Nevertheless, the NP-complete problem underlying SAT also leads to an exponential blowup for
AutoConf Solve (see Figure 8.4). However, the extent of the blowup significantly differs from the
blowup of the compared algorithms as AutoConf Solve keeps runtimes below 1s for systems with
up to 104 reconfiguration operations. Hence, the evaluation shows AutoConf to keep reasonable
runtimes even for large-scale systems.

8.3 Experimental Results for BFReconf

The theoretical examination of BFReconf (Chapter 7) already covers a subclass of hybrid systems,
for which it shows soundness and completeness. Given a sound parametrization, BFReconf has
a precision of 1.0, as no false sets of events are returned. Still, in case the parametrization is
not complete, BFReconf may return no solution for reconfiguration scenarios having a solution
(false negative), such that the recall may be smaller than 1.0. Given a complete parametrization,
BFReconf has a recall of 1.0, as it always returns a solution, in the case at least one exists. In case
the parametrization is not sound, however, BFReconf might still return false results (s-false, false
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Figure 8.5: Nonlinear generator example.

positive) leading to a precision below 1.0. Given a sound and complete parametrization, BFReconf
has an accuracy, recall, and precision of 1.0 as it returns no false solutions.

To examine how BFReconf behaves for systems, for which neither a sound nor a complete
parametrization is possible, its statistical performance is evaluated using the following, completely
observable systems for which information about state behavior functions at the time of reconfigura-
tion is available: a benchmark system from automated planning [Cashmore et al., 2020], and again,
the TEP [Downs and Vogel, 1993], and the three-tank benchmark by Heiming and Lunze [1999]
(Section 8.3.1). From the information given, BFReconf creates a problem representation in search
and uses greedy BFS to find a solution.

To examine the efficiency of the solution strategy (RQ3), the runtime is evaluated experimentally
on artificially generated linear hybrid systems (Section 8.3.2).

8.3.1 Experimental Evaluation of Statistical Performance

For nonlinear systems, the theorems from Chapter 7 do not apply. Hence, for these systems, the
capabilities of BFReconf are examined by experiments.

The cost function for events is assumed to be constant for all systems examined.

Generator Example

For the evaluation of planners for hybrid systems, various benchmark systems have been established
[Piotrowski et al., 2016, Cashmore et al., 2020], and one of them is the generator example. It consists
of a generator G which operates on fuel and q ∈ N tanks T1, T2, ..., Tq for refueling (see Figure 8.5)
[Bogomolov et al., 2014, Cashmore et al., 2016]. q is a parameter varying the complexity of the
problem. The overall goal of the system is to keep the generator fueled. Two versions of the system
are examined: the cubical problem, where the system behavior is described by cubical equations,
and the Torricelli problem, where the system behavior is described by Torricelli’s law.

In the following, BFReconf is applied to both systems for various q. Instead of solving the
complete planning problem, BFReconf is confronted with the system when the fuel level in the
generator is below a critical value lbcritical = 100. The initial fuel level in the generator is given by 95−
10qrinit with rinit being a random variable equally distributed in [0, 1]. The task of reconfiguration
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lines represent interpolations between the measured accuracy with termination after 214 iterations.

then is to find a new configuration, i.e., an opening of valves that leads to a fuel level above lbcritical.
For both cases (cubical and Torricelli), the level in the generator is described by the ODE ẋG =
−ẋ1− ...− ẋq, where xG describes the generator level and xi describes the level in tank Ti. ∆t is set
to 21.5s as this is approximately the time it takes for one tank to refuel 10 liters to the generator.

Cubical Problem For the cubical problem, the outflow of a tank is given by

ẋi(t) =

{
−0.001t3 if valve vi is opened,

0 else
∀i ∈ {1, ..., q}. (8.1)

As f(x)i = −0.001t3 is not linear, Theorems 7.4 and 7.5 do not apply. Hence, αµ,G := 0.002nµ∆t
and βµ,G = 0.006nµ∆t, where nµ ∈ {0, 1, ..., q} is the number of valves that are opened (depending
on mode µ), are chosen as heuristic parameters of BFReconf. State behavior functions under faults
fµ,τ and their gradients are assumed to be known at time t0 and given by Equation (8.1). The
components of lb are set to 0 for all tanks Ti, i ∈ {1, ..., q} and to 100 for the generator. The
components of ub are set to 500 for all tanks Ti, i ∈ {1, ..., q} and to 1000 for the generator. On
average, 140 cases for each q ∈ {1, ..., 15} are run. The accuracy of BFReconf can be seen in Figure
8.6. For up to q = 15, BFReconf is executed and the accuracy is illustrated. For q > 16, the runtime
of BFReconf rises strongly (> 10s), such that the maximum number of iterations are limited to 214.
After 214 iterations, BFReconf stops and the scenario is handled as if no solution is found. Starting
at 1.0, the accuracy of BFReconf slowly decreases with q to approximately 0.7 for q = 26.

Torricelli Problem For the Torricelli problem, the outflow of a tank i ∈ {1, ..., q} is described by
Torricellis law

ẋi(t) =

{
−
√

2gxi(t) if valve vi is opened,

0 else,
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Table 8.7: Results for BFReconf on multi-fault scenarios of Tennessee Eastman Process.

∃REC ∨ @REC tp + sf + fp rr

3 faults 52 35 0.67

4 faults 17 7 0.41

5 faults 8 7 0.875

6 faults 3 3 1

total 80 52 0.65

where g ∈ R>0 is the gravitational acceleration. Clearly, the state behavior function f(x) is not
linear. However, as

ẍi(t) = −2gẋi(t) · (2gxi(t))−
1
2 = −2g

and ẍG(t) = 2nµg, ḟ is constant. Hence, a sound and complete parametrization with αµ,G :=
βµ,G := 2nµg is possible (see Theorems 7.2, 7.3). The weak interconnection, which is a requirement
for Theorem 4.2, is not satisfied for q > 1 as ẋG depends on all other state variables. However,
since this requirement is only necessary to ensure that a valid control program exists, and this
system has no continuous inputs that are controlled, soundness and completeness of BFReconf or
BFReconfComplete, respectively, still apply.

Comparison to AutoConf For comparison, the statistical performance of AutoConf is esti-
mated. As AutoConf contains no quantitative information and aims to minimize the cardinality of
a solution, AutoConf would always initiate the opening of only one valve. This leads to an increase
of approximately 10 liters in the generator. Hence, if this operation recovers a valid configuration, so
the water level after reconfiguration is above lbcritical, AutoConf reconfigures the system correctly.
So, if 95 − 10qrinit + 10 > 100 is satisfied, the output of AutoConf is a correct solution. This can
be transformed to rinit < 1/(2q). As rinit is equally distributed in [0, 1], AutoConf ’s accuracy is
expected to be 1/(2q). As can be seen in Figure 8.6, the accuracy of AutoConf is significantly lower
than the accuracy of BFReconf.

Tennessee Eastman Process

As for AutoConf, the multi-fault scenarios of TEP are used for evaluating BFReconf. For a detailed
description of the process, please see Section 8.2.1. Faults injected into the system comprise devi-
ations in the material concentration, the temperature of the material, the flow of input materials,
and deviations in valve opening positions. In case of deviations leading to x /∈ Xval

µ , reconfiguration
searches for a set of events that will recover a valid configuration. In addition, Manca [2020] defined
limits of intervention which serve as a basis when defining the bound values of the area of valid
operation Xval

µ for each mode µ ∈ M. 80 multi-fault scenarios are examined in the following. As
soon as at least one state variable is out of its valid area, reconfiguration is initiated.

Table 8.7 shows the results of the proposed approach. In total, 52 of 80 fault scenarios are assigned
a set of events, so the return rate rr is approximately 0.65. 28 scenarios are not reconfigured due to
the set of goal states Sα,β being empty.
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Table 8.8: Confusion matrix for BFReconf on multi-fault scenarios of Tennessee Eastman Process.

ground truth

output ∃REC @REC

B
F
R
ec
o
n
f

REC
REC is reconfiguration 52 -

REC is no reconfiguration 0 0

∅ 27 1

Validation The results of validation are shown in Table 8.8. All of the 52 cases, for which BFReconf
returns a solution are valid solutions. This leads to an accuracy of approximately 0.76, a precision
of 1.0, and a recall of approximately 0.66.

Three-Tank System by Heiming and Lunze [1999]

Like AutoConf, BFReconf is applied to the three-tank system [Heiming and Lunze, 1999] (see Section
8.2.1). The system behavior is defined by nonlinear equations from fluid dynamics. The areas of valid
operation Xval

µ and parameters αµ, βµ for each mode µ ∈ M are chosen based on these dynamics.
Reconfiguration time is set to ∆t = 20s. Table 8.9 shows the result for each fault scenario, Table
8.10 shows the confusion matrix for BFReconf. The first column indicates the type of fault and
describes the fault scenarios in detail. The second column shows the number of fault cases for the
specific scenario. Column BFReconf shows the absolute number of correctly handled fault scenarios,
acc is the algorithm accuracy.

Interpretation of Results

The generator example clearly highlights the strengths of BFReconf and the limitations of AutoConf.
As BFReconf can be parameterized in a sound and complete way, an accuracy of 1.0 for the Torricelli
problem can be observed. When it comes to the cubical problem, the accuracy decreases but stays
above 0.7 for systems with up to 26 tanks (see Figure 8.6). The reason for this good performance
is the quadratic estimation done by BFReconf, incorporating current states and state behavior
functions. While this also is a substitution of the original problem, it is very close to the actual
course of the states. AutoConf, on the other hand, does not take information about the magnitude of
a symptom into consideration when searching for reconfiguration operations. Hence, AutoConf does
not differ between scenarios requiring a small adaptation and scenarios requiring larger adaptations.
Whereas this is feasible for many systems, such as TEP or the three-tank system, the generator
example brings AutoConf to its limitations.

Application to TEP show that even though the return rate of BFReconf is smaller than that of
AutoConf (0.65 vs. 0.89), it handles more scenarios correctly (accuracy of 0.76 vs. 0.45) (see Table
8.8). This results from the fact that the problem representation of BFReconf integrates states x
quantitatively, whereas AutoConf integrates outputs y qualitatively. Furthermore, the estimation of
future behavior is rather coarse for AutoConf, as this, again, is done purely qualitatively. BFReconf,
on the other hand, considers state behavior functions when estimating future behavior, which again,
is more detailed.

Nevertheless, 27 reconfigurable scenarios are labeled as unsolvable by BFReconf, even though
a solution exists. This happens because parameters αµ and βµ are chosen too strictly such that
existing solutions are excluded by the approximation (Equation (6.1)), so the set of goal states is
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Table 8.9: Results for BFReconf on three-tank system.

cases BFReconf acc

persistent 14 11 0.79

leak in one tank 2 2

valve stuck open/closed 8 7

pump stuck full power/blocked 4 2

instantaneous 10 9 0.9

drop in water level (20%-70%) 5 5

rise in water level (20%-70%) 5 4

multiple persistent 4 4 1

leak in one tank, valve stuck 4 4

multiple persistent, instantaneous 10 7 0.7

valve stuck open, drop in water level 5 3

pump blocked, rise in water level 5 4

multiple instantaneous 1 1 1

drop in water level in 2 tanks 1 1

total 39 32 0.82

Table 8.10: Confusion matrix for BFReconf on three-tank system.

ground truth

output ∃REC @REC

A
u
to
C
o
n
f

REC
REC is reconfiguration 32 -

REC is no reconfiguration 0 0

∅ 7 0
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empty. Consequently, as opposed to AutoConf, the precision of BFReconf is higher than its recall.
Thus, BFReconf — for the given parametrization — is more defensive, i.e., it is more likely to return
no solution when there might be one, than to return an incorrect solution. This defensive behavior
is confirmed again for the three-tank system (see Tables 8.10). All of the scenarios not handled
correctly result from BFReconf returning no solution. If it returns a solution, it is always correct.

8.3.2 Runtime Evaluation

BFReconf (Algorithm 6.3), in the worst case, iterates over all modes of the hybrid automaton, of
which there are |M|. Within each iteration of this loop, BFReconf (i) searches for the minimum
value in the list of modes to examine, of which there are at most |M|, (ii) iterates over the dimension
of states x to check the quadratic approximation, and (iii) iterates over all events applicable in the
given mode, Σint. Hence, the worst case time complexity is given by O(|M|·(|M|+dim(x)+ |Σint|)).
Note that the number of modes |M| and the number of events |Σint| are dependent: as there are no

parallel events, an automaton with |Σint| events has at most 2|Σ
int| modes.

However, BFReconf targets a minimal adaptation of the system, which usually is close to the
initial configuration. And as nodes close to the initial search node are examined first, the following
hypothesis can be drawn: In practice, a solution can often be found in less than exponential time.
To examine the validity of this hypothesis, the runtime of BFReconf is examined experimentally.

Description of Testsuite

As BFReconf is designed for linear hybrid systems, linear hybrid automata with a variable number
of modes |M| and a variable dimension of states dim(x) are generated. The bound values lb,ub are
given by 0 and 1, respectively, for each dimension of x and for each mode µ ∈M. The initial value
for a state xi is given by x0

i = rifinit − 0.5(finit − 1) with a random number ri equally distributed
in [0, 1] and a parameter finit ∈ R≥0. Hence, with a probability of f−1

init, component x0
i lies within

[lbi,ubi]; with a probability of 1 − f−1
init component x0

i needs to be reconfigured. The runtime for
one execution of BFReconf was examined on a Windows 10 with an Intel Core i7-8565U CPU with
32GB RAM and 1.8 GHz for various combinations of parameters |M|,dim(x), and finit.

Results

In Figures 8.7 to 8.9, the average runtime for one execution of BFReconf for different parameter
combinations is shown. For each combination, 10 random systems with the same parametrization
are examined. From these 10 systems, the average runtimes are calculated.

In Figure 8.7, the results for finit = 1.11 are shown. In Figure 8.7a, the runtime for fixed |M|
and variable dim(x) is shown; in Figure 8.7b, the runtime for fixed dim(x) and variable |M| is
shown. From Figure 8.7a, the hypothesis that the runtime of BFReconf, for these experiments,
depends linearly on dim(x) is drawn. This hypothesis is verified by an F -test which checks if a
cubical regression leads to a significantly more accurate model than a linear regression (significance
level α = 0.1). For this purpose, the F statistic

F =

SSRr−SSRur

q

SSRur

nobs−k−1

is calculated, where SSRr and SSRur are the residuals of the restricted and unrestricted regressors,
nobs is the number of observations, q is the degree of the cubical model, and k is the difference
between the degrees of the restricted and the unrestricted models (in this case 1). This quotient is



CHAPTER 8. EXPERIMENTAL RESULTS 98

0 0.5 1 1.5 2

·104

0

2

4

6

8

dim(x)

ti
m

e
in

s
|M|
1024

4096

8192

16384

32768

(a) Varying dimension of states x.

0 1 2 3

·104

0

2

4

6

8

|M|

dim(x)

20000

17500

15000

12500

10000

7500

5000

1000

(b) Varying number of modes M.

Figure 8.7: Average calculation time of BFReconf for finit = 1.11. Markers represent measured
times, lines represent linear interpolations between measured times.

F -distributed with q and nobs − k − 1 degrees of freedom, so in case the quotient is larger than the
critical value of Fq,nobs−k−1(1− α), the null hypothesis is rejected, meaning that cubical regression
leads to a significantly more accurate model [Wooldridge, 2015]. For all curves, the null hypothesis
is not rejected, i.e., a cubical regression is not significantly more accurate than a linear model.

From Figure 8.7b, the hypothesis that the runtime of BFReconf, for these experiments, does not
depend on |M| is drawn. To verify this hypothesis, an F -test which checks if a cubical regression leads
to a significantly more accurate model than a constant model (significance level α = 0.1) is performed.
For all curves but dim(x) = 5000, dim(x) = 10000, dim(x) = 12500, and dim(x) = 17500, the null
hypothesis is not rejected, i.e., a cubical regression is not significantly more accurate than a constant
model. When examining Figure 8.7b, however, we can see that the non-constant effects of the number
of modes, while being statistically significant, have no practically significant effect on the runtime.

In Figure 8.8, the results for finit = 2 are shown. For the F -tests performed here, the null
hypothesis that the linear model is the correct model (Figure 8.8a) is not rejected in favor for
the alternative of a cubical model (significance level α = 0.1). For the hypothesis of a constant
model (Figure 8.8b) with the alternative of a cubical model, the null hypothesis is only rejected for
dim(x) = 15000 (significance level α = 0.1).

Hence, BFReconf often finds a solution in a short time and seems to scale linearly in the number
of states and constantly in the number of modes. This results from the fact that a solution close to the
initial search node exists. However, given a completely connected automaton and a large proportion
of faulty states, fewer solutions exist. Hence, also experiments for finit = 100 are performed, leading
to states being outside the area of valid operation with a probability of 99%. The runtime for these
experiments is shown in Figure 8.9. When checking the hypothesis of an accurate linear model for the
course of runtime depending on dim(x) against a cubical model, the null hypothesis is not rejected.
Hence, in this case, a cubical model has no statistical improvement over a linear model. However,
when it comes to the hypothesis of an accurate constant model against a cubical model for |M|, the
null hypothesis is rejected for all examined trajectories, so a cubical regression is significantly more
accurate than a constant model.
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Figure 8.8: Average calculation time of BFReconf for finit = 2. Markers represent measured times,
lines represent linear interpolations between measured times.
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Interpretation of Results

BFReconf is observed to scale linearly in the number of states (see Figures 8.7a, 8.8a, 8.9a). The
F statistic confirms this presumption. This is not surprising, as the theoretical complexity depends
linear on the number of states.

The practical results for a varying number of modes, however, significantly differs from the worst-
case time complexity. The runtime is shown to scale constantly in the number of modes for linear
hybrid systems with 50% of states expected to be invalid and a connection probability of modes
between 40 and 80% (see Figures 8.7b, 8.8b). This results from the facts that a valid configuration
often can be found close to the initial invalid one and that BFReconf terminates as soon as the first
solution is found. This finding is significant as it shows BFReconf to be applicable even for large-
scale systems. The number of modes of a hybrid system may be very large even for small systems,
as adding one component with two operating modes (e.g., a valve which is either open or closed)
doubles the number of modes. But with a constant dependency on the modes, this exponential rise
does not affect the runtime of BFReconf.

However, when the fault probability rises to 99%, the runtime is observed to no longer scale
constantly in the number of modes but to follow a steep rise which peeks at approximately |M| =
10000 and a flattening to a presumably constant trajectory for |M| > 15000 (see Figure 8.9b). This
results from test scenarios for |M| ≤ 15000 often being unsolvable. Hence, the complete search
space needs to be examined. But with the number of modes rising, the expected number of goal
nodes in the search space rises again, so the runtime stabilizes to a constant course.



Chapter 9

Discussion

Chapter Outline In this chapter, the formal definition (Chapter 4), the presented ap-
proaches (Chapters 5 and 6), and the results (Chapters 7 and 8) are discussed and related
to the state of the art. Four key findings answering the research questions RQ1 - RQ4 are
identified, which form the basis for the organization of this chapter (Sections 9.1 - 9.4).

In Chapter 1, four central research questions for reconfiguring hybrid systems are derived from
the state of the art. The following is a discussion of how the previous chapters answer these research
questions. Furthermore, the key findings (KF) of the thesis are identified.

(KF1): Definition 4.9 is a new, formal definition of static reconfiguration for hybrid
systems. RQ1 asks for a formal definition of static reconfiguration for hybrid systems. In the
MBD community, existing work is mainly concerned with discrete systems; in the control community,
reconfiguration is formalized as a task directly linked to control which requires detailed quantitative
models of the system. In Chapter 4, a new, formal definition of static reconfiguration for hybrid
systems is derived from the perspective of AI, and thus RQ1 is answered.

(KF2): The reconfiguration problem for hybrid systems can be solved efficiently by a
representation in propositional logic or a direct encoding in search. RQ2 targets a model
of reconfiguration for hybrid systems that enables efficient solving. The first approach, AutoConf
(Chapter 5), is applicable to a broad range of hybrid systems as it creates an intuitive problem
representation in propositional logic. The second approach, BFReconf (Chapter 6), has compara-
tively strict requirements but rewards this strictness with soundness and completeness. It creates a
problem representation directly in search, where search nodes represent valid and invalid configura-
tions. When evaluated experimentally, both approaches achieve an accuracy between 0.45 and 0.95
for representative systems. Hence, the experimental evaluation (Chapter 8) supports the claim that
both modeling formalisms enable efficient solving — answering RQ2.

(KF3): The presented algorithms efficiently solve the reconfiguration problem for hy-
brid systems, although their worst-case computational complexity scales exponentially
with the number of events. RQ3 is concerned with suitable solution algorithms for reconfig-
uration problems. AutoConf creates a problem description in propositional logic and uses SAT
solving based on the DPLL strategy. A great advantage of this strategy is the early exclusion of
unsatisfying solutions, such that constraints reducing the search space are considered during the
search. BFReconf utilizes an adaptation of greedy best-first search (BFS) examining configurations
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close to the initial configuration first. Thus, it benefits from the property that a solution is expected
to be found close to the initial solution. The experimental examination shows runtimes far below
an exponential blowup. Consequently, many reconfiguration problems can be solved efficiently and
RQ3 is answered.

(KF4): Soundness and completeness can be achieved for completely observable, BIBO
stable, time-invariant, weakly-interconnected, linear hybrid systems. RQ4 addresses the
properties of soundness and completeness of a reconfiguration algorithm. Whereas for discrete
systems, soundness and completeness of the solution algorithm can be ensured by using sound and
complete search strategies, for hybrid systems, also the system itself needs to be considered. In this
thesis, for the first time, (i) a formal definition of soundness and completeness for reconfiguration of
hybrid systems is given and (ii) a reconfiguration algorithm is shown to be sound and complete for
a specific class of hybrid systems, answering RQ4 (Chapter 7).

9.1 New, Formal Definition of Reconfiguration for Hybrid
Systems (KF1)

One of the first formal definitions of reconfiguration was given by Crow and Rushby [1991], who
derived their work from the foundations of model-based diagnosis (MBD) [Reiter, 1987, De Kleer
and Williams, 1987]. Given a purely discrete system model, reconfiguration is formalized as the iden-
tification of a subset of components that must be reconfigured to restore desired system operation.
But with the increasing complexity of real-world systems [Gorod et al., 2008, Punzo et al., 2020] and
the need for more detailed models accompanying this trend [Brunton and Kutz, 2022], the research
interest in hybrid systems has also grown [Diedrich et al., 2019]. This led to an increase in research
in the application of qualitative methods; reachability analysis [Guernic and Girard, 2009, Kong et
al., 2015], and MBD [Narasimhan and Biswas, 2007, Diedrich et al., 2019] at the forefront of this.
In parallel, the desire for control and monitoring of these systems [Gorod et al., 2008], also enabled
by the higher availability of data [Jazdi, 2014], led to higher requirements for the algorithms behind
these techniques [Niggemann et al., 2015]. Hence, the extension of reconfiguration to hybrid systems
became the next logical step.

Definition 4.9 presents a formal definition of reconfiguration for hybrid automata from the per-
spective of AI and therefore contributes to this research gap. The definition is agnostic to the so-
lution algorithm chosen for solving the reconfiguration problem, i.e., the definition applies whether
the problem is solved by a direct encoding in search, by abstraction in a logical calculus, or by other
means. From this algorithm-agnostic definition, a definition of reconfiguration in propositional logic
is derived (see Definition 5.2). This definition stems from the modern formalization of MBD in
propositional logic [Feldman et al., 2010] and extends these works to reconfiguration.

9.2 Modeling Formalisms Logic and Search Enable Efficient
Solving (KF2)

Experimental evaluation shows AutoConf and BFReconf to achieve an accuracy between 0.45 to
0.95 for representative experiments. This is a significant result as these faults, if not handled by
reconfiguration, might have led to outages or system downtime [Tomiyama and Moyen, 2018].

Also, the theoretical evaluation shows that in case the system outputs are outside the area of valid
outputs, AutoConf always initiates the search for an adaptation, as the underlying propositional
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formula becomes unsatisfiable otherwise. Furthermore, BFReconf allows for making statements
about soundness and completeness, which, in combination, lead to an accuracy of 1.0. Hence,
theoretical and experimental evaluations allow for the claim that the presented modeling formalisms
enable efficient solving of the reconfiguration problem of hybrid systems.

For a modeling formalism to be appropriate for the reconfiguration of hybrid systems, four
requirements (M1) - (M4) are identified in Chapter 1. How the presented algorithms meet these
requirements is discussed below.

(M1): The modeling formalism needs to model the current system status and the pos-
sibilities of the hybrid system to adapt to a fault, including the effects of the adapta-
tion, using available system information. A modeling formalism for reconfiguration needs
to integrate the redundancies of the system, such that a solution algorithm can reason about the
consequences of an adaptation. These redundancies can either be integrated by examination of the
hybrid automaton, as BFReconf does, or be modeled using DGs, as AutoConf does. If, in addition,
approximations or even the complete state behavior functions of the system dynamics are available,
BFReconf can be applied and it may even guarantee soundness or completeness. In contrast to the
approaches solely applicable to discrete systems [Nica and Wotawa, 2011, Friedrich et al., 2011],
BFReconf abstracts continuous behavior by discrete symbols, so it is applicable to hybrid systems.
The availability of an estimation of state behavior functions under faults is the key point. This is
an expensive prerequisite but comes along with the applicability of a highly performant algorithm.

AutoConf, on the other hand, operates on DGs describing the dependencies between input and
output variables. Even though this abstraction also requires some expert knowledge, it omits the
need for a quantitative system model. This way, however, the severity of a symptom, i.e., the mag-
nitude of the deviation from non-faulty behavior, is not considered when identifying reconfiguration
operations. Nevertheless, AutoConf is shown to efficiently handle many reconfiguration scenarios,
for example for the Tennessee Eastman Process, the three-tank system by Heiming and Lunze [1999],
and the Environmental Control and Life Support System.

Both algorithms omit the need for a predefinition of faults: Fault handling algorithms can be
separated into algorithms being only applicable to known faults that need to be predefined and
algorithms that require no such information [Niggemann et al., 2014, Khorasgani and Biswas, 2019].
When it comes to real-world systems, non-determinism, i.e., events and faults that could not be
foreseen at design time, to some degree, has to be taken into account [Skogen et al., 2021]; a
reconfiguration algorithm should not assume that all faults are known when creating the system
model. As both reconfiguration algorithms handle faults as soon as control is no longer working
correctly, they are also applicable to unknown faults. BFReconf requires at least information about
the state behavior functions at the time of reconfiguration, which can be drawn from established fault
estimation techniques developed in the last decades [Zhang et al., 2018a, Li et al., 2018]. AutoConf,
on the other hand, completely works on weak-fault models, so no fault information is required.

Blanke et al. [2016] understand reconfiguration as a problem closely linked to control as recon-
figuration here comprises the selection of an appropriate set of actuators, the identification of new
control laws, and the determination of new reference values for the control loops. To achieve all
these goals at the same time, explicit knowledge about the state behavior functions fµ,τ under fault
τ is required, i.e., they require strong-fault models. However, it is noteworthy that, in contrast to
AutoConf and BFReconf, the approach by Blanke et al. not only reconfigures the system in terms of
moving the system back to the area of valid operation but simultaneously identifies a new, optimal
control that accommodates the fault. Nevertheless, their approach requires more information about
the system than AutoConf and BFReconf do, as AutoConf operates on dependency graphs and
BFReconf requires only information about the gradient of state behavior functions fµ,τ at time t0.
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(M2): The modeling formalism needs to integrate the requirements of control to work
as desired. The requirements of control are integrated by defining an area of valid operation or an
area of valid outputs, respectively. These areas describe subspaces of the state or output space for
which control is able to work as intended. They, therefore, allow for reconfiguration algorithms to
reason about valid and invalid configurations. Whereas BFReconf operates directly on states, and
hence, requires complete observability, AutoConf omits this requirement as it operates on outputs.
This is very common in control theory, as usually, an observer estimates the states from the outputs
[Lunze, 1996]. Either way, AutoConf and BFReconf overcome the state of the art, as most existing
reconfiguration approaches do not integrate control [Nica and Wotawa, 2011, Friedrich et al., 2011].

A limitation here is the requirement for rectangular areas of valid operation or areas of valid
outputs, respectively. Rectangularity enables the reconfiguration algorithms to trace invalid config-
urations back to individual components of states or outputs that need to be moved back to their
valid intervals. However, theoretically, these areas might be arbitrary, high-dimensional shapes. But
in practical applications, simpler restrictions often suffice as they often need to be defined manu-
ally by experts [Ogata, 2010, Wilkie et al., 2017]. Complex dependencies between states or outputs
themselves are expensive for experts to define. Hence, the assumption of rectangularity is reasonable.

Another limitation is the independence of the areas of valid operation/outputs from modes of
the hybrid automaton. But as can be seen in Example 5.1, the number of modes rises exponentially
with the number of components having discrete statuses (e.g., 210 modes for 10 components). And
as these areas usually are defined by experts, independence of modes is a common restriction to keep
manual efforts to a reasonable extent.

(M3): The modeling formalism needs to integrate estimations of future system states of
the hybrid system. The estimation of future system states is another key point of the models as
hybrid systems evolve dynamically. States are approximated quadratically by BFReconf, estimating
if states after execution of events and passing of reconfiguration time lie within the area of valid
operation or not. AutoConf incorporates an estimation of future states by DGs. Instead of a precise
value, it is only estimated, if the execution of an event leads to an increase or decrease of a state
variable. This, of course, is a simplification that does not allow for a distinction between minor
and major deviations. However, as reconfiguration targets the recovery from major deviations,
this limitation is reasonable. Minor deviations usually are handled by an FTC strategy. Both
approaches reduce the sensitivity to noise, which, especially for quantitative approaches, may have
severe impacts on the results [Prasov and Khalil, 2012].

(M4): The modeling formalism needs to be generic for hybrid systems, i.e., it must
not contain specific system information. In general, AutoConf and BFReconf encounter no
system-specific information such that this requirement, as well, is satisfied. Nevertheless, system
data for learning DGs is drawn from the hybrid system operating in a specific context [Niggemann
et al., 2012] and a hybrid automaton contains ODEs describing the system behavior which usually
follow the laws of an underlying theory, e.g., fluid dynamics. Hence, the system models underlying
AutoConf and BFReconf implicitly also integrate some context about the usage of the system. For
example, a tank usually is described by its diameter and height, a valve is described by its diameter
and length. But as soon as instead of the system fluids the system weight shall be examined,
the corresponding ODEs or DGs do not contain enough information (see also the discussion about
the no-function-in-structure principle [De Kleer and Brown, 1984, Keuneke and Allemang, 1989]).
However, the focus on a specific usage of a system often allows for creating lightweight models.
Hence, the best a reconfiguration approach can do is to not pose any further restrictions on the
genericness of the model. AutoConf and BFReconf satisfy this.
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9.3 Logic and Search Find Solutions Fast (KF3)

Logic and search belong to the most popular methods for deductive reasoning [Aggarwal, 2021]. It
is therefore assumed that they are suitable for reconfiguration. To support this claim, the presented
approaches are validated in a wide range of experiments. The analysis of the runtime shows that for
the majority of the problems examined, a solution can be found in a short time (see Sections 8.2.2,
8.3.2). Furthermore, the runtime not necessarily scales exponentially with a rising number of events
but shorter runtimes can often be observed. Thus, the evaluation suggests AutoConf and BFReconf
to solve many reconfiguration problems for various systems fast.

Analogously to the requirements for modeling formalisms, requirements for solution algorithms
(S1) - (S3) are identified (Chapter 1). These are discussed below for AutoConf and BFReconf.

(S1): The solution algorithm needs to take restrictions on the solution space coming
from the hybrid system into account. AutoConf is shown to efficiently solve large systems,
whereas other solution strategies timed out magnitudes ago. The reason for this good performance
is the targeted search of the SAT solver, as invalid solutions are removed early from the search
space (see for example DPLL [Davis and Putnam, 1960, Davis et al., 1962] in Chapter 2). However,
SAT solvers come with the drawback of sacrificing the optimal solution for quick identification of an
arbitrary solution. But as SAT is an NP-complete problem, the search for the optimal solution may
require a lot of time, even for small problems. A satisfying solution often can be found faster. The
short runtime directly pays into the trend of the increasing complexity of real-world systems [Gorod
et al., 2008, Punzo et al., 2020]. As with this trend, the requirements for algorithms operating on
these systems increase as well [Niggemann et al., 2015], efficient solution strategies are required.

The runtime of BFReconf often scales linearly in the number of states and even constant in
the number of modes. This stems from the fact that a new, valid configuration often can be found
close to the initial invalid one. Thus, even though BFReconf does not exclude invalid solutions
as DPLL does, information about a promising direction of search is incorporated. Consequently, a
short runtime can be observed and (S1) is satisfied partially.

(S2): The solution algorithm needs to be compatible with static models containing
qualitative information. In contrast to FTC [Ma et al., 2019, Guo and Chen, 2020], reconfigu-
ration is a one-time adaptation of the system, i.e., a set of instantaneous events is executed to recover
a valid system configuration. Therefore, reconfiguration algorithms must be compatible with static
information. However, when operating on hybrid systems, dynamic behavior needs to be considered.
This is integrated by symbols in propositional logic (AutoConf ) or quadratic approximations defin-
ing goal states in a static search space (BFReconf ). Even though these estimations are simple, they
are reasonable: as reconfiguration is a one-time adaptation concerned with a short time horizon, no
complex, multi-step evaluations are required. Also, in contrast to FTC, quantitative values do not
need to be monitored continuously. The accuracy reached by the algorithms shows the practical
effectiveness of this static approach.

(S3): The solution algorithm needs to enable the direct integration of expert knowl-
edge and intuitive modeling. AutoConf allows for the direct integration of expert knowledge as
propositional logic is very intuitive and comprehensive [Feldman et al., 2009]. For example for the
three-tank system, additional constraints defining the direction of water flow can easily be added to
the system description. This way, knowledge about the system can easily be combined with efficient
solving techniques, enabling fast and reliable identification of reconfiguration operations.
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BFS is comparatively intuitive for an AI algorithm [Miller, 2019] since invalid solutions can be
excluded from the set of goal nodes using constraints. As these constraints are checked during the
search, an a-priori enumeration of all search nodes is not necessary. Hence, neither the number
nor the complexity of the constraints limit the search algorithm. Thus, experts can easily define
additional constraints that shall also be considered. Furthermore, the search algorithm could incor-
porate specific expert knowledge about a system, e.g., a subset of events that are known to often
reconfigure the system can define an order in which the events shall be examined [Beamer et al.,
2012].

9.4 Soundness and Completeness (KF4)

To the best of our knowledge, this is the first time that a reconfiguration algorithm for hybrid
systems is shown to be sound and complete. Existing work on reconfiguration [Friedrich et al.,
2011, Nica and Wotawa, 2011] and automated repair [Stern et al., 2016, Shinitzky and Stern, 2020]
does not examine soundness or completeness with regard to the underlying system. This thesis
contributes to this research gap, as BFReconf is shown to be sound and complete for BIBO stable,
weakly-interconnected, linear hybrid systems. This finding is significant as nonlinear systems often
are approximated by linear systems around a working point. The requirement of BIBO stability
is often satisfied by practical applications as it is a common criterion in control theory. Weak-
interconnection is the strictest requirement as it only allows for one state variable to be influenced
by at most one other state variable. However, this limitation is only needed for the definition of the
area of valid operation. If this area is described by a process specification [IEC, 2017] or similar,
weak interconnection is no longer required to show the soundness and completeness of BFReconf.

Still, achieving soundness and completeness at the same time is challenging. It might occur that
one must either choose whether to parameterize the algorithm in a sound or in a complete way. A
sound algorithm always returns correct solutions, which helps human operators to gain trust in the
algorithm [High-Level Expert Group on AI, 2018]. However, a sound parametrization might also
exclude valid solutions from the search space, which can lead to the algorithm returning no solution
even though one might exist.

Completeness, on the other hand, comes with other advantages:
(i) Completeness ensures that all solutions are found, including minimal solutions. Minimality

and minimal-cardinality are central properties of reconfiguration, as they ensure the system manip-
ulation is as small as possible. This, from a physical point of view, is reasonable as events often
represent changes of discrete actuators. Hence, the execution of each event leads to wear which
shall be kept minimal [Lennartson et al., 1996]. Furthermore, the probability of complications or
destabilizing the system is minimized with a minimal reconfiguration [Steffen, 2005].

(ii) Completeness guarantees that in case no solution is returned, no solution — for the given
problem and model — exists. This property is of special importance for safety-critical systems
[Shneiderman, 2020]. These systems usually are equipped with costly emergency plans, e.g., a total
shutdown of the system or an evacuation of human operators in case toxic fluids are escaping from a
tank [Smith and Simpson, 2004]. Of course, such an emergency plan should only be initiated when
no other solution exists. Assuming the model is sufficiently accurate, completeness is a big step
towards gaining trust in the system [High-Level Expert Group on AI, 2018].
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Chapter 10

Conclusion

Chapter Outline This chapter concludes how the research questions posed in Chap-
ter 1 are answered by the work presented in this thesis. It also summarizes the main
contributions and provides a final takeaway.

Reconfiguration is the exploitation of redundancies in a system to recover valid system behavior
after a fault has led to invalid behavior. Especially for hybrid systems, reconfiguration faces several
open research questions. Four of these research questions, introduced in Chapter 1, are tackled
in this thesis. They build upon the sophisticated research that has been conducted in the field of
Artificial Intelligence and highlight the gaps that arise when it comes to the static reconfiguration
of hybrid systems: due to its interdisciplinary nature, the reconfiguration of hybrid systems lacks
efficient modeling and solution strategies, despite the lack of a formal definition. In this thesis, these
research questions are answered by introducing a new, formal definition of static reconfiguration for
hybrid systems and presenting two novel solution approaches, one based on satisfiability solving and
one based on best-first search. Whereas the first is applicable to a broad range of hybrid systems,
the latter has stricter requirements but rewards this with soundness and completeness. This work
significantly improves the current state of the art, as existing approaches either focus on purely
discrete systems or use quantitative approaches and heuristics which are not capable of handling the
combinatorial complexity in its entirety. The algorithms presented are evaluated on a broad range
of representative systems and are shown to be computational and practically efficient. The following
is a summary of how this thesis addresses the research questions.

Formal Definition of Static Reconfiguration for Hybrid Systems (RQ1)

The formal definition of static reconfiguration for hybrid systems was identified as a previously
unresolved research question. It arises as existing definitions mainly focus on discrete systems and
do not integrate dynamic behavior or control. But to develop reconfiguration algorithms for hybrid
systems, a formal definition of the problem is needed.

To do so, first, the acceptable behavior of a controlled hybrid system is defined. It integrates
the requirements of control and determines a subset of the state space of the hybrid automaton that
allows for control to work as desired. This subset is called the area of valid operation. It enables
the determination of valid and invalid configurations, which is crucial for reconfiguration algorithms.
For BIBO stable, weakly-interconnected, completely observable, linear hybrid automata, the area of
valid operation is shown to be rectangular, so it can be described by bound values on state variables.
This enables a tracing back of an invalid configuration to single dimensions of the states that need
to be increased or decreased such that a valid configuration is reached again.
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Furthermore, the distinction between valid and invalid configurations allows for a novel, formal
definition of reconfiguration for hybrid systems. The definition builds upon the established defi-
nitions from the model-based diagnosis (MBD) community and extends these to controlled hybrid
systems. It understands reconfiguration as a static one-time adaptation of the system and formalizes
reconfiguration as a set of events transferring the hybrid automaton from an invalid configuration
to a valid one (KF1). These events represent the exploitation of redundancies in the system, e.g.,
opening a binary valve to a redundant outflow, and the masking of continuous inputs, i.e., the setting
of a continuous input to a fixed value.

Logic and Search are Modeling Formalisms Enabling Efficient Solving (RQ2)

The creation of a model is always an interplay between accuracy and simplicity. Finding the ideal
trade-off between these two is challenging, especially, as a typical bottleneck is the information
available about a system. The availability of strong-fault models, i.e., models about how the system
behaves in the presence of a specific fault, often cannot be taken for granted. In this thesis, two
modeling approaches are presented (KF2): the first (AutoConf ) is based on encoding in proposi-
tional logic via dependency graphs, and the second (BFReconf ) is based on a direct encoding of
reconfiguration in search. Both approaches build upon qualitative models, i.e., they reason about
symbols and static abstractions instead of numeric values. Qualitative models of hybrid systems
have been the subject of research for many years now and have been successfully applied to tasks
similar to reconfiguration, e.g., reachability analysis, model-based diagnosis, and automated plan-
ning. They have been shown to efficiently handle combinatorial complexity and remain intuitively
understandable for human operators.

AutoConf requires dependency graphs describing the dependencies between input and output
variables. These graphs are intuitive to create and provide an understandable way of solving, as
logical reasoning mimics human thinking. BFReconf poses comparatively strict requirements for
the information that needs to be available about the hybrid system, as it requires information about
state behavior functions. However, it rewards this strictness with soundness and completeness.

As reconfiguration is a one-time adaptation, a static problem representation is created. Hence,
dynamic behavior coming from the hybrid systems is integrated statically; either using symbols
or quadratic approximations. Theoretical and experimental evaluations show the algorithms to
handle many reconfiguration scenarios correctly, even for nonlinear systems. The comprehensive
evaluation, therefore, supports the claim that both modeling approaches enable efficient solving of
reconfiguration problems.

Efficient Solution Algorithms (RQ3)

The best model is of little use without an appropriate solution algorithm to answer the questions
the model faces. Reconfiguration problems face an exponential blowup of possible combinations of
reconfiguration operations such that naive search strategies rapidly come to their limits. Related
work from the fields of model-based diagnosis and automated planning suggests that enhanced search
strategies and SAT solving are suitable solving techniques. This thesis confirms this suggestion again,
as the solution algorithms efficiently solve even large problems (KF3). The presented algorithms
allow for the reduction of the search space by constraints which permits fast and targeted solving.
AutoConf uses SAT solving which excludes invalid solutions from the solution space early; BFReconf
benefits from the fact that a solution often can be found close to the initial configuration. Thus, the
exponential explosion of runtime often can be prevented.

The runtime of AutoConf is superior to the runtime of other solution algorithms. Whereas the
compared algorithms already time out for systems with around 13 events, AutoConf is shown to
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solve problems with up to 104 events in less than one second. The examination of runtime for
BFReconf often shows a statistically significant, linear dependency on the dimension of states of
the hybrid automaton and even a constant dependency when it comes to the number of modes.
The latter finding is especially powerful as the number of modes of a hybrid automaton usually
rises exponentially with the number of discrete variables. A constant dependency on the number of
modes, hence, prevents an explosion of runtime.

Soundness and Completeness (RQ4)

Soundness and completeness are key properties of an algorithm as they guarantee to find exclusively
correct solutions or to find all existing solutions, respectively. In this thesis, for the first time, a
formal definition of soundness and completeness for the reconfiguration of hybrid systems is given.
Furthermore, BFReconf is presented as a novel sound and complete reconfiguration algorithm for
a subclass of hybrid systems. The cleanliness of BFReconf, i.e., the fact that no intermediate
abstraction steps are needed between the hybrid automaton and the search space, enables proving
soundness and completeness for hybrid automata with a rectangular area of valid operation and
bounded state behavior functions (KF4). This finding is significant, as for practical applications,
soundness and completeness provide a valuable contribution when it comes to gaining trust in an
algorithm. Furthermore, outages and downtimes of the physical system can be reduced.

Final Takeaway

To summarize, this thesis introduces two fast and efficient solution algorithms for the reconfiguration
of hybrid systems. It builds upon existing research from the community of model-based diagnosis
and makes significant contributions to the research gap of static reconfiguration for hybrid systems.
As intuitive and understandable modeling formalisms are combined with reliable and fast solution
algorithms, this thesis brings reconfiguration closer to being broadly applied in real-world systems.



Chapter 11

Outlook

Chapter Outline This chapter discusses future research directions based on the work
presented and the state of the art. The discussion is divided into four sections: future
research on the improvement of the models underlying the reconfiguration algorithms
(Section 11.1), future research on solution strategies (Section 11.2), future research on
synergies of reconfiguration with related research areas (Section 11.3), and a general vision
of how the research area may develop (Section 11.4).

In this thesis, techniques from AI such as search, qualitative models in logic, and SAT solving
come together with questions from hybrid systems. This work can be seen as an interdisciplinary
and AI-based attempt to solve the reconfiguration problem that occurs when controlling a hybrid
system. From this interdisciplinary nature, some potential directions for future work are derived.
These directions arise from a deepening of one or more disciplines and would further broaden the
applicability of the presented algorithms to real-world systems.

11.1 Modeling Formalisms

The presented modeling formalisms make several assumptions about the hybrid system. While
the assumptions are reasonable for many systems, they could be relaxed with further research.
The following paragraphs comprise proposals on relaxing the requirement of a rectangular area of
valid operation and on suitable cost functions and their integration with the presented approaches.
Furthermore, a combination of AutoConf with modeling approaches from the field of automation
technology and the learning of causal system descriptions is discussed.

Non-Rectangular Area of Valid Operation

The presented algorithms operate on a rectangular area of valid operation or outputs, respectively,
specifying those configurations that allow for control to work as desired. For BFReconf, the as-
sumption of a rectangular area leads to the limitation to BIBO stable, weakly-interconnected, linear
hybrid automata to ensure soundness and completeness. However, this assumption could be relaxed
to linear constraints on states, such that the area of valid operation becomes a polytope instead
of a hyperrectangle, or even to nonlinear constraints allowing for an arbitrary shape. Thus, the
requirements placed on the hybrid systems could be loosened, so weak interconnection or linearity
might no longer be required.
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The algorithms AutoConf and BFReconf would need to be adapted to work with these more
complex constraints. Currently, the algorithms require the rectangular area to reason about those
components of the outputs or states that need to be increased or decreased. In the case of non-
rectangular areas, it would no longer be possible to trace invalid configurations back to individual
state variables, but dependencies of multiple state variables would need to be considered. Here, a
heuristic choosing some states that shall be increased or decreased might lead to a solution. Also, a
method calculating the shortest distance to the area of valid operation from the current state could
be beneficial.

Costs of Events

Whereas BFReconf considers the costs of events during the search for a solution, AutoConf targets
an arbitrary solution instead of an optimal one, neglecting the costs of events. To achieve a SAT-
based algorithm that incorporates costs, a cardinality constraint on the costs, which is increased
iteratively, could be added to the model. Furthermore, one could think of a combination with
the approaches presented by Stern et al. [2016] and Stern and Shinitzky [2020], targeting a cost-
minimal subset of repair actions while considering the effect that repairing multiple components at
the same time might be cheaper than repairing them one by one. Similarly, a cost-minimal set of
reconfiguration operations could be searched. Rather than repair actions, reconfiguration operations,
and their combinations would need to be integrated with the search-based approach by Stern et al.

Furthermore, instead of costs, a prioritization of events based on their reconfiguration success
in past fault scenarios could also be beneficial. Here, a learning technique could operate on data
about historic fault scenarios and the events applied and return an estimation of the effectiveness
of the corresponding event. This effectiveness estimation defines an order, in which the events are
examined when searching for a reconfiguration. A promising approach for learning probabilities of
events in hybrid systems was published by Vodenčarević et al. [2011]. A slight adaptation of the
approach might bring the sought estimation of effectiveness.

Combination of AutoConf with Modeling Approaches from Automation Technology

In the area of automation technology, much research on how to acquire and model information
has been published [Vogel-Heuser et al., 2014, Pfrommer et al., 2013, Marks et al., 2017]. The
approaches target a general model that enables answering diverse questions from automation, e.g.,
automated fault detection, diagnosis, and reconfiguration. As AutoConf is shown to efficiently
solve reconfiguration problems for many systems, the integration of AutoConf with such approaches
seems promising. Marks et al. [2017], for example, modeled the dependencies between different
system variables using matrices. These matrices can be transferred to dependency graphs, which
are required for the creation of the propositional formulae that AutoConf operates on. Moreover,
many modeling approaches, e.g., as presented by Vogel-Heuser et al. [2014] or Pfrommer et al.
[2013], not only target fault handling but also the handling of changed circumstances such as new
products or shortages of resources. An integration of these scenarios into propositional logic would
enlarge the scope of AutoConf.

Learning Causality

Learning causality is a form of inductive reasoning. Whereas deductive reasoning is a reasoning step
from general statements to a specific situation, inductive reasoning inverts this by targeting general
statements from specific observations. Given some observations A and B, causality learning searches
for a rule explaining the dependency between the observations, e.g., A⇒ B. However, when learning
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causalities for reconfiguration, one needs to consider if the causality learned from observations of past
system behavior is transferable to the present situation. Traditionally, causality is a post factum
attribution, i.e., given an observation of past behavior, one targets a cause from the past that led
to the observation [Bochman, 2018]. Reconfiguration, however, is forward-looking as it targets an
adaptation that leads to the system behaving correctly in the future. Hence, reconfiguration needs
information not only on past causalities but also on their repeatability.

Especially in the area of neuro-symbolic AI, learning causality is an active field of research
[De Raedt et al., 2020]. The main challenge here lies in the inability to obtain causality exclusively
from data. It is well known that at least a small amount of expert knowledge is needed, as data alone
do not allow for a distinction between a symptom and the actual cause of an effect. Recent research
attempts to reduce the amount of knowledge required and to increase the amount of information
obtained from data [Guo et al., 2020].

A promising approach for learning causality was presented by Cropper [2019]. The basic idea
is to learn by playing, i.e., exploring an environment by trying available actions and watching
their effects. From this playing phase, a causal description of the system is inferred. Whereas the
original approach is concerned with robot planning, it also seems promising for reconfiguration. In
an initialization phase, a reconfiguration system could execute several reconfiguration operations,
e.g., masking inputs, and observe their effects. Then, rules in the form ‘reconfiguration operation ⇒
effect ’ could be induced, which, in turn, form the basis for the dependency graphs used by AutoConf.
Thus, the amount of expert knowledge required for creating the system model is reduced further.

In particular, the learning of causality in hybrid systems seems to be challenging, as causal
dependencies might change with modes. One hurdle here is the exponential rise of the number of
modes of the hybrid system, as each mode might require new causal models. Hence, a promising
direction for future work is the combination of approaches to learning automata [Niggemann et al.,
2012, Poli et al., 2021] with recent attempts at causality learning [Guo et al., 2020].

11.2 Solution Strategies

This thesis shows that the presented algorithms are capable of finding a reconfiguration for many
systems, even large ones, in a short time. However, with the increasing size and complexity of real-
world systems [Gorod et al., 2008, Punzo et al., 2020], the worst-case complexity of the algorithms,
which is exponential in the number of events, may sooner or later become a problem. The following
suggests two attempts to further reduce the runtime: the decomposition of a system into subsystems
to enable hierarchical solving and the usage of neuro-symbolic reasoning approaches for SAT solving.

Decomposition Strategies

As the problem of the combinatorial explosion is also well known in the field of model-based diagnosis,
there have been several attempts at hierarchical decomposition [Mozetič, 1991, Chittaro and Ranon,
2004]. The basic idea is to abstract the health status of a subsystem by one variable. If a subsystem
is a candidate for the root cause, it is diagnosed in detail. Thus, a set of diagnosis problems that
are smaller than the global problem is created [Mozetič, 1991]. The main challenge here lies in the
definition of subsystems. To address this challenge, several strategies are proposed, e.g., structural
abstraction, which aggregates components at different levels of detail, or behavioral abstraction, with
different levels of model accuracy (e.g., levels containing purely qualitative information vs. levels
containing also quantitative information) [Chittaro and Ranon, 2004].

A similar approach could be applied to AutoConf. A reconfiguration algorithm integrating de-
composition would comprise three steps: (i) the decomposition of the system into several subsystems;
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(ii) the identification of a minimal subset of subsystems that allow for recovering valid system be-
havior; and (iii) the iterative examination of these subsystems to find suitable sets of reconfiguration
operations. For decomposition, strategies such as fluid community detection [Parés et al., 2017] or
the Leiden algorithm targeting well-connected communities [Traag et al., 2019] could be applied to
the dependency graphs of the system.

As the subsystems examined, in general, are much smaller than the overall system, the iterative
examination of these should prevent the combinatorial blowup in runtime. However, it is noteworthy
that by examining subsystems independently from each other, optimal solutions and even all valid
solutions might be excluded from the search space. The reduction of computational efforts by
reducing the problem size comes with a price, the price of anarchy [Roughgarden, 2005]. It describes
the difference between a global, optimal solution and the sum of local, possibly easier-to-compute
solutions. As this principle also applies to reconfiguration, a suitable compromise must be found
between a reasonable size of subsystems and the number of sacrificed solutions.

Neuro-Symbolic Reasoning Approaches

AutoConf relies on SAT solving to identify a reconfiguration. However, SAT algorithms such as
DPLL, in the worst case, perform a complete enumeration of the search space resulting in an
exponential runtime [Perlovsky, 1998]. In the research field of neuro-symbolic AI, several attempts
to solve reasoning problems using neural networks have been published in the last years [Abboud et
al., 2020, Wang et al., 2021b, Blazek and Lin, 2021]. For example, a seminal approach was presented
by Blazek and Lin [2021] using so-called essence neural networks, i.e., networks whose nodes are given
by support vector machines instead of perceptrons that rely on an activation function. These essence
neural networks are shown to have a higher prediction accuracy for reasoning tasks, compared to
classical neural networks, and to encode logical constraints in a very intuitive way. But also other
approaches [Abboud et al., 2020, Wang et al., 2021b], targeting to integrate reasoning dependencies
in deep neural networks are shown to achieve notable performance, especially when it comes to
runtime. As these algorithms harbor the potential of increasing the scalability of SAT solvers, they
have the potential to further increase the scalability of AutoConf.

11.3 Synergies with Related Research Areas

As reconfiguration is an interdisciplinary topic, there are several links to other research fields, two
of which are discussed in the following: automated planning and fault propagation.

Integration with Automated Planning

A lot of research has been done on architectures that enable automatic fault handling. These
architectures usually rely on the combination of model-based diagnosis and automated planning.
For example, the Livingstone architecture presented by Williams and Nayak [1996] combines the
identification and reconfiguration of modes with automated planning to achieve a system that is
resilient to faults; Matei et al. [2022] published an architecture comprising fault diagnosis, fault
progression, and reconfiguration. However, these architectures require very detailed models of the
underlying system. Integrating the reconfiguration algorithms presented in this thesis with these
architectures would therefore enable easier modeling. Take the example of a production plant. If
one module fails, e.g., a heating element, reconfiguration would identify a short-term adaptation
by masking continuous inputs. Thus, alternative modules providing the same capabilities are used
and continuous control is re-enabled to manipulate the remaining, unmasked continuous inputs of
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the system to maintain production. Automated planning then integrates this adapted behavior
into long-term production plans. This long-term adaptation comprises the calculation of (i) a new
sequence of production orders such that all deadlines are met, (ii) an adaptation of the disposition
of resources, and (iii) an estimate of when non-faulty production will be restored.

Integration of Fault Propagation Techniques

Fault propagation is concerned with the question of how a fault, starting from its root cause, affects
antecedent or subsequent subsystems, taking time delays into account, if necessary [Diedrich and
Niggemann, 2022]. Fault propagation can either be calculated numerically by propagating residuals
through differential-algebraic equation systems describing the system quantitatively [Taylor, 1997]
or by qualitative fault signatures and symbols [Gabbar, 2007, Diedrich and Niggemann, 2022]. As
reconfiguration performs an estimation of how the system evolves when executing intentional events,
fault propagation, here, could increase the accuracy of this estimation.

11.4 Vision: Holistic Logical Theory

The vision of modern cyber-physical systems is highly autonomously acting systems that, among
other things, react autonomously to faults [Hosseini et al., 2016, Artemis Industry Association, 2021].
Here, AI techniques are expected to make a significant contribution [World Intellectual Property
Organization, 2019]. However, when using AI techniques to achieve autonomy, the techniques must
meet requirements for their reliability and trustworthiness [High-Level Expert Group on AI, 2018,
European Parliament and Council, 2021]. As a consequence, logical calculi are expected to get
an upwind, as their interpretability and intuitivity allow for creating explainable and reliable AI
systems [Belle, 2017, Arrieta et al., 2020].

One possibility to achieve this vision is the creation of a holistic logical theory that models
the causal dependencies in the hybrid system and allows for all three kinds of reasoning: abduc-
tion, deduction, and induction. Abduction, as a backward kind of reasoning, allows for explaining
observations, e.g., finding a diagnosis for observations indicating faults. Deduction, being a forward-
looking way of reasoning, allows for predictions of future behavior, as required for reconfiguration
and planning. Induction, creating new rules from observations, allows for updating the knowledge
base. Of course, when adding new rules, conflicts with existing rules might occur. These conflicts
can be resolved using belief revision, i.e., a methodology for evaluating the reliability of new infor-
mation and deciding whether old or new information is expected to be more trustful [Gärdenfors,
2003].

To ensure genericness and transferability, this logical theory should be based on first principles,
so it should consist of general statements that describe the system behavior in the non-faulty case.
Furthermore, it should take the no-function-in-structure principle [De Kleer and Brown, 1981] into
account. Hence, no information specific to certain subsystems should be incorporated but only
general assumptions that can be transferred to all subsystems of a class.

The idea of such a holistic theory is not new [Williams and Nayak, 1996, Pell et al., 1998, Alami
et al., 1998]. However, with the newest findings in the areas of diagnosis [Diedrich and Niggemann,
2022], reconfiguration [Balzereit and Niggemann, 2021c, Balzereit and Niggemann, 2023], and plan-
ning [Cashmore et al., 2020] for hybrid systems, the seminal works published in neuro-symbolic
Artificial Intelligence [Wang et al., 2021b, Cropper, 2019], and the standardization and modeling
approaches from automation technology [Ladiges et al., 2018, Pfrommer, 2021], this vision became
more reachable than ever before.
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theoretic estimation of hybrid system configurations. IEEE Transactions on Systems, Man, and
Cybernetics, Part B (Cybernetics), 39(5):1277–1291, 2009.

[Bennett, 1996] Stuart Bennett. A brief history of automatic control. IEEE Control Systems Mag-
azine, 16(3):17–25, 1996.

[Biere et al., 2009] Armin Biere, Marijn Heule, and Hans van Maaren. Handbook of satisfiability,
volume 185. IOS press, 2009.

[Biere, 2018] Armin Biere. Cadical, lingeling, plingeling, treengeling and yalsat entering the sat
competition 2018. Proc. of SAT Competition, pages 13–14, 2018.

[Blanke et al., 2016] Mogens Blanke, Michel Kinnaert, Jan Lunze, and Marcel Staroswiecki. Diag-
nosis and fault-tolerant control, volume 3. Springer, 2016.

[Blazek and Lin, 2021] Paul J Blazek and Milo M Lin. Explainable neural networks that simulate
reasoning. Nature Computational Science, 1(9):607–618, 2021.

[Bochman, 2018] Alexander Bochman. Actual causality in a logical setting. In IJCAI, pages 1730–
1736, 2018.

[Bode, 1945] Hendrik W Bode. Network Analysis and Feedback Amplifier Design. Bell Telephone
Laboratories series. D. Van Nostrand Company, Incorporated, 1945.

[Bogomolov et al., 2014] Sergiy Bogomolov, Daniele Magazzeni, Andreas Podelski, and Martin
Wehrle. Planning as model checking in hybrid domains. In Twenty-Eighth AAAI Conference
on Artificial Intelligence, 2014.
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and Demosthenis Teneketzis. Diagnosability of discrete-event systems. IEEE Transactions on
automatic control, 40(9):1555–1575, 1995.



BIBLIOGRAPHY 130

[Saridis, 1979] George N Saridis. Toward the realization of intelligent controls. Proceedings of the
IEEE, 67(8):1115–1133, 1979.

[Say et al., 2017] Buser Say, Ga Wu, Yu Qing Zhou, and Scott Sanner. Nonlinear hybrid planning
with deep net learned transition models and mixed-integer linear programming. In International
Joint Conference on Artificial Intelligence (IJCAI), pages 750–756, 2017.

[Schenk and Lunze, 2021] Kai Schenk and Jan Lunze. Fault tolerance in cooperating systems by
redistribution of control tasks. at-Automatisierungstechnik, 69(6):443–457, 2021.

[Schneider et al., 2019] Matthias Schneider, Dominik Lucke, and Thomas Adolf. A cyber-physical
failure management system for smart factories. Procedia CIRP, 81:300–305, 2019.

[Schrödinger, 1935] Erwin Schrödinger. Die gegenwärtige Situation in der Quantenmechanik. Natur-
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