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Abstract. The integration of artificial intelligence into industrial
cybersecurity creates unique challenges at the intersection of techni-
cal efficiency, accountability, and ethics—especially in critical in-
frastructures governed by regulations like NIS2 and ISO 27001.
We introduce AIOD, an autonomous cyber defence system that
combines large language models (LLM), retrieval-augmented gen-
eration (RAG), and a risk-based decision framework derived from
ISO 27001. Unlike conventional Endpoint Detection and Response
(EDR) or Security Operations Center (SOC) playbooks, AIOD au-
tonomously interprets incidents, selects organisational risk policies,
and generates executable mitigation code under auditable constraints.
Evaluated in a controlled Industry 4.0-inspired testbed with replayed
events, AIOD achieved sub-minute containment of port scans and
sub-10-minute mitigation for malware surrogates (EICAR-based),
demonstrating potential for near-real-time response under simplified
but representative conditions. Our findings highlight not only the
technical potential of LLM-based cyber defence but also raise criti-
cal questions around safety, the creative interpretation of vague poli-
cies, and human oversight—underscoring the need for governance
frameworks to responsibly deploy such systems in cybersecurity and
critical infrastructure.

1 Introduction

The transition to climate-neutral manufacturing drives the rise of
gigawatt-hour-scale battery factories, where cyber-physical systems
(CPS) form the backbone of digitalized, high-efficiency processes. In
these smart factories, hundreds of IT and OT subsystems communi-
cate over converged networks to coordinate production, logistics and
quality control [7, 21].

However, this interconnectivity also creates a growing cyber attack
surface. Malware incidents like Stuxnet, Triton/Trisis and Locker-
Goga demonstrate how a single, targeted payload can halt production
and even endanger human lives [14, 17, 2]. In 2024 alone, German
industry suffered estimated damages of 266 billion EUR due to cy-
bercrime [20].

Traditional defence-in-depth tools—such as firewalls, intrusion
detection/prevention systems (IDS/IPS) [19], and endpoint detection
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and response (EDR)—generate alerts but rarely mitigate threats auto-
matically. Human response times remain orders of magnitude slower
than machine cycles, especially in low-latency production environ-
ments. Recent studies highlight the need for autonomous systems
capable of translating organisational risk policies into executable,
traceable, and policy-compliant responses without pre-defined rule
sets [18].

To address this gap, we propose AIOD, an Autonomous IT/OT De-
fence system designed for regulated industrial environments. AIOD
combines three key components: (1) a retrieval-augmented large lan-
guage model (RAG-LLM), (2) a structured ISO 27001 risk matrix,
and (3) a set of programmable IT/OT actuators exposed via REST
APIs (Fig. 1).

Upon receiving an alert, AIOD maps the incident to an organi-
sational risk category, retrieves the corresponding Standard Oper-
ating Procedure (SOP) and Action Plan (AP), and then uses the
LLM to generate executable mitigation code. This code is validated,
logged, and deployed in real time—e.g., by blocking network seg-
ments, pausing virtual machines, or restoring trusted states.

ISO/IEC 27001 provides a structured Information Security Man-
agement System (ISMS) that includes a catalogue of control objec-
tives. These objectives can be used to build a risk register that sup-
ports systematic risk prioritization and mitigation. At AIOD, we use
relevant objectives as atomic risk ID and use them as entry points for
our Risk— AP — SOP encoding.

Beyond technical automation, AIOD explicitly addresses ethical
and accountability challenges in autonomous cyber defence. All de-
cisions and actions are logged for auditability. SOPs define whether
mitigation can proceed autonomously or must defer to a human op-
erator. In doing so, AIOD contributes to the emerging field of safe
and responsible Al in security and defence, particularly in contexts
governed by NIS2, IEC 62443 and ISO 27001.

Contributions.

e A risk-aware LLM architecture that integrates ISO 27001 risk
policies with autonomous, auditable mitigation capabilities.

e An empirical study on containment time, false positives, and cre-
ative generalisation using port scan and malware scenarios.

e A discussion of ethical and accountability aspects relevant to dual-
use Al deployment in critical infrastructure.



Paper structure. Section 2 reviews related work; Section 3 for-
malises the risk model and the LLM-RAG workflow; Section 4
presents the experimental results; Section 5 discusses limitations;
Section 6 analyses ethical and accountability implications; Section 7
concludes and outlines future work.

2 Related Work
2.1 Guidelines vs. Industrial Practice

Defence-in-depth frameworks such as IEC 62443, ISO/IEC 27001
and the NIST SP-800 series emphasize layered controls, auditabil-
ity, and risk-based prioritisation for operational technology (OT) en-
vironments. However, empirical studies show that many industrial
facilities still rely on passive network or host-based intrusion detec-
tion and static Security Operations Center (SOC) playbooks whose
reaction times exceed modern production cycles [8]. ENISA there-
fore calls for real-time, risk-aware automation with traceable, policy-
driven decisions [9]. Yet, documented deployments of such systems
in production OT networks remain rare.

2.2 Large Language Models in Cyber Security

Large language models (LLMs) have been explored for a range of se-
curity tasks, including log summarisation, incident triage, and semi-
autonomous system administration [3, 23]. Their ability to reason
under uncertainty and generate adaptive responses makes them a
promising tool for dynamic defence [16, 15]. However, most studies
maintain a human in the loop for critical actions, and few explore full
closed-loop mitigation across both IT and OT layers. Moreover, eth-
ical considerations and accountability mechanisms—e.g., logging,
rollback, or SOP compliance—are often not addressed.

2.3 Retrieval-Augmented and Tool-Coupled Agents

Retrieval-Augmented Generation (RAG) mitigates LLM hallucina-
tion by injecting ground-truth snippets such as policy rules, SOPs
or API specifications [11]. More advanced variants such as Graph-
RAG or agentic RAG have been proposed to improve reasoning
quality, but have not yet been evaluated in safety-critical environ-
ments. Tool-oriented architectures such as the Model Context Pro-
tocol (MCP) [12] and RAP-Gen [22] demonstrate that LLLMs can
interface with heterogeneous systems or even patch code bases au-
tonomously. These results are promising—but their applicability to
industrial control loops with strict auditability, timing and compli-
ance requirements remains untested.

2.4 Gap

To our knowledge, no existing system combines: (i) real-time inci-
dent analysis, (ii) retrieval-augmented LLM-based mitigation plan-
ning, and (iii) autonomous, auditable execution on converged IT/OT
infrastructures—under explicit risk governance frameworks such as
ISO/IEC 27001. Moreover, the ethical and accountability implica-
tions of such closed-loop systems in critical infrastructure settings
remain largely unexplored.

AIOD addresses this gap by operationalising organisational risk
policies into executable mitigation routines and achieving sub-
minute response times across converged I'T/OT networks (see Fig. 1).

3 Methodology

This section outlines the conceptual architecture and control logic
of AIOD as a closed-loop cyber defence system. At its core, AIOD
translates structured risk policies into actionable plans and exe-
cutes them via LLM-guided decision flows. The system continuously
maps alerts to risk categories, retrieves relevant procedures, gener-
ates code, and deploys mitigation—all within auditable and bounded
control loops.

3.1 System Architecture

Figure 1 illustrates the closed-loop architecture of AIOD. All au-

tonomous defence logic resides in the AI System virtual machine,

which contains:

e an on-premise or cloud LLM endpoint,

e a MongoDB or SQL database store with Risk—SOP-AP triples,

e the OpenAPI or plaintext specifications of all connected actuators,
and

e relevant access tokens and environment configuration.

Operational telemetry is collected via Wazuh agents and for-
warded to the central Security Information and Event Manage-
ment (SIEM). Logs from shop-floor services (e.g., mqtt-server,
CarrierManager, Manufacturing Execution System
(MES) ) and cyber-physical systems are captured and unified. Events
from pfSense/Suricata arrive via remote syslog.

When Wazuh classifies an event as security-relevant, it triggers a
POST request to /decisions in the Al System. A Stage-0 parser
extracts and normalizes the log context, then initiates a multi-step
prompt flow with the LLM.

3.2 Execution Layers and Control Boundaries

AIOD acts across two control layers:

1. Service layer: An Ansible AWX (AWX) operator cluster (ex-
posed via REST) executes Ansible playbooks for microservice
redeployment and golden-image restoration.

2. Infrastructure layer: The Proxmox API allows snapshotting,
freezing, or quarantining virtual machines. A standalone Safety
Firewall, which is operated virtually within the testbed, cannot be
controlled by the LLM. This firewall is intended for data traffic to
the intranet and Internet (north-south traffic) and is administered
entirely by humans.

This structure grants the Al System precise control over east—west
flows (i.e., traffic inside the shop-floor network), while ensuring crit-
ical safety functions remain outside the LLM's authority. The system
can therefore interpret, decide and act within seconds—without off-
cluster latency or human bottlenecks.

3.3 Autonomy Policy and Human-in-the-Loop (HITL)

We separate normative rationale (Section 6) from operational policy.
Within the confined testbed, AIOD runs autonomously by default,
subject to an allow-list and control boundaries. Tasks are classified
as Autonomous (reversible, safety-neutral, allow-listed) or Human
(irreversible or safety-critical). HITL is triggered for (i) ambiguous
events, (ii) irreversible or safety-critical actions, and (iii) policy con-
flicts. For HITL-gated actions, the operator response Service Level
Objective (SLO) is 5 minutes; if no decision is recorded within that
window, AIOD fails safe by either taking no action or reverting to the
last known good state. As part of redress, full restoration is typically
achievable within one hour (cf. Section 6).
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Figure 1. AIOD closed-loop architecture

Table 1. Allow-listed primitives and HITL requirements

Primitive Example API/Tool  Reversible  HITL
Block IP / rule insert pfSense/Suricata Yes No
Suspend / freeze VM Proxmox API Yes No
Restore snapshot Proxmox API Yes No
Redeploy service AWX/Ansible Yes No
Quarantine VLAN assign ~ Switch/SDN API Yes No
Delete VM or disk Proxmox API Yes No
Delete data / wipe Storage API No Yes
Change global policy ISMS tooling N/A Yes

Note. In our testbed, VM deletion is logically reversible because
workloads are stateless and rebuilt from golden templates; therefore
no HITL is required. By contrast, data wipes remain irreversible and
thus require HITL.

3.4 Multi-stage Prompt Flow

The decision pipeline is implemented as a four-stage prompt flow
(Fig. 5). Each stage includes reasoning, retrieval, and validation com-
ponents.
LLM Models. We evaluated multiple models for the reasoning
and code-generation stages:
e OpenAl: ol-preview-2024-09-12, 0l-mini, gpt-4o0
e Qwen2.5: 72b-instruct, coder-32b
e LLaMA: 3.1:70b, CodeLLaMA: 7b
Stage 1: Risk Interpretation. The LLM receives structured
telemetry and extracts relevant entries from the ISO 27001-based
risk matrix. This maps to SOP and AP documents. A summary is
generated for diagnostics and further reasoning.
Stage 2: Task Derivation. For each SOP:
1. Tasks are classified as either autonomous or requiring human
oversight.

2. Relevant system components are inferred from the environment
context.

3. A justification is generated for each task to support auditability
and monitoring.

Stage 3: Documentation Retrieval. For each task, appropriate ac-
tuator documentation is retrieved from:

e OpenAPI specifications: Parsed and decomposed into semanti-
cally indexed chunks stored in MongoDB. Specific endpoints are
selected via vector search.

o Free text documentation: If no structured API exists, documenta-
tion is passed as-is to the LLM.

Stage 4: Code Generation. The LLM generates Python code for
each task, based on: - SOP/AP content - environment configuration
(API keys, endpoints) - relevant documentation - dynamic input from
IDS logs

A dedicated validator checks the code against a whitelist of per-
mitted operations.

3.5 Safety Guard and Policy Enforcement

Before deployment, the generated code is validated by a policy val-
idation service, which ensures that actions match an allowed set of
generic operations (e.g., "block specific IP via firewall"). This guards
against prompt injection and enforces compliance with task con-
straints. The operation allowlist must balance strictness (for safety)
and coverage (for operational completeness).

Critically, the final deployment of any code is logged, times-
tamped, and stored together with its decision trace—enabling full
auditing, rollback, and retrospective analysis.

3.6 Evaluation Dataset

The full dataset used for evaluation, including replayed alerts, struc-
tured logs, system prompts and decision traces is available on Zenodo
[10].

4 Evaluation and Results

We evaluated AIOD on a self-contained OT/IT testbed replicating
critical components of a modern cyber-physical production environ-
ment. The testbed included network-segmented VXLAN (Virtual Ex-
tensible LAN) domains, realistic log generation via Wazuh and Suri-
cata, and two fully controllable actuator layers for service and infras-
tructure response. All tests were performed in a closed environment
to ensure reproducibility and containment.

4.1 Experimental Setup

The AI System ran on two Proxmox 8.1 hypervisors (Dell R760):
deadpool (2x Xeon 6420Y, 128GB RAM, NVIDIA L40S GPU)
hosted the LLM endpoint and decision logic; deadpoolintern
(1x Xeon 5120, 256GB RAM) ran supporting services. Time syn-
chronization was achieved via chrony (£100 ps drift), and all
components were isolated in four VXLANs (CPS-LAN, KI-LAN,
SEC-LAN, CPS-Service-LAN). A hardware-isolated OPNsense in-
stance mediated all north—south traffic to enforce a human override
channel.

Operational telemetry from the shop-floor stack (MQTT, MES,
CarrierManager), pfSense/Suricata, and Proxmox hosts was col-
lected via Filebeat and processed in Wazuh 4.10. Relevant alerts trig-
gered HTTP POST requests to the Al System's /decisions end-
point, initiating the LLM prompt chain. Actuation was implemented



via: (i) a Minikube-based AWX 24 cluster for service (re)deploy-
ments and (ii) the Proxmox API for infrastructure-level mitigation
(e.g., VM isolation).

The full evaluation used a replay-based methodology with labeled
event types. Log sequences were injected as benign, port-scan (PS),
or malware (MW) events, each triggering a fresh decision process.
All outcomes and timestamps were logged to a local SQLite database
and analyzed via pandas. A mitigation attempt was considered suc-
cessful if (1) the correct risk category was selected, (2) executable
code was generated and completed without runtime errors, and (3)
the mitigation effect was verified via SIEM logs or system state in-
spection.

4.2 Evaluation Questions

The following empirical questions guided the evaluation:
1. Risk mapping accuracy: Does the LLM select the correct

Risk—AP —SOP triple more often than chance?

2. False-positive robustness: How often does the system overreact
to benign input?

3. End-to-end performance: How reliably and how fast are real
threats mitigated?

Preliminary trials showed that Qwen2.5 and LLaMA variants re-
quired heavy prompt engineering to perform the code generation
step; therefore, the main evaluation used OpenAl's gpt—4o for rea-
soning and o1 for code generation.

4.3  Risk Mapping vs. Random Baseline

To assess risk classification, a fixed alert payload was submitted 139
times. In each case, the LLM's selected risk was compared against a
random selector choosing one of 38 risks.

The LLM identified the correct entry in all 139 trials. The random
baseline matched only 5 times (draws), and lost in 134 cases (Ta-
ble 2). This corresponds to a 96.4% win rate. This difference is vi-
sualized in Fig. 2, highlighting the LLM's consistent advantage over
random guessing.

Percentage Distribution of Wins

Figure 2. Risk identification: LLM vs. random selector

A one-sided binomial test against a chance baseline (p = 0.5)

Table 2. Risk identification: LLM vs. random selector

LLM win  Draw

Count 134 5 0
Share 96.4 % 3.6% 0%

Random win

yields p < 1072, confirming significance. Median response time
for risk lookup was 30.7 s (random baseline: 29.8 s).

4.4 False-Positive Robustness

We injected 285 benign events, including syslog messages, MQTT
traffic, and normal heartbeat signals. The AIOD system correctly ig-
nored 277 of them. Eight cases were flagged for manual review—
without initiating mitigation—yielding a false-positive rate of 2.8%.

Table 3. Benign traffic evaluation results

Metric Value
Total benign replays 285
Correctly ignored 277
False positives 8
False positive rate 2.8%

Mean decision time 20.65 (95% CI: 19.0-22.25)
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Figure 3. Distribution of decision times (benign, port-scan, malware)

4.5 Attack Mitigation Performance

In total, 1 974 alerts were replayed (1 273 PS, 416 MW, 285 benign).
Each triggered a full LLM-based decision process, including risk
mapping, SOP/AP selection, code generation, and execution. Miti-
gation latencies and success rates are summarized in Table 4.

Table 4. End-to-end response time (Zresp), detection excluded

Replays  Success Lresp
Port scan 1273 100 % 48.3 £ 0.5s
Malware 416 100 % 434 £ 125
Benign 285 97 % 206+ 1.1s
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Latency. All responses remained below industry benchmarks. Port
scans were mitigated in under 50s; malware (which required full VM
redeployments) in under 8 minutes. These figures compare favorably
to the “1:10:60” model used in modern SOCs [5].

Reliability. No incorrect mitigations occurred across any threat
scenario. The only reviews triggered were in the benign set—and
these were deliberate deferrals in ambiguous log conditions. All
other alerts were correctly identified, resolved, and logged without
error.

4.6  Summary

The evaluation confirms that:

e 96.4% accuracy in selecting the correct risk classification for
alerts.

e 100% success rate in mitigation of 1 689 port-scan and malware
alerts.

o 2.8% false-positive rate on benign traffic, all resolved via human-
in-the-loop review.

e Sub-minute containment for fast attacks (PS); sub-10-minute
response for VM-level mitigation (MW).

e Fully traceable execution: Each case followed a full prompt
chain to completion, with correct SOP, AP, and mitigation code.
These results validate the AIOD architecture under realistic work-

load conditions. The system demonstrates reliable autonomous miti-

gation, full auditability, and robust safety measures aligned with ISO

27001 principles.

5 Discussion

This section discusses the operational impact of AIOD, analyzes key
technical insights gained during development, and outlines current
limitations and open challenges.

5.1 Impact on Operational Effectiveness

Cybersecurity incidents in OT environments directly affect produc-
tion uptime and thereby Overall Equipment Effectiveness (OEE),
which is classically defined as:

OFEFE = Availability x Per formance X Quality

Security incidents reduce the availability component by inducing un-
planned downtime during detection, investigation, and remediation
[4, 13]. Recent studies show that organizations lacking automation
require an average of 277 days to identify and contain a breach [13].

In our experiments, AIOD achieved response times of trsp =
48.3 + 0.5's for port scans and 434 + 12's for malware events. Al-
though detection was handled by the SIEM and not explicitly timed,
prior benchmarks indicate latencies below 30 s with optimal rule tun-
ing.

Assuming production environments where security events halt op-
erations until containment, the observed response times could imply
sizable reductions in unplanned downtime, particularly in settings
where availability is directly coupled to incident containment latency.
These gains align with industry benchmarks like the “1:10:60” model
and could translate to substantial improvements in OEE.

In the 2024 SANS SOC Survey, the lack of automation and or-
chestration was cited as the leading barrier to SOC performance (71
out of 388 respondents) [6]. These findings suggest that systems like
AIOD could play a transformative role in operational resilience, par-
ticularly in converged IT/OT settings.

5.2 Technical Insights and Design Decisions

The experiments confirm that an on-prem, risk-aware LLM loop
can reduce the detect-to-mitigate window from minutes to sec-
onds. Several architectural decisions proved critical:

Structured risk-action encoding. Encoding incidents via Risk —
AP — SOP triples shifted the LLM’s role from “free-form assis-
tant” to “deterministic dispatcher”. A field specifying operator:
Human vs. Autonomous enabled clear separation of Al-executable
versus human-only actions. While effective, broader adoption would
benefit from standardized formats to describe risks, actions, and
IT/OT assets for greater portability and robustness.

Content restrictions in LLMs. Some open-source models (e.g.,
llama3.1:70b) refused cyber-defence prompts due to built-in
safety filters, wrongly classifying mitigation code as potentially
harmful. Rather than circumventing these limits via prompt hack-
ing, we chose models with more suitable instruction tuning. This
highlights the challenge of using general-purpose LLMs in industrial
safety contexts and suggests that defence-focused tuning or dedicated
domain models may be needed.

Cloud-based inference dependency. Although AIOD was designed
for local execution, evaluation required inference using commercial
LLMs (gpt-40, ol) via a Fraunhofer-hosted Azure endpoint, since
open models failed key reasoning or coding steps. Eliminating this
dependency remains an important step toward fully air-gapped de-
ployments, potentially via fine-tuning mid-sized models on task-
specific corpora.

Coding performance variance. Despite strong benchmark scores
(e.g., Qwen2.5-Coder-32B-Instruct at 88.4% HumanEval), open
models exhibited frequent syntax errors, incomplete code, or in-
correct API handling. Only OpenAl's ol consistently produced
production-grade output. While fine-tuning could close the gap, com-
mercial models currently offer greater stability for multi-step coding
pipelines.

Creative generalization under vague SOPs. AIOD showed creative
reasoning when SOPs lacked implementation detail. In one case, the
system autonomously chose to isolate a VM via the firewall API,
even though this method was not explicitly described. In another,
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Figure 5. Prompt flow from decision request to code generation

it substituted unavailable components with accessible alternatives to
fulfill the same goal.

1. Underspecified SOPs: When SOPs lacked actionable detail, the
LLM extrapolated steps from prior knowledge, yielding plausible
but unintended behaviours.

2. Partial system access: When specific components were unavail-
able, the system re-routed mitigation via alternatives (e.g., fire-
wall instead of VM manager), showing resilience under degraded
conditions.

These behaviours raise important design and governance ques-
tions. On one hand, creative reasoning enables proactive mitiga-
tion of novel threats and supports graceful degradation. On the
other, it risks misaligned actions in safety-critical domains. A key
challenge lies in constraining such creativity without undermining
flexibility—possibly via formal policy schemas or domain-specific
prompt guards.

Operational and ethical considerations. Deploying LLM agents
in critical infrastructure—especially in regulated domains like EU
KRITIS—requires robust safety frameworks. Future work must ad-
dress adversarial robustness, model interpretability, fail-safe mecha-
nisms, and auditability to ensure regulatory compliance and public
trust.

5.3 Limitations and Open Challenges

Despite strong experimental results, several limitations remain:

High automation infrastructure required. AIOD depends on
infrastructure capable of automated redeployment (e.g., AWX,
Proxmox APIs). Many industrial systems still rely on human-
operated interfaces and poorly documented APIs, requiring substan-
tial retrofitting to support agentic control. Standardized, machine-
readable interfaces and structured documentation are urgently
needed.

Prompt-injection vulnerability. While generated code is checked
against an allow-list of safe operations, no comprehensive adversarial
red-teaming was conducted. Initial DAN-style tests were ineffective,

but some injection paths influenced prompt flow. Future work should
apply structured fuzzing and prompt security audits to assess and
harden defences.

Model size constraints. The best-performing models require either
48 GB VRAM or cloud access. Smaller open models (e.g., 7 B) failed
to produce syntactically correct code from documentation alone.
Few-shot or retrieval-augmented tuning could improve reliability, but
would reduce system agnosticism.

Limited attack coverage. Evaluation covered port scans and mal-
ware (EICAR), but not advanced threats (e.g., privilege escalation,
lateral movement). Broader attack replay and multi-stage adver-
sary simulations are necessary for full validation. Moreover, the test
dataset used a fixed ratio of benign to malicious traffic (285 benign
vs. 1 689 malicious) to ensure sufficient coverage of relevant attack
scenarios. In production, however, benign events would likely out-
number true positives by several orders of magnitude. Future evalua-
tions will therefore simulate more realistic base rates to assess robust-
ness under high benign-load conditions and potential alert fatigue.

In summary, AIOD demonstrates that risk-aware LLM agents
can achieve fast, accurate incident response in converged IT/OT
networks—potentially outperforming human operators in latency,
consistency, and system recovery. At the same time, careful guardrail
design, adversarial robustness, and policy formalization are critical
for safe, trustworthy operation in production.

Finally, while initial results confirm the effectiveness of the struc-
tured Risk—Action Plan—SOP encoding, future work will include
ablation studies to assess the relative contribution of each layer to
decision quality and response time.

Beyond these technical findings, AIOD raises normative questions
about autonomy and accountability, which we address in Section 6.

6 Ethical and Accountability Implications
6.1 Normative Justification

From a utilitarian perspective, the deployment of AIOD can be
morally justified if it measurably reduces incident-response latency



and thereby lowers the expected harm to people, environment, and
assets. Our Section 4 demonstrated sub-minute containment for
reconnaissance attacks and sub-10-minute mitigation for malware
cases. Compared to purely human-centered playbooks, this reduction
in downtime supports safer and more resilient operation of cyber-
physical infrastructures.

6.2 Deontological Constraints (Non-negotiables)

Beyond outcome-based reasoning, we impose hard constraints that
apply regardless of utility. These include: (i) AIOD must never over-
ride safety interlocks or the Safety Firewall; (ii) irreversible actions
(e.g., data deletion) always require prior human authorization. In the
present prototype this safeguard is enforced procedurally, but it is
treated as a non-negotiable rule; (iii) every action must remain au-
ditable ex post through complete decision and actuation traces; (iv)
data minimization is applied systematically: only data strictly re-
quired for risk assessment are logged or passed into LLM prompts.

6.3 Professional Responsibility

We view AIOD not only as a technical system but as an extension
of professional practice. Operators are expected to maintain profes-
sional responsibility in line with ISO/IEC 27001: they must undergo
structured training, follow change-control procedures, and partici-
pate in post-mortem reviews after incidents. While not yet imple-
mented in our prototype, future operational deployments will require
formal operator certification to ensure awareness of AIOD's scope
and limitations.

6.4 Accountability Allocation and HITL Rationale

The operational instantiation of these HITL principles is detailed in
Section 3. To clarify responsibility, we adopt a RACI mapping con-
sistent with ISO/IEC 27001 role definitions: Responsible = operator
on duty; Accountable = CISO or designated ISMS owner; Consulted
= OT and IT engineers; Informed = compliance and internal auditors.

Human-in-the-loop (HITL) is maintained for (a) ambiguous
events, (b) irreversible or safety-critical actions, and (c) conflicting
policies. In our evaluation, the system deferred 2.8% of benign cases
to manual review, illustrating this boundary in practice. Otherwise,
AIQOD is granted full autonomy within the controlled testbed.

6.5 Failure Modes and Redress

Foreseeable failure modes include prompt injection, misclassifica-
tion, and API drift. Redress mechanisms are built in: (i) automatic
rollback via Proxmox templates, (ii) standardized playbooks for ser-
vice redeployment, (iii) ticketed human override at any stage, and (iv)
complete trace disclosure for auditors. Full restoration is typically
achievable within one hour, including root-cause analysis and cor-
rective action. These measures ensure proportionality, explainability,
and accountability in the event of malfunction.

7 Conclusion and Future Work

This work introduced AIOD, a fully autonomous defence loop for
converged IT/OT infrastructures, combining an ISO 27001-aligned
risk matrix with a Retrieval-Augmented Generation (RAG) pipeline
and live actuation interfaces. Deployed on a Proxmox-based pilot

line emulating a lithium-ion cell shop floor, AIOD demonstrated end-
to-end closed-loop mitigation capabilities in realistic industrial sce-
narios.

In summary, AIOD:

e detected and neutralized port-scan and malware attacks within
48-434 s, suggesting downtime reductions on the order of tens
of percent, under scenarios where production is halted until con-
tainment completes;

e preserved theoretical overall equipment effectiveness with neg-
ligible impact (< 1%) under attack, assuming OEE Availabil-
ity and one incident per day (performance and quality not mea-
sured);

e executed correct mitigation sequences in 1 689 of 1 689 attack
cases, confirming that the Risk—AP—SOP encoding effectively
constrains LLM reasoning;

e generated remediation code from system-agnostic documenta-
tion, enabling reuse across infrastructures with similar automa-
tion capabilities;

e ensured full auditability through timestamped logging of all
prompt flows, document retrievals, and API calls.

Future work will address the following directions:

e Expanded attack coverage and creative adaptation — Future eval-
uations should cover a broader risk matrix and include novel or
unspecified attack types to assess the system's capacity for gen-
eralisation and creative mitigation.

o Model benchmarking and fine-tuning — A systematic comparison
of commercial versus open-source models under identical condi-
tions will clarify the effort needed to close performance gaps and
explore the feasibility of fully local, transparent deployments via
task-specific fine-tuning. While no detailed token-level account-
ing was performed, the total cost of all 1 974 decision processes
remained under 100 EUR, suggesting that real-time operation re-
mains economically feasible even with commercial models.

e Agentic vs. prompt-flow control — The current prompt flow
yielded robust results; however, future variants may explore
agent-based decision loops with tool invocation to enhance
autonomy—though this may increase system complexity and
verification needs.

o Adoption of Model Context Protocol (MCP) — As more system
components adopt MCP interfaces, future versions of AIOD can
reduce documentation overhead and move toward declarative
system understanding.

o Adversarial robustness — Dedicated red-team experiments and
prompt-injection testing will assess system resilience against ma-
nipulation of prompt flows and API misuse.

Overall, we conclude that a local - cloud - or hybrid, risk-aware
LLM controller can help narrow the detection—response gap in
cyber-physical systems (CPS). AIOD lays the foundation for future
self-defending gigafactories, capable of responding to security inci-
dents autonomously within sub-minute latency. Real-world deploy-
ments will be key to validating and improving the approach under
operational constraints.
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