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Preface

Artificial Intelligence is increasingly recognized as a dual-use technology, where the same solutions are
applied to both civil security and defense. However, its integration into these domains extends beyond
the mere adoption of existing Al methodologies. Security and defense introduce distinct and complex
requirements, particularly in areas such as ethics and cybersecurity, which necessitate tailored Al
solutions. These requirements, alongside potential Al-driven approaches for security and defense, were
central themes at the 1% workshop on Al4SD - Artificial Intelligence in Security and Defense — at the
European Conference in Artificial Intelligence in Bologna held on October 26™, 2025.
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Abstract. Classifying vessels in satellite imagery is important for
naval intelligence, search-and-rescue, and the monitoring of illegal
activities. Performance, however, degrades under adverse meteoro-
logical conditions (e.g., clouds), which obscure discriminative fea-
tures and increase ambiguity of class membership. Conventional
deep learning methodologies fail to directly address this ambiguity,
sometimes generating overly confident predictions for a specific erro-
neous class. To address this gap, we present WAVES (Weather-Aware
Visual Estimation with Sets), a conformal prediction framework that
makes uncertainty quality-aware. WAVES learns a temperature map
that adjusts classifier logits as a function of predicted cloud coverage.
A single global conformal threshold is then computed using the stan-
dard order statistic, preserving split-conformal marginal coverage
while producing prediction sets that adapt across quality conditions.
We evaluate WAVES using a publicly accessible dataset compris-
ing various ship classes, which we augment with realistic synthetic
clouds. Across three relevant classification models from the literature
and compared against standard split-conformal prediction, WAVES
typically maintains or improves coverage while reducing predic-
tion—set size; across all three models, it reduces average set size by
6-7% on average (up to 15% in the best setting) while keeping cover-
age within 0.1 percentage points of the global split—conformal pre-
diction baseline. These results indicate that quality-aware calibration
combined with a global conformal threshold provides reliable, com-
pact prediction sets for maritime surveillance under variable cloud
cover, especially in operational scenarios where classification out-
comes directly influence critical human or autonomous decisions.

1 Introduction

Automated classification of vessels in satellite imagery plays an im-
portant role in numerous maritime operations, including military in-
telligence, search-and-rescue missions, naval reconnaissance [7, 59],
and surveillance of illegal maritime activities such as unreported fish-
ing, piracy, and smuggling [17]. While the Automatic Identification
System (AIS), a transponder-based vessel tracking system, supports
vessel identification and location monitoring [25], it exhibits several
limitations: AIS transponders may malfunction or be deliberately de-
activated during covert naval operations or by vessels engaged in il-
legal activities [17, 25, 40, 63]. These limitations highlight the ne-
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cessity for robust, alternative classification methods capable of oper-
ating independently of AIS data. As a result, maritime surveillance
using satellite images has become important for monitoring shipping
routes and maintaining maritime security [7, 10, 15, 17, 59].

However, meteorological conditions such as fog, haze, and cloud
cover can substantially degrade image quality and occlude discrim-
inative features, thereby increasing class ambiguity and degrad-
ing the performance of automated maritime vessel classification
[1, 9, 17, 48, 61]. This is particularly problematic in fine-grained
settings where classes (e.g., frigate, destroyer, corvettes, and cruis-
ers) exhibit high inter-class similarity and share structural attributes
[6, 62]. Synthetic Aperture Radar (SAR) can penetrate clouds but
often lacks spatial detail and color cues needed for fine-grained clas-
sification [17]. Fig. 1 illustrates such fine-grained similarities in an
annotated dataset; in this paper, however, our experiments consider
image-level single-vessel classification (no detection or bounding-
box inference), and Fig. 1 serves only as context for the visual chal-
lenges present in maritime scenes.

Figure 1. Example satellite image of military vessels from the FGSRCS
dataset [48] with high inter-class similarity. The depicted ship classes
include destroyer, cruiser, and littoral-combat-ship.



Conventional deep learning methodologies, which are frequently
used for marine vessel classification (e.g., in [10], [21], [27], and
[60]), do not adequately address the potentially increased ambigu-
ity of class membership due to meteorological conditions. These
methodologies output a score vector over all classes that is routinely
interpreted as a probability distribution. In practice, decisions are
made by selecting a single most probable class (top-1) or by inspect-
ing a top-k list. These procedures, however, do not provide statistical
guarantees about whether the true class lies within the set of reported
labels [2]. Moreover, although some models can express ambiguity
via reduced class probabilities, they may still demonstrate overcon-
fidence in incorrect predictions by attributing high probabilities to
erroneous classes [4]. The implications of these errors can be severe:
misclassifying a civilian vessel as a military threat, or vice versa,
could lead to significant strategic errors or unintended engagements.

Conformal Prediction (CP) addresses this by constructing predic-
tion sets that, under standard i.i.d. assumptions, contain the true class
with user-specified coverage [2, 47]. In contrast to ad-hoc top-k se-
lection, CP calibrates set size from data to target coverage and thus
provides transparent uncertainty quantification. CP has already been
successfully applied across diverse applications, including medical
diagnostics [37], financial forecasting [3], and autonomous driving
[31]. However, standard CP guarantees marginal coverage but does
not, by itself, correct covariate-dependent miscalibration; its effi-
ciency relies on calibration scores that accurately reflect uncertainty
across samples. In practice, meteorological conditions can act as co-
variates that induce conditional miscalibration: under poor visibility,
models may be overconfident on incorrect classes. If raw (visibility-
agnostic) probabilities are used, the resulting nonconformity scores
form a mixture over visibility regimes, which can inflate set sizes and
waste efficiency. Prior work on adaptive CP shows that accounting
for such covariates can improve efficiency and conditional behavior
[13, 14, 38].

Motivated by this, we propose WAVES (Weather-Aware Visual
Estimation with Sets), a quality-aware CP framework for maritime
vessel classification from satellite imagery. WAVES learns a tem-
perature map that adjusts classifier logits as a function of predicted
image quality (here: cloud coverage as a proxy for visibility), so that
probabilities are better aligned across cloud conditions. The same
quality-aware calibration is then applied to compute a single global
conformal threshold via the standard order statistic. This preserves
split-conformal marginal coverage while producing prediction sets
that adapt across quality conditions. In this work we instantiate im-
age quality with cloud coverage; other factors (e.g., haze, fog, illu-
mination) are discussed as extensions in future work.

Our main contributions are: (1) the first application of CP to
satellite-based maritime vessel classification; (2) WAVES, a novel
method that combines quality-conditioned temperature scaling with
a single global conformal threshold, yielding compact prediction
sets that adjust to cloud-induced visibility; and (3) a comprehen-
sive experimental evaluation on a publicly accessible dataset [60]
augmented with realistic synthetic clouds, using three relevant clas-
sification models from the literature. Compared to standard split-
conformal prediction with a single global threshold, WAVES typ-
ically maintains or improves coverage while reducing prediction-
set size, enabling reliable and compact uncertainty quantification for
maritime surveillance under variable cloud cover.

The remainder of this paper is organized as follows: Section 2 re-
views related work. Section 3 presents the proposed WAVES method
in detail. Section 4 describes our evaluation setup and discusses the
results. Section 5 concludes and outlines future work.

2 Related Work

2.1 Maritime Vessel Classification from Remote
Sensing Imagery

Optical satellite imagery has become an important source of data
for maritime vessel classification, leading to the development of
various Fine-Grained Ship Classification (FGSC) datasets, such as
ShipRSImageNet [61], FGSC-23 [60], FGSCR-42 [10], FGSCM-52
[27], and FGSRCS [48]. Zhang et al. [59] provide a comprehensive
overview of over fifty ship detection and classification datasets (op-
tical and SAR), whereas Kanjir et al. [22] review more than 100 re-
lated methodologies, highlighting developments driven by advance-
ments in artificial intelligence and the growing availability of high-
resolution annotated imagery.

Karus et al. [23] demonstrated the potential of vision transformers
(on ship side views), while Huang et al. [21] combined Convolu-
tional Neural Networks (CNNs) with transformers on satellite im-
agery to improve accuracy. Transfer learning has also been leveraged
to bridge domain gaps from civilian to military vessels [58]. Beyond
architectures, feature quality has been improved via Essential Feature
Mining with iterative refinement [57], adaptive mid-level attention
for subtle structural vessel details [55], and multi-scale contrastive
learning with channel-spatial attention and a ResNet-50 backbone
[11]. Robustness to resolution variation has been addressed through
multigranularity feature enhancement strategies [49].

Moreover, contrastive and metric learning has been applied to mar-
itime vessel classification. For example, region-based global-local
contrastive learning to handle inter-class similarity and intra-class
variations [29], hierarchical contrastive learning across optical and
SAR modalities [7], and multiple-proxy deep metric learning with
distribution optimization to maximize inter-class feature separabil-
ity [53]. Hierarchical and semantic modeling further exploit label
taxonomies [56], refined anchor labeling strategies and polariza-
tion functions [35], and textual guidance for visual feature extrac-
tion [34], while large vision—language models can be adapted ef-
ficiently via prompt tuning [27]. Additional approaches employed
interpretable cognitive retrieval [52], spatial-invariant hashing with
self-attention [18], and collaborative global-local knowledge distil-
lation for imbalanced data [50].

Despite these advances, these existing methods yield score vec-
tors, which do not provide calibrated probabilities that reflect true un-
certainty with statistical guarantees, nor do they ensure that the true
class lies within the reported top-1 or top-klabels [2]. Moreover, re-
duced softmax confidence is not a guarantee of ambiguity, and mod-
els can remain overconfident on erroneous classes [4]; a limitation
that is relevant under weather-induced image quality degradations.

2.2 Impact of Meteorological Conditions on Remote
Sensing Imagery

Optical satellite images, while capable of providing high-resolution
details relevant for accurate vessel classification, are susceptible to
quality variations caused by meteorological conditions, including
fog, mist, haze, as well as clouds and their shadows [1, 9, 17, 22,
48, 61]. Moreover, datasets utilizing publicly available data, such
as Google Earth, consist of images from different satellites with
changing sensor characteristics, ranging from highly detailed to low-
resolution images [59]. These factors substantially influence classifi-
cation accuracy. However, existing publicly available datasets gener-
ally underrepresent images with adverse weather and environmen-
tal conditions, thereby constraining robustness in real-world mar-



itime contexts [61]; for instance, only 11% of the images in [48]
encompass more challenging conditions characterized by meteoro-
logical disturbances or other quality issues, while [17] entirely ex-
cludes cloudy images from their dataset. In contrast, datasets specif-
ically designed for automotive applications often systematically in-
clude challenging weather conditions [5, 24, 46], an approach still
largely lacking in maritime domains.

To directly mitigate image quality degradation, several deep
learning-based image enhancement and restoration methods have
been proposed. Techniques such as cloud removal and atmospheric
correction have shown potential for improving optical satellite im-
agery. Lee et al. [28] demonstrated that CNNs effectively remove
broader-scale environmental noise, however, they often struggle to
preserve critical fine-grained features necessary for accurate mar-
itime vessel classification. Xiang et al. [51] used complementary
SAR images alongside optical images to mitigate thick cloud cov-
erage; however, the availability of such paired multimodal data is
typically limited. Huang et al. [20] proposed a Generative Adver-
sarial Network (GAN)-based approach, which utilizes multiple im-
ages of the same geographical region captured under varying cloud
conditions to reconstruct clear imagery. However, acquiring multiple
temporally and meteorologically distinct observations of identical lo-
cations may prove challenging while vessels are in motion.

Beyond direct image restoration, several approaches have specifi-
cally aimed to enhance robustness to varying meteorological and en-
vironmental conditions in satellite imagery. Yang et al. [54] analyzed
the influence of sea surface and extensive cloud coverage, demon-
strating how self-similar regions can interfere with reliable vessel de-
tection in large satellite images. Nelson et al. [39] tackled underrep-
resentation of illegal fishing vessels in varying maritime conditions
using data augmentation techniques, using the POSEIDON frame-
work [42]. Liu et al. [32] generated synthetic fog-occluded datasets
to train models resilient to partial visibility conditions, achieving im-
provements in classification accuracy under increasing occlusion.

Further, multigranularity methods have been used to address vari-
ability in image resolution [49]. Chen et al. [7] applied hierarchical
contrastive learning to integrate low-resolution and SAR imagery for
coarse-grained classification, while high-resolution optical images
were used for fine-grained distinctions. However, while these meth-
ods acknowledge image-quality issues, they typically do not provide
explicit quantification of the uncertainty introduced by varying im-
age conditions.

2.3 Uncertainty Quantification in Remote Sensing
Imagery Analysis

Despite widespread application of artificial intelligence models, their
adoption in high-risk and safety-critical applications remains lim-
ited, primarily due to a lack of reliable uncertainty quantification and
transparency [12, 43]. CP offers a model-agnostic way to attach sta-
tistically valid uncertainty to any predictor: rather than returning a
single most probable label (top-1) or a top-k list, CP returns a set of
plausible labels, referred to as the prediction set, which is dynami-
cally sized to meet a user-specified reliability level, referred to as the
miscoverage o € (0, 1). Conceptually, CP uses held-out calibration
data to learn the empirical distribution of true-class scores (regard-
less of whether the model’s top-1 prediction was correct) and, at test
time, includes exactly those labels in the prediction set whose scores
meet or exceed the calibrated cutoff, i.e., the conformal threshold
learned from calibration. In particular, choosing a miscoverage level
a € (0,1) targets a coverage guarantee of at least 1 — o, meaning

the true label lies in the prediction set at least a (1 — «) fraction of
the time. This guarantee holds with finite-sample uncertainty whose
tightness depends on factors such as the size of the calibration set
and the exchangeability of the data, i.e., calibration and test examples
come from the same data-generating process and their order does not
matter [2, 47].

In earth observation and remote sensing, CP has recently been em-
ployed in various applications. For land-use/land-cover mapping, CP
has been used to produce pixel-wise prediction sets [45], and for
hyperspectral image classification, spatial-aware variants leverage
neighborhood information to aggregate nonconformity scores and
improve set efficiency [33]. On aerial imagery, CP has demonstrated
statistically reliable uncertainty even with limited labeled samples
[41]. Beyond classification, CP has been explored for object detec-
tion in aerial/satellite imagery by quantifying detection and localiza-
tion uncertainty [8], and for broader earth-observation pipelines as a
practical, distribution-free uncertainty quantification tool [44, 26].

While CP guarantees marginal coverage, its efficiency, defined as
achieving the target reliability with minimal prediction-set sizes, de-
pends on how well calibration scores reflect uncertainty across op-
erating conditions. In remote sensing, however, conditions are not
homogeneous: meteorological factors (e.g., clouds, haze) can act as
covariates that systematically shift confidence. That is, under poor
visibility, models can be overconfident on the wrong class (e.g., as-
signing 80-90% to an incorrect label while giving only a few percent
to the true one), whereas in clear scenes the pattern is typically re-
versed [4]. However, when raw, visibility-agnostic probabilities are
pooled, the calibration scores mix clear and degraded regimes into
a single empirical distribution. To satisfy the coverage target, the
global quantile must then become more permissive to capture the
hard, cloudy cases, thus effectively lowering the probability cutoff.
This has two side effects: (i) in cloudy images, more additional (of-
ten incorrect) labels enter the set, and (ii) in clear images, the relaxed
cutoff also admits extra labels that would otherwise be excluded. In
both cases, prediction sets expand, reducing efficiency.

3 Proposed Method
3.1 Overview of the Proposed Method

The limitations identified in Section 2 highlight a gap in uncertainty
quantification for maritime vessel classification under variable cloud
cover: conventional classifiers do not fully adapt their confidence to
visibility, and standard CP can be inefficient when calibration scores
pool clear and cloud-degraded regimes. Inspired by adaptive con-
formal ideas for evolving operating conditions [38], we introduce
WAVES (Weather-Aware Visual Estimation with Sets), a model-
agnostic framework for adaptive, visibility-aware CP that explicitly
conditions post-hoc calibration on predicted cloud coverage.

Aligned with this objective, WAVES first calibrates the classifier’s
outputs across visibility regimes and then applies a single global con-
formal threshold. Specifically, on a held-out temperature-calibration
split it learns a piecewise temperature map that scales the model’s
logits (the pre-softmax class scores) as a function of predicted cloud
coverage (our visibility proxy). The learned map is subsequently
frozen and applied to calibration and test images, so that probabil-
ities adapt to cloud-induced class ambiguity, i.e., models are made
less overconfident under poor visibility while maintaining relatively
high probabilities in clear conditions. From these calibrated probabil-
ities, a single standard split-CP threshold is then computed on an ad-
ditional conformal-calibration split using the nonconformity scores,
and used thereafter for test-time set prediction.



Because WAVES operates as a post-hoc calibration layer followed
by a single conformal threshold, it is model-agnostic, requires no re-
training of the base classifier, and integrates seamlessly into opera-
tional pipelines.

3.2 Details of the Proposed Method

Inputs and prerequisites. We assume (i) a fixed, pre-trained base
classifier that, for any image x, produces logits z(z) € RY! and
class probabilities p(z) = softmax(z(x)) over a finite label set V;
(ii) three disjoint splits: a temperature-calibration set Dy (used only
to learn temperature parameters), a conformal-calibration set Dcc
(used only to compute the conformal threshold), and a fest set Dyest;
and (iii) a quality regressor r(-) that maps an image to a scalar vis-
ibility proxy, here the predicted cloud-coverage score §(z) € [0, 1]
(0: clear, 1: fully cloudy). While other factors (haze, fog, illumina-
tion) may affect visibility, we deliberately focus on cloud cover and
treat g(x) as the conditioning variable for calibration. The miscov-
erage a € (0, 1) specifies the target reliability for CP, and a small
number B of coverage bins defines the granularity of the tempera-
ture map learned on Dic.

Temperature calibration. We learn a piecewise-constant temper-
ature map 7'(G) on Dy by partitioning the range of § into B quantile
bins {I,}£_, and selecting one temperature 7, > O per bin to mini-
mize the negative log-likelihood on samples whose predicted cover-
age falls in that bin:

T(4(x)) = Tp if q(x) € L. (1

Let p(x; T') denote the temperature-scaled probability vector, ob-
tained by dividing the logits by 7" and reapplying softmax:

pla;T) = softmax(@) )

The entry atindex y € ) of this vector is the calibrated probability
py(x; T') for class y.

For any single bin [, the temperature is chosen by minimizing the
negative log-likelihood on samples whose predicted coverage falls
into that bin:

Ty, € argmin E
t>0
(z5,95)€Dte
G(zj)€ly

—log py; (x5 t). 3

After fitting, we obtain the fixed, visibility-aware probability map

py(x) = pylw; T(q(2))), @)
which is then applied to the conformal-calibration and test sets.

Calibration of a conformal threshold. Given D.. =
{(mh yz) "Lcc (Wlth Nece = |Dcc
ture map to obtaln calibrated probabilities p(x; ). In split-CP, a non-
conformity score quantifies how atypical a labelled example appears
under the model, i.e., larger scores indicate lower model support for
the true labels. The nonconformity scores are calculated as follows:

Si = 1_151/1(331)7 t=1,...,ncc. )]

For example, if a calibrated probability vector for a three-class
problem is p(z) = [0.70, 0.20, 0.10] and y = 1, then the noncon-
formity scoreis s =1 — p1(x) =1 — 0.70 = 0.30.

Foraa € (0, 1), the conformal threshold is the k-th order statistic

of {s;},
k= [(ncc +1)(1— a)-‘, ©)

T = S(k)7
where s(1) < 82y < -+ < S(n,.) denotes the sorted scores. This
single 7, computed after visibility-aware temperature calibration, is
held fixed and used for all test instances.

Inference Phase. Given a new input x(.st, we predict its cloud
coverage G(Ttest ), apply the learned temperature map, and compute
calibrated probabilities:

- Z(xtest)
P(Trest) = softmax< ) @)
T(q(wtest))
We then form the prediction set:
C(xtcst = {y €YV Py(Trest) > 1 — } (®)

Since the true label is unknown at inference, we evaluate scores for
all classes and include those whose calibrated probability exceeds 7.

Under exchangeability, split-CP guarantees marginal coverage at
least 1 —«. Because probabilities are calibrated as a function of cloud
coverage before conformalization, the single global 7 is learned from
scores that better capture visibility-dependent uncertainty, yielding
more compact sets in clear conditions and appropriately larger (but
calibrated) sets under heavy cloud.

4 Evaluation & Discussion
4.1 Dataset and Preprocessing

In our evaluation, we utilize the FGSC-23 dataset originally intro-
duced by Zhang et al. (2020) [60], comprising 4,080 optical satel-
lite images categorized into 23 fine-grained ship classes, including
both military (e.g., aircraft carrier, destroyer, submarine) and civil-
ian vessels (e.g., container ship, oil tanker, passenger ship). Images
were primarily sourced from Google Earth and the Chinese Gaofen-
1 satellite. The dataset features visually diverse images captured un-
der varying illumination conditions, backgrounds, and resolutions.
Notably, certain classes such as destroyers, cruisers, and frigates ex-
hibit high inter-class similarity, making them particularly susceptible
to class ambiguity under challenging meteorological conditions. The
class distribution is notably imbalanced, reflecting realistic scenarios
where certain ship classes occur more frequently, e.g. destroyer 542
times and medical ships only 27 times.

The original FGSC-23 dataset did not contain images with cloud-
induced occlusion of vessel features. To systematically evaluate our
WAVES method under such degraded imaging scenarios, we aug-
mented the original dataset by applying synthetic cloud coverage us-
ing the method proposed by Czerkawski et al. (2023) [9]. Specifi-
cally, we introduced three levels of cloud coverage severity, catego-
rized as Mild (on 55% of images), Moderate (on 35% of images),
and Severe (on 10% of images). Each category differs primarily in
cloud opacity, shadow intensity, and number of cloud layers. These
synthetic clouds were generated by applying Perlin noise patterns
combined with adjustable transparency masks, Gaussian blurring,
and additional features including cloud color adaptation and channel-
specific magnitude adjustments [9]. Due to the synthetic generation
approach, a ground-truth cloud coverage score between 0 (clear) and
1 (fully cloudy) was directly available. In practical scenarios with-
out synthetic augmentation, this score could alternatively be obtained
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Figure 2. Synthetic cloud augmentation at four severities: (a,e,i) Raw
image, (b,f,j) Mild, (c,g,k) Moderate, (d,h,l) Severe. Top row: Destroyer
(class 12); middle row: Aircraft carrier (class 0); bottom row: Destroyer
(class 12). For each image, the cloud coverage (CC) value is displayed in the
upper-right corner.
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Figure 3. Distribution of synthetic cloud coverage scores in the modified
FGSC-23 dataset. Most images exhibit mild to moderate cloud coverage,
while a smaller proportion reflects severe coverage.

through human annotation or automated cloud-detection methods,
e.g., those discussed in [30].

Visual examples showing different levels of synthetic cloud sever-
ity (Mild, Moderate, Severe) and their effects on image visibility are
provided in Fig. 2. Additionally, the distribution of synthetic cloud
coverage scores across the augmented dataset is shown in Fig. 3.

4.2  Experimental Setup

To evaluate WAVES, we conducted experiments using three
relevant deep neural network architectures commonly em-
ployed in fine-grained visual classification tasks: ResNet-50
[16], ConvNeXt-Tiny [36], and DenseNet-121 [19]. All models
were initialized with pretrained weights obtained from the ImageNet
dataset and subsequently fine-tuned on our augmented FGSC-23
training subset, comprising 2,448 images (60%). Each image
was resized and padded to a resolution of 384 x 384, and input
normalization was performed using standard ImageNet mean and
standard deviation values. The fine-tuning process employed the
Adam optimizer with a learning rate of 3 x 10™*, batch size of
8, a warm-up phase of head-only training for 3 epochs at a head
learning rate of 1 x 103, and a maximum training duration of 15
epochs. To address the inherent class imbalance in the dataset, we
utilized a weighted random sampling approach during training. Our
primary objective was not to achieve state-of-the-art classification
accuracy or conduct extensive hyperparameter optimization, but
rather to establish a representative set of baseline classifiers and
clearly illustrate the increased classification difficulty introduced by
realistic cloud coverage conditions in maritime vessel classification.

The dataset was split as follows: 2,448 images for training
(60%), 407 for validation (10%), 816 for conformal calibration
(20%), and 409 for testing (10%). The validation split was used

for hyperparameter tuning and temperature calibration, while the
conformal-calibration split was used only to compute the conformal
threshold. Model and CP performance were then evaluated on the in-
dependent test split. All splits were generated via stratified sampling
to preserve the original class distributions; class proportions per split
are shown in Fig. 4.

We trained an auxiliary regression model based on the ResNet-18
architecture [16] to predict cloud-coverage scores (0: clear, 1: fully
cloudy) from input images. This model achieved a Mean Squared
Error (MSE) of approximately 9 x 10™% on the test set, indicating
accurate estimation of cloud coverage. To avoid target leakage, we
used the predicted coverage scores §(z) for all downstream steps.

For CP, we evaluated miscoverage levels a € [0.01,0.05] in steps
of 0.01. In WAVES, temperature calibration on D;. partitions pre-
dicted cloud coverage into B bins, and we assess multiple settings
B € {1,2,3,4}; within each bin, a temperature is selected by grid
search over [0.5,5.0] with step 0.1. For comparison, we include a
Global CP baseline—standard split-CP without temperature scal-
ing—that computes a single threshold directly from the raw prob-
abilities.

4.3  Evaluation Results & Discussion

First, we assessed the baseline classifiers trained on the augmented
FGSC-23 dataset. The overall accuracy achieved by the classifiers
on the test set was 62.8% (ResNet-50), 64.6% (ConvNeXt-Tiny),
and 59.9% (DenseNet-121). In preliminary experiments using the
original FGSC-23 dataset without synthetic cloud augmentation, the
examined classifiers achieved classification accuracies on the test set
between 75.1% (ResNet-50) and 84.4% (DenseNet-121).

Fig. 5 visualizes how prediction confidence and accuracy vary
with cloud cover on the test set averaged over all examined models.
The blue curve (median raw top-1 probability) with its interquartile
range (IQR), i.e., the range between the 25th and the 75th percentile,
remains comparatively high even as cloud cover increases, while the
green curve (top-1 accuracy) steadily declines and approaches zero
in the highest-coverage bin. This gap indicates overconfidence un-
der poor visibility: the models often assigns high probability to an
incorrect class. This trend aligns with our aggregate finding that mis-
classified images exhibit substantially higher cloud coverage (mean
= 0.27) than correctly classified images (mean ~ 0.18). These re-
sults indicate that visibility is a dominant driver of both accuracy loss
and raw-probability overconfidence in maritime vessel classification.

Next, we examined the global CP baseline, reporting coverage and
prediction—set sizes in Table 1. At a strict target of 99% (a = 0.01),
global CP produced large sets, with test-time average sizes ranging
from 9.817 (ConvNeXt-Tiny) up to 13.171 (ResNet-50). At more
relaxed targets (e.g., 95%, o = 0.05), sets became smaller—down
to 4.966 (ResNet-50)—indicating that several classes become hard
to distinguish under a combination of cloud cover and inherent
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Figure 4. Relative class distributions of the training, validation,
calibration, and test splits of the FGSC-23 dataset after stratified sampling.



Table 1.

Global CP vs. WAVES on the test set. Each cell shows coverage and average set size (+ standard deviation). Bold indicates the highest coverage and

the smallest set size per row (miscoverage ).

Model [e Global CP WAVES (B=1) WAVES (B=2) WAVES (B=3) WAVES (B=4)
ResNet-50 0.01 0.993 0.993 0.993 0.993 0.990
eshet ’ 13.171+£7.649  12.286£7.177 12.068 £7.020 12.198+7.042  11.208 + 6.824
0.02 0.978 0.985 0.983 0.983 0.980
’ 8.936 + 6.646 8.218 £5.774 7.716 +5.437 7.702 £5.403 8.115£5.616
0.03 0.973 0.971 0.971 0.973 0.968
’ 7.051 +5.698 6.699 +4.958 6.616 =4.771 6.633 £4.710 6.692 +4.780
0.04 0.946 0.954 0.951 0.949 0.951
’ 5.386 £4.576 5.098 +3.830 4.9361+3.634 4.778 +3.480 4.875+£3.552
0.05 0.944 0.944 0.941 0.939 0.944
’ 4.966 +4.298 4.555+3.422 4.465+3.292 4.340 +3.151 4.575+3.349
. 0.983 0.983 0.983 0.983 0.988
ComNeXt-Tiny 001 951746065 930845195 8912£5501  9.059+£5074  9.306+5.574
0.02 0.971 0.971 0.968 0.971 0.971
’ 7.083 +4.961 6.653 +4.058 7.164 +4.598 6.665 +4.042 7.222 +£4.565
0.03 0.963 0.968 0.963 0.963 0.963
’ 6.205 +£4.472 6.029 +3.704 6.100+:3.918 6.046 +3.701 5.944 +3.770
0.04 0.961 0.963 0.963 0.963 0.963
’ 5.880 £4.307 5.5014+3.398 5.2104+3.321 5.186 +3.227 5.3334+3.397
0.05 0.956 0.958 0.958 0.958 0.961
’ 5.308 £3.937 4.826 +2.985 4.623 +2.978 4.780 +2.980 4.658 +2.991
DenseNet-121 001 0.976 0.976 0.983 0.978 0.980
enseiet ' 12.029+7.140  11.995+6.856 12.528+7.170  12.098+7.170  11.704+7.172
0.02 0.976 0.976 0.973 0.973 0.971
’ 10.496 + 6.889 9.756 +6.311 10.548 +6.876  10.496 £ 6.888 9.946 1+ 6.837
0.03 0.968 0.961 0.961 0.963 0.961
’ 8.853+6.410 8.411+£5.929 8.389 +£6.115 8.682+6.334 8.814 £6.489
0.04 0.961 0.951 0.954 0.956 0.956
’ 7.939 +6.075 7.4354+5.419 7.200 +5.470 7.203 +5.608 7.306 +5.770
0.05 0.946 0.949 0.936 0.934 0.934
’ 6.726 +5.453 6.408 +4.756 6.044 +-4.653 6.024 +-4.737 6.130 +-4.948
1.0 dence compared to raw data, yet an offset remains between confi-
dence and accuracy, underscoring residual uncertainty that cannot be
o 087 entirely mitigated when the visual signal is significantly degraded.
20 . .
ZE g6 In comparison to the global CP baseline, Table 1 reports test
S & coverage and mean set size for WAVES across four bin settings
E 2 "4 =—Raw (median) R T ~ B € {1,2,3,4}. Note that B=1 corresponds to a single bin (i.e.,
o 7 59 . . .
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Figure 5. Top-1 probability and top-1 accuracy versus ground-truth cloud

coverage on the test set. Shown are raw top-1 probability (median) with its

IQR (25-75%) band, WAVES-calibrated top-1 probability (median) with its
IQR (25-75%) band, and the top-1 accuracy curve.

inter-class similarity. In many cases the empirical test coverage falls
short of the nominal target; this is expected because the split-CP
guarantee is marginal and comes with finite-sample uncertainty that
depends strongly on calibration-set size.

Fig. 5 aggregates the temperature-scaling effect of WAVES over
all examined models and bin settings. The orange curve (WAVES
top-1 probability, median) lies substantially below the raw top-1
probability across most cloud coverage bins, while top-1 accuracy
remains identical, i.e., temperature scaling preserves the ranking of
class probabilities. The largest reduction in median confidence oc-
curs for cloud coverage between roughly 0.25 and 0.55, where the
WAVES curve aligns most closely with observed accuracy, indicat-
ing that probabilities better reflect true uncertainty in this regime (re-
duced overconfidence). Under extreme occlusion (e.g., coverage ~
0.75), accuracy approaches zero; WAVES reduces median confi-

combinations WAVES simultaneously increases coverage and re-
duces set size (although this occurs in only 10% of DenseNet-121
cases). In an additional ~ 27% of cases, WAVES maintains identi-
cal coverage while reducing set size. Hence, in the majority of set-
tings WAVES outperforms the global CP baseline. In a further 30%
of cases there is a trade-off: coverage decreases on average by 0.62%
while the set size reduces on average by 7.45% (relative to the global
CP set size). In the remaining 10%, we observe mixed outcomes: €i-
ther set size is reduced while coverage improves (3.33%), or cover-
age decreases while set size is maintained (1.67%), or both coverage
decreases and set size increases (5%).

Aggregating by the number of bins across all models and a-values,
the largest average coverage increase occurs with B=1 (+0.05% on
average), while still reducing mean set size by 5.76% on average.
The largest average set size reduction arises with B=3 (—7.33%
on average) at the expense of a modest average coverage decrease
(—0.11%). The best overall trade-offs are observed with B=2 and
B=5, both achieving an average set size reduction of 6.72% together
with a small average coverage decrease of 0.09%. These patterns
suggest that binning is particularly beneficial when reducing set size
is prioritized and a small coverage decrease is acceptable.



Averaging per model over all « and B, WAVES performs best
on ResNet-50 with an average set size reduction of 8.88% while in-
creasing average coverage by 0.10%. For ConvNeXt-Tiny, WAVES
achieves a 6.53% average reduction in set size and a 0.13% aver-
age increase in coverage. DenseNet-121 is the only model showing
an overall trade-off: average set size reduces by 4.49% while av-
erage coverage decreases by 0.41%. The largest individual average
set size reduction is obtained with ResNet-50 at «=0.01 and B=4
(—14.90%), accompanied by a coverage decrease of 0.3%. The best
individual trade-off (equal weight on coverage increase and set size
decrease) occurs with ResNet-50 at «=0.02 and B=3, where cover-
age increases by 0.5% and set size decreases by 13.81%.

Overall, these evaluation results underscore that WAVES effec-
tively balances prediction-set informativeness with reliable true-class
coverage, offering practical gains over global CP for maritime
surveillance under variable cloud cover.

5 Conclusions & Future Work

In this paper we introduced WAVES, a model-agnostic confor-
mal prediction framework for maritime vessel classification that
explicitly addresses uncertainty quantification under variable cloud
cover. To mitigate systematic overconfidence under poor visibil-
ity, WAVES first learns a visibility-conditioned temperature map
on a held-out split to recalibrate logits, and then applies a single
global split-conformal threshold on the calibrated scores. This pre-
serves finite-sample marginal validity while aligning probabilities
across cloud regimes and improving efficiency. On the FGSC-23
dataset with realistic synthetic clouds and three relevant classifiers,
WAVES typically maintained or improved coverage while reducing
prediction-set size relative to a standard global split-conformal pre-
diction baseline. Aggregated across the examined models, WAVES
reduced mean set size by approximately 6-7% on average (up to
15% in the best setting) while keeping coverage within 0.1 percent-
age points of global conformal prediction. Qualitatively, temperature
scaling lowers raw top-1 probabilities in cloudy conditions where
models tend to be overconfident, bringing them into better agreement
with observed accuracy.

While our evaluation utilized synthetic cloud augmentation, vali-
dating WAVES on naturally occurring meteorological disturbances
in operational satellite imagery would strengthen its practical appli-
cability. Beyond cloud coverage, future research could explore incor-
porating additional quality factors such as haze, fog, mist, as well as
different illumination conditions and sensor characteristics into the
quality assessment. Moreover, we used a small number of visibil-
ity bins for temperature mapping; learning smoother (e.g., monotone
or spline-based) temperature functions, incorporating spatial context,
or jointly modeling uncertainty in the quality regressor may further
improve conditional behavior. Finally, developing theoretical guar-
antees for the adaptive conformal prediction under distribution shift
caused by varying image quality would strengthen the method’s the-
oretical foundation and potentially extend its applicability to other
domains facing similar quality-dependent uncertainty challenges.

Code & Data Availability Statement

The Python code for WAVES as well as the global conformal predic-
tion method, the augmented dataset, the trained classification models,
the auxiliary regression model, and the evaluation results are publicly
available via https://github.com/GianMan89/uncertainty-aware-ship-
classification.
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Abstract. The increasing demand for Urban Air Mobility (UAM)
has introduced a new layer of complexity in managing airspace, par-
ticularly in densely populated metropolitan areas. As the number of
air vehicles, including drones, air taxis, and helicopters, continues to
grow, the risk of mid-air collisions and conflicts with other air traffic
and obstacles increases. Strategic deconfliction is critical to ensuring
safe and efficient UAM operations. This paper proposes an Answer
Set Programming (ASP) solution to real-world strategic deconflic-
tion problem in UAM with respect to time synchronization and opti-
mization of the flight route so that all flights are in deconfliction. The
ASP solution is compared with a Constraint Programming (CP) ap-
proach, investigating the efficiency of both approaches through scal-
ability tests and comparing the respective time and memory require-
ments. The results show that ASP generally offers faster execution
and better scalability for small to medium-sized problems, while CP
exhibits a more consistent memory usage but struggles significantly
with the execution time as the problem complexity increases.

1 Introduction

Urban Air Mobility (UAM) is transforming the way people and
goods move within cities, offering a promising solution to alleviate
ground traffic congestion, reduce emissions, and increase transporta-
tion efficiency [19]. The UAM ecosystem encompasses a wide range
of air vehicles, including electric vertical takeoff and landing (eV-
TOL) aircraft, drones, air taxis, and helicopters, which are expected
to operate in densely populated metropolitan areas. However, the in-
tegration of these new air vehicles into the existing airspace poses
significant challenges, particularly in terms of safety, efficiency, and
scalability [32]. To meet this challenge, industry actors and regulators
are adjusting UAM Concept of Operations (ConOps) by expanding
helicopter corridors into specific air lanes for eVTOLs [3] bypassing
traditional Air Traffic Controller (ATC). For UAM, the US Federal
Aviation Administration (FAA) and National Aeronautics and Space
Administration (NASA) have proposed concepts for Unmanned Air-
craft System Traffic Management (UTM) in recent years [14, 3]. One
of the most critical challenges facing UAM is the need for effec-
tive conflict management, also known as deconfliction. Deconfliction

* Corresponding Author. Email: g.sterlicchio@phd.poliba.it

refers to the process of predicting, detecting, and resolving potential
conflicts between air vehicles, as well as between air vehicles and
other air traffic, obstacles, or restricted airspace [32].

In this work, we build on this common framework to provide mod-
els and algorithms for general UAM Strategic Deconfliction (SD).
SD is the first of the three layers into which Air Traffic Manage-
ment (ATM) is typically divided [17]. In it, conflicts are detected and
solved through the appropriate allocation of resources prior to de-
parture. It includes airspace organization and management, demand
capacity and balancing, and traffic synchronization. In the second
layer, Tactical Deconfliction is employed to maintain separation pro-
vision of ongoing traffic using real-time information such as cur-
rent location, heading, and speed. This information may be avail-
able through the radar systems of the air traffic controller or through
telemetry data sharing among UAS operators. The last layer is about
Collision Avoidance (or detect-and-avoid) realized by using on-board
technologies to evade imminent collisions. In particular, in this work
we focus on the traffic synchronization aspect of SD, which involves
proactive planning and management of air vehicle trajectories to min-
imize the risk of conflicts and optimize airspace utilization. This re-
quires the development of sophisticated algorithms, advanced sens-
ing systems, and real-time data analytics to predict and mitigate po-
tential conflicts before they occur. In this article, we address the SD
problem by exploiting Answer Set Programming (ASP). ASP is cru-
cial due to its ability to handle complex combinatorial problems and
generate optimal solutions [16]. In the context of air traffic man-
agement, ASP can model and solve the intricate constraints and re-
quirements involved in deconflicting flight paths. By representing the
problem as a set of logical rules and constraints, ASP can efficiently
explore possible solutions, ensuring that flights are strategically de-
conflicted while adhering to safety regulations and operational con-
straints. To the best of our knowledge, an approach based on ASP -
or a logic-based declarative approach - does not exist in the literature.
In fact, as will be described in a dedicated section, most of the work
is based on numerical approaches. The contributions of this paper are
the following: (i) the formalisation of the problem, (ii) the modelling
of the air network topology, the fleet of drones to be organised as
well as the SD encoding, and (iii) the empirical evaluation of the ef-
ficiency of the proposed approach through scalability tests aimed at
assessing its strengths and weaknesses, and comparing them against



Constraint Programming (CP).

The paper is organized as follows. Section 2 overviews the recent
literature on the SD problem in UAM. In Section 3, we briefly recall
the basics of ASP. Then, in Section 4, we define the SD problem by
showing a practical example and formalizing the problem. In Sec-
tion 5, we explain the rationale behind the modelling choices of the
various parts of the problem with a small example to demonstrate
how the proposed solution works. Section 6 explains the methodol-
ogy adopted to evaluate efficiency of the proposed approach about
execution time and memory consumption. Finally, Section 7 con-
cludes the paper with final remarks and future works.

2 Related works

This section reviews related work in two areas: (i) state-of-the-art
approaches to SD, and (ii) ASP-based scheduling in comparable do-
mains, given its absence in current SD research. Strategic deconflic-
tion involves pre-departure decisions — such as ground delays and
waypoint merging — to balance traffic demand with airspace capacity.
Sacharny and Henderson [22] propose a greedy scheduling algorithm
that minimizes deviation from desired release times. Torabbeigi et al.
[31] model parcel delivery using a set covering approach for strategic
planning and mixed integer linear programming (MILP) for opera-
tions. The works [23, 24] introduce a lane-based navigation frame-
work with one-way lanes and polygonal roundabouts, enabling com-
putation of conflict-free launch intervals. Tang et al. [28] formulate
conflict-free trajectory planning as a mixed-integer Second-Order
Cone program (SOCP). Bertram et al. [6] introduces FastMDP-GPU,
a first-come-first-served scheduler generating conflict-free plans on
demand. Sacharny et al. [27] contribute a comprehensive lane-based
framework, including scheduling algorithms, performance analysis
tools, and a tactical deconfliction protocol. Huang et al. [12] applies
multi-agent reinforcement learning (MARL) to low-altitude conflict
resolution. Thompson et al. [30] propose a rapidly-exploring random
tree (RRT) and Thompson et al. [29] an A™ based algorithms for
deconflicted routing. Chen et al. [7] combine demand-capacity bal-
ancing (DCB) with reinforcement learning, introducing both MILP-
based and heuristic DCB methods. Liu et al. [17] model airspace
using stacked hexagonal tessellation and solve SD via integer pro-
gramming. Pradeep et al. [20] address SD in urban package delivery
using a a mixed-integer non-linear programming (MINLP) model for
scheduling under temporal constraints. Finally, Xue [32] compare
centralized and decentralized architectures across all deconfliction
layers, analysing their robustness to communication and state esti-
mation errors.

ASP is widely used to solve scheduling problems. Ricca et al.
[21] present a system based on ASP for the automatic generation
of the teams of employees in the seaport of Gioia Tauro. Dodaro
and Maratea [8] face the Nurse Scheduling problem that consists of
assigning nurses to shifts according to given practical constraints.
ASP is used for this purpose by also developing an encoding to
find the optimal schedule. Alviano et al. [4] use ASP for the Nurse
Rescheduling problem computing new optimal schedules that min-
imizing changes of nurse shift. Dodaro et al. [9] present a solution
based on ASP to the problem of scheduling chemotherapy in oncol-
ogy clinics. In [1, 2], authors present an ASP-based solution to real-
world train scheduling problems, involving routing, scheduling, and
optimization. In particular, they use an hybrid approach that extends
ASP with difference constraints usining the ASP system Clingo[DL]
[13].

3 Answer Set programming

Answer Set Programming (ASP) is a declarative programming
paradigm [16] that is based on logic programming and non-
monotonic reasoning, which allows for the representation of incom-
plete or uncertain information.

Formally, an ASP program consist of a set of rules, where each
rule has the following form: a < b1, ..., bx, not bx+1,...,not by,.
The rule says that if b1, . . ., by are true and there is no reason for be-
lieving that b1, . .., b are true, then a is true. The left hand side
and the right hand side of the <— are called head and body respec-
tively. Rules without body are called facts. The head is uncondition-
ally true and the arrow is usually omitted. Conversely, rules without
head are called integrity constraints.

The semantics of an ASP program is defined in terms of answer
sets, which are sets of atoms that represent solutions to the program,
i.e. that satisfy all the rules in the program. Formally, an answer set
for an ASP program P is a set of atoms A such that: (i) A satisfies
every rule in P, i.e., for every rule r in P, there is a literal L in r
such that L is true in A, and (ii) A is minimal, i.e., no proper subset
of A satisfies every rule in P. Integrity constraints are used to discard
stable models, thus reducing the number of answers returned by the
ASP solver.

ASP solvers (e.g. Clingo [10] and DLV [15]) use efficient algo-
rithms based on non-monotonic reasoning and logic programming
techniques to compute answer sets for given programs. These solvers
typically employ grounding techniques to convert first-order logic
into propositional form so that ASP solvers can be used for solving
them as efficiently as possible with the current knowledge.

4 Problem statement
4.1 Lane-based airspace structure

The addressed problem follows the principle of the lane-based
airspace structure highlighted in [27] as regard the creation and lay-
out of the track network. In [25], the authors discuss the results of an
in-depth comparison of FAA-NASA strategic deconfliction (FNSD)
and Lane-based strategic deconfliction demonstrating that FNSD suf-
fers from several types of complexity with an high computational
burden in resolving flight paths which are generally absent from the
lane-based method. The two major disadvantages of the lane-based
system are: (i) aerial vehicle are restricted to a fixed set of lanes, and
this may result in greater distance travelled, and (ii) the vehicle may
require to turn more to follow lanes rather than a smooth trajectory.
On the other hand, lanes allow for efficient and effective real-time de-
confliction to mitigate contingencies [26]. The lane-based approach
defines a set of one-way lanes where each lane is defined by an en-
try point, an exit point, and a one-dimensional curve between the
two. The lane structure is modelled like a direct graph G = (V, E),
where V is the set of vertexes or lane entry-exit point and E the set of
lanes. Two-way traffic between vertexes can be achieved by having
air lanes next to each other at the same altitude or at different alti-
tudes. Since aerial vehicles move in three dimensions, the lanes must
form 3D corridors. Additional design constraints can be specified
in terms of headway — that is, the safe separation distance between
vehicles. The combination of headway requirements and corridor de-
sign supports a variety of vehicle trajectory constraints, while the di-
rected graph structure imposed on the airspace provides agents with
an organized environment for computation. Lanes may have other
associated properties e.g., speed restrictions specified by the UTM.
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Lanes are connected so that every vertex has either in-degree or out-
degree equal to one. This contrasts with both zone-based deconflic-
tion (that presumes that vehicles can enter and exit in any direction
and thus the entire zone must be reserved, which is inefficient for
large areas), and with cell-based deconfliction (that combines zone
reservation with general motion planning within each cell). Figure 1
shows an example of lane structure as a graph G = (V, E), where
V =1{1,2,3,4} and E = {(1,2),(2,3),(3,4)} for the one-way
structure and E = {(1,2), (2, 1), (2, 3), (3,2), (3,4), (4, 3) } for the
two-way alternative. In particular, vertex 1 and 4 are ground nodes
while vertex 2 and 3 are waypoints of the airspace structure at some
altitude. The lanes allow only one direction of travel without over-

taking.
O ONNO=—.0
(@ (®)
Figure 1. A simple one-way (a) and two-way (b) three-lane layout

4.2 Problem introduction

The SD problem is to produce a set of scheduled flight paths such
that no two aircraft ever get closer than a specified safety distance
or headway (h) either in time or space. Consider Figure 1. A flight
must schedule its entry-exit times through a sequence of lanes, where
the exit time from the previous lane equals the entry time of the fol-
lowing lane. In order to determine whether flights have a conflict, we
use the Space-Time Lane Diagram (STLD) proposed in [27] to rep-
resent the situation graphically, as shown in Figure 2. The horizontal
axis represents time, while the vertical axis represents the distance
along the lane. A STDL is created for each lane. The two blue lines
represent two scheduled flights named f; and f> with start times of
1 and 4 in lane 1-2 with speeds 2 and 1, respectively. The STDL
shows their progress through the three lanes; it can be seen that there
is always a time headway of at least 1 unit. Suppose a new flight f3
must be scheduled, with speed 2, and the requested launch interval is
[0, 21]. This means that the earliest launch time is 0 while the latest
one is 21. The goal is to establish departure times that do not conflict
with those already present and find the trajectory for all lanes that
does not conflict with all flights travelling in their respective lanes.
For example, consider f3 starting at time 10 (red line); then it exits
Lane 1-2 and enters Lane 2-3 at time 15; the figure shows that f3
crosses the path of f and therefore is disallowed. On the other hand,
if f3 starts at time O, then its headway is always equal to 1 time unit
from f7, and since both flights are characterized by the same speed,
they never get any closer. Moreover, for Lane 2-3 and Lane 3-4 f3’s
headway is still 1 unit from f1, so it is allowed.

4.3 Problem formalization

We formalize the SD problem as a couple (N, F') where N is the

airspace network and F’ is the set of flights to be scheduled in V.
The network N is in its turn a tuple (V, E, Iv, Ev,l, h), where:

(V, E) is a directed graph, Iv C V is the set of ground nodes where
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a flight starts its trip, Fv C V is the set of ground nodes where a
flight ends its trip, [ : & — N assigns the lane length and h € N is
the headway distance (time or space) between flights.

The set F' is represented by tuples (S, L, start, end,e,l, s),
where: (S, L) is an acyclic sub-graph of (V| E) and represents the
flight route, start : F' — Iv gives the ground vertex where a flight
starts its trip, end : F' — FEwv gives the ground vertex where a flight
ends its trip, e : F' — N gives the earliest time a flight can start its
trip, I : ' — N gives the latest time a flight can start its trip and
s : ' — Nis the speed associated to a flight.

For our example, in Figure 1 (a) and Figure 2, the SD problem
is defined for N as V = {1,2,3,4}, E = {(1,2),(2,3),(3,4)},
Iv = {1}, Ev = {4}, 1(1,2) = 10, (2,3) = 10 and I(3,4) = 10
and h = 1. Suppose that f1 and f> have been scheduled, the new
flight F' = {f3}, to be scheduled, is defined as S = {1,2, 3,4},
L ={(1,2),(2,3),(3,4)}, start(f3) = 1, end(f3) = 4, e(f3) =
0, l(fg) = 21 and S(f3) = 2.

A solution to the SD problem (N, F) is represented by the pair
(R, A), where: (i) R is a function that assigns to each flight a spe-
cific route in the network, and (ii) A is an assignment of arrival
times to each flight at each node along their path, such that flights
are pairwise deconflicted. A route is a sequence of nodes, pairwise
connected by lanes. We write v € r and (v,v’) € r to denote that

node v or lane (v,v") are contained in the route 7 = (v1,...,vn)

that is, whenever v = v; for some 1 < ¢ < n or this addition-

ally v = wi41, respectively. A route R(f) = (v1,...,vn) for
f = (S, L, start,end,e,l,s) € F has to satisfy:

v, €SVi,1<i<n )

(vj,vj41) ELVj,1<j<n—1 )

start(f) = vi A end(f) = vn 3)

Conditions 1 and 2 enforce routes to be connected and feasible for the
flight in question and Condition 3 ensures that each route is between
a possible start and end node.

An assignment A is a function ' x V' — N, where A(f,v) is
undefined whenever v ¢ R(f). The function A assigns the arrival
time of a flight f to a node v. Given a route function R and h € N,
an assignment A has to satisfy the following conditions:

A(f, start(f)) = e(f) “4)
A(f, start(f)) < U(f) o)

Conditions 4 and 5 ensure that a flight starts its trip at the required
departure time interval.
Next, for all f;, f; € F such that start(f;) = start(f;):

A(fi, start(fi)) # A(f;, start(f;))
|A(fs, start(f;)) — A(f;, start(f;))| > h

Condition 6 ensures that flights departure times are pairwise differ-
ent when flights share the same starting node. Finally, Condition 7
ensures a safety distance between two flights that begin their trip
from the same node.

(©)
)

For all f = (S, L, start,end,e,l,s) € F, R(f) = (vi,...,vn)
suchthat 1 <k <nandh € N
(A(fisve) < A(fj,06)) A (A(fiy ve41) < A(fj,0641))  9)

Condition 8 guarantees safe distance between flights at the same
node and Condition 9 resolves the conflict between two flights that
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Figure 2. STDL representation of the flights. Conflict case (a—c), no conflict case (d—f)

share the same lane. The solution of the previous example, shown
in Figure 2, is P(f3) = (1,2,3,4) and A(f3,1) = 0, A(f3,2) =
5, A(fs,3) =10, A(f3,4) = 15.

Strategic deconfliction involves pre-flight planning to prevent air-
craft conflicts while optimizing efficiency, safety, and operational
performance. To determine the quality of a solution, we have fo-
cused our attention on minimizing total delay with respect to the
required earliest launch time. We chose this metric because it is the
most widely used in the literature. Nothing prevents using a different
metric or more than one to determine the best plan by assigning an
evaluation priority. The quality of a solution (P, A) is determined via
the following condition:

minimize Z A(fi, start(f;)) — e(fi)

fielF

10)

5 Solving real-world SD problems with ASP

In this section, we present our ASP-based approach to solving a cou-
ple of variants of the SD problem (the full encoding is also included
in the supplementary material). We first show how to represent flight
data, followed by the actual encoding of the problem.

5.1 Data encoding

For a given SD problem (N, F'), the airspace network N
(V,E, Iv, Ev,l, h) is represented by the facts

node(v). edge(v,v’). startn(iv).
length ((v,v’),1). headway(h).

endn(ev).

foreachveV,v, v’ € E,ive [v,eve Ev,1 € Nandh € N.
The set of flights F' where each f = (S, L, start, end,e,l,s) €
F is defined by

flight (f).
speed(f,s).

lane (f,v,v’). start(f,iv).
requested (f,e,1).

end(f,ev).

with £1ight (£) the flight identification and for each v € S,
v, v’ € L, start(f) = iv, end(f) = ev,e(f) =e,l(f) = 1 and
s(f) = s.

For example, the following facts encode the network in Figure 1
plus the headway

node (1..4).
edge(1,2). edge(2,3). edge(3.4)
startn (1). endn(4).

length ((1,2),10).
headway (1).

while the set F' = {f1, f2, f3} of flights to be scheduled, with the
respective requested launch time interval, is given by

flight(f1). speed(fl,2).

lane (f1,1,2). lane(fl1,2,3).
start (f1,1). end(fl ,4).

length ((2,3),10). length((3.,4),10).

lane (f1,3,4).
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requested (f1,1,5).

flight(f2). speed(f2,3).
lane (f2,1,2). lane(f2,2,3).
start (f2,1). end(f2,4).
requested (2,2 ,4).

flight (f3). speed(f3.,2).
lane (f3,1,2). lane(f3,2,3).
start (f3,1). end(f3,4).
requested (3,3 ,4).

lane (2,3 ,4).

lane (f3,3,4).

5.2 Problem encoding

In the following we describe the general problem encoding of List-
ing 1. We encode one feasible plan as an answer set. Line 1 defines
the headway with the predicate headway (h) where h is a constant
taken as input. In Line 3, for each flight F is assigned a starting time
point stpoint (F, X, T) from its requested launch time interval
requested (F, E, L) at the starting node X with start (F, X).
This rule ensures that Conditions 4 and 5 are met. Line 5 is an in-
tegrity constraint and eliminates the answer sets where 1) at least
two flights share the same starting time point for the same starting
node, and 2) there is no safe distance between flights at the same
starting point. This integrity constraint implements Conditions 6 and
7 in the opposite way, or we look for plans that do not meet the in-
tegrity constraint. Rule at Lines 7-8 compute the estimated time of
arrival. The predicate eta (F, Y, T) (Line 7) is true if there is a
flight F that starts its trip at time T1i at node X, F travel through the
lane (X,Y) with speed S. The arrival time is calculated taking into
account the lane length length ( (X, Y) ,D) applying the formula
T = Ti+ (D/S). Line 8 is applied to all other nodes knowing the
arrival time at the previous one. Line 10 guarantees a safe distance
between flights at the same node and Lines 12-15 resolve the con-
flict between two flights that share the same lane, thus implementing
Condition 8 and Condition 9 respectively.

Listing 1. ASP-based encoding of the SD problem with constant speed.
I headway(h).

I{stpoint(F,X,T) : T=E..L}1 :-
4 requested (F,E,L), start(F,X).

flight (F),

6 :— headway(H), stpoint(F1,X,Tl),
7 F1!=F2, ITI-T2I<H.

stpoint (F2,X,T2),

9 eta(F,Y,T) :— stpoint(F,X,Ti), speed(F,S),
10 lane (F,X,Y), length ((X,Y).,D), T=(Ti+(D/S)).
11 eta(F,Y,T) :— eta(F,X,Ti), speed(F,S), lane(F,X,Y),

12 length ((X,Y).D), T=(Ti+(D/S)).

14 :— headway(H), eta(Fl,X,Tl),
15 F1!=F2, ITI-T2I<H.
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17 :— eta(Fl1,X,Tx1), eta(Fl1,Y,Tyl),
18 eta(F2,Y,Ty2), lane(FI1,X,Y),
19 lane (F2,X,Y), F1!=F2, Tx1<Tx2, Ty2<Tyl.
20 = stpoint(F1,X,Tx1), stpoint(F2,X,Tx2),

eta (F2,X,T2),

eta(F2,X,Tx2),



21 eta(F1,Y,Tyl), eta(F2,Y,Ty2), lane(F1,X,Y),
2 lane (F2,X,Y), F1!=F2, Tx1<Tx2, Ty2<Tyl.

Encoding of Listing 1 assumes constant speed of all flights through
all lanes. For example, to avoid potential collisions with other aircraft
or obstacles, speed adjustments are made to maintain safe distances
or to avoid severe turbulence, speed is adjusted to reduce the impact
of weather disturbances. To manage this kind of situation it is neces-
sary to make a simple change for the predicate speed (£, s) into
speed (f, s, (x,v)), where £ flies at speed s through the lane
(x,y) . At this point, Listing 1 subsumes a small variation for the
rules that are necessary for estimated time of arrival. Listing 2 shows
what is necessary to manage variable speed. In particular, the change
is made only for for the speed (F, S, (X, Y)) predicate.

Listing 2. ASP-based encoding of the SD problem with variable speed.
9o eta(F,Y,T) :— stpoint(F,X,Ti), speed(F,S,(X.,Y)),

10 lane (F,X,Y), length ((X,Y),D), T=(Ti+(D/S)).

11 eta(F,Y,T) :—= eta(F,X,Ti), speed(F,S,(X.,Y)),

12 lane (F,X.,Y), length ((X.,Y).D), T=(Ti+(D/S)).

A simple ASP solution, with minimal headway h = 1, is given
in the following Listing 3. There are a total of five scheduling plans,
one for each answer set. We only show the first and the last because
of space limitations. There is information on the route of the flights
f1, f2, f3 with the predicate 1ane and on the safe arrival time at
each node with the stpoint and eta predicates.

Listing 3. Possible solutions of the SD problem

Answer: 1
lane (f1,1,2) lane(fl,2,3) lane(fl,3,4)
stpoint (f1,1,5) eta(fl1,2,10) eta(fl,3,15) eta(fl,4,20)

lane (f2,1,2) lane(f2,2,3) lane(f2,3,4)
stpoint (f2,1,2) eta(f2,2,5) eta(f2,3,8) eta(f2.,4,11)

lane (f3,1,2) lane(f3,2,3) lane(f3,3,4)
stpoint(f3,1,4) eta(f3,2,9) eta(f3,3,14) eta(f3,4,19)

Answer: 5
lane (f1,1,2) lane(fl,2,3) lane(fl,3,4)
stpoint (f1,1,4) eta(fl1,2,9) eta(fl,3,14) eta(fl,4,19)

lane (f2,1,2) lane(f2,2,3) lane(f2,3,4)
stpoint (f2,1,2) eta(f2,2,5) eta(f2,3,8) eta(f2,4,11)

lane (f3,1,2) lane(f3,2,3) lane(f3,3,4)
stpoint(f3,1,3) eta(f3,2,8) eta(f3,3,13) eta(f3,4,18)
Listing 4 explains the delay optimization process. The rule in
Line 1 computes the delay delay (F,D) of a flight F as the ab-
solute difference between the actual launch time T and the earliest
requested launch time E. Line 2 is a sum of all the delays in each
flight. Finally, Line 4 gives the best scheduled plan based on the min-
imal delay of the entire set of flights. Thus, the best scheduled plan
of Listing 3 is Answer 5 because sum_delay (3) is the smallest
value among all the answer sets. The graphical representation of the
solution is shown in Figure 3.

Listing 4. Delay optimization
1 delay (F,D) :— flight(F), stpoint(F,X,T),
2 requested (F,E,L), D=T-E.
sum_delay (Sd) :— Sd = #sum{D :

sum_delay (Sd)}.

flight (F),delay (F,D)}.

#minimize {Sd :

6 Evaluation

This section presents the experimental results obtained for the three
presented use cases under three UAM network topologies. The SD
problem instances are solved with the ASP encoding presented in

58 8 1314 11 1819
length TN = N
234 time 589 8 1314
(a) lane 1-2 (b) lane 2-3 (c) lane 3—4

Figure 3. STDL representation of answer 5. £1 is highlighted in blue, £2
inred and £3 in green

Section 5 and also with the Constraint Programming (CP) approach
(available only in the Supplementary Material' for reasons of space)
for comparison purposes. We first present the experimental design,
that is, the test instances and the experimental setup, including the
software used and the parameters chosen.

6.1 Test instances

We consider three UAM network topologies, illustrated in Figure 4.
These represent different types of layout that might be encountered in
future UAM cases [5]: (I) Intracity/sub-urban, focuses on air-based
transportation within a city’s core, addressing urban congestion and
enabling rapid point-to-point mobility. Connecting suburbs to urban
cores or other suburbs, extending transit reach and reducing reliance
on highways; (II) Intercity, focuses on air-based transportation be-
tween cities or major regional hubs, filling gaps between traditional
ground transit and commercial aviation; (III) Airport shuttle, trans-
porting passengers between airports and urban centers, nearby cities,
or transit hubs. This use case targets time-sensitive travellers seek-
ing to bypass ground congestion and streamline airport access. These
topologies are modelled as directed graphs, where ground nodes (ver-
tiport or vertistop) are coloured in red, while blue nodes represent
waypoints up in the air. Figure 4 (a) represents a single city with
multiple stops that connects the city center with suburban areas like
a “subway in the sky”. Figure 4 (b) represents different cities that are
connected, and Figure 4 (c) represents an airport (node 1) that serves
multiple cities.

6.2 Experimental setup

All experiments were run on a laptop computer with Ubuntu 20.04.4,
AMD Ryzen 5 3500U @ 2.10 GHz and 8GB RAM. The Clingo
[11] ASP solver and Minizinc [18] for CP (Gecode solver) were
used with default solving parameters without multi-threading mode
of both tools; only the timeout has been set to 900 seconds (15 min-
utes). Multi-threading reduces the mean runtime but introduces vari-
ance due to the random allocation of tasks. However, such variance
is inconvenient for interpreting results with repeated executions. The
evaluation focuses on efficiency (time and memory requirements),
as well as effectiveness (ability to find a suitable plan to sched-
ule flights). Specifically, we define the following research questions
(RQs). RQ1) How efficient is ASP by varying the number of flights
and the size of the launch interval? RQ2) How efficient is the ASP
approach compared to the CP approach?

To answer the RQs, we evaluated the encodings for the three air
network topologies. In the absence of public datasets used as bench-
marks, we were forced to generate data for the three layouts (avail-

1 https://figshare.com/s/a629426212f324d80e15
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(c) Airport shuttle

Figure 4. Air network topologies

able in the Supplementary Material). We implemented an ASP-based
data generator for this purpose. The launch interval requested for
each flight has been chosen to follow a uniform distribution given
a set of parameters such as the time horizon and min-max launch in-
terval size. The Supplementary Material explains how the data were
generated. We assume that the flight departure occurs at the begin-
ning of the minute. We consider vehicle speed expressed in m/s,
time and headway in minutes and lane length in m.

6.3 Results and analysis

In the following section, we discuss the experimental results of each
RQ. We evaluate and discuss the proposed approach, varying the dif-
ferent parameters of the problem to understand the time and space
requirements. The evaluation of our approach is based on analysing
its efficiency through scalability tests by increasing both the number
of flights to be scheduled and the size of the required launch interval.
These two dimensions are also addressed by comparing ASP with
CP in order to understand the advantages and disadvantages of the
two approaches.

Figure 5 shows the results obtained by varying the number of
flights (tabular results can be found in the Supplementary Mate-
rial). For this evaluation, the number of flights was increased from
15 to 400 over a 6-hour time horizon. The minimum headway is 1
minute with a required launch interval size ranging between 5 and
15 minutes. The Figure shows the time and memory requirements
for the two approaches, ASP and CP, varying the number of flights
in three scenarios: airport shuttle, intercity and intracity/sub-urban.
When the line in the graph drops dramatically, it means that an out-
of-memory occurred during the computation. ASP generally demon-
strates greater efficiency in terms of execution time and memory con-
sumption up to a certain number of flights. However, it struggles with
very high numbers of flights (from 300 on), often exceeding the time
limit or running out of memory. Conversely, CP tends to require more
time and less memory compared to ASP and faces significant chal-
lenges with small numbers of flights (from 75 in the intercity sce-
nario), frequently exceeding the time limit or running out of memory
earlier than ASP. Overall, ASP appears to be more scalable and ef-
ficient in time while CP exhibits a more consistent memory usage
but struggles significantly with the execution time as the problem
complexity increases. However, we remind that the hardware used
makes use of only 8 GB of memory. Therefore, with larger amounts
of memory, we might not have any difficulties with the ASP approach
for the tested instances. Furthermore, in the configuration used by the
solvers, we did not use multi-threading.

We now analyse the results shown in Figure 6 (tabular results
can be found in the supplementary material). We left the number
of flights constant at 100, while varying the size of the required
launch interval from 5 to 50 minutes. The table presents the time and
memory requirements for the ASP and CP approaches when varying
the launch interval size (in minutes) across three scenarios: Airport
Shuttle, Intercity, and Intracity/Sub-urban. ASP is more efficient in
terms of execution time at smaller interval sizes, but struggles with
larger interval sizes, often running out of memory. CP requires sig-
nificantly more time. At larger interval sizes, CP fails to find the op-
timum within the time limit, though it manages memory usage better
than ASP. Overall, ASP appears to be more suitable for scenarios
with smaller interval sizes, while CP may be more robust in terms of
memory management but less efficient in terms of execution time.

ASP is generally more efficient in terms of execution time for
smaller problem sizes (both in terms of the number of flights and
interval sizes). However, as the problem size increases, ASP strug-
gles to find the optimal solution within the memory limit, especially
for larger interval sizes and higher numbers of flights. CP tends to re-
quire significantly more time to find the optimal solution compared
to ASP, even for smaller problem sizes. CP consistently hits the time
limit for larger interval sizes and higher numbers of flights. Memory
consumption remains relatively stable across different problem sizes.
CP manages memory usage better than ASP, even though it struggles
with execution time.

7 Conclusions

To the best of our knowledge, this work presents the first ASP formu-
lation for UAM Strategic Deconfliction. We propose a set of condi-
tions to ensure separation within the UAM settings. Furthermore, we
propose ASP as a framework for modelling the air network topology,
the drones fleet and the SD problem itself. ASP offers several bene-
fits, making it powerful: (i) It simplifies problem modelling and en-
hances readability, (ii) it can represent complex problems involving
combinatorial optimization, and (iii) it can easily adapt to changes
in problem specifications without extensive reprogramming. The re-
sulting model allows us to handle different operational use cases of
UAM, corresponding to realistic scenarios envisioned for this fu-
ture service, in foreseen realistic UAM topologies. Furthermore, in
modern military and defense operations, the deployment of UAVs
has become a cornerstone of planning and real-time response. As
UAV fleets grow in scale and complexity, the challenge of strategic
deconfliction — ensuring safe, efficient, and conflict-free coordina-
tion — becomes increasingly critical. Our methodology could help in
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Figure 6. Time (a—) and memory (d—f) requirements varying the launch interval size of the ASP approach compared with the CP approach

some cases like (1) urban surveillance and threat monitoring for pur-
poses like real-time monitoring, perimeter security, and emergency
response, where efficient scheduling and avoiding airspace conflicts
are crucial; (2) military logistics and tactical deployments, where
drone swarms deliver equipment, supplies, or intelligence in com-

to ASP, even for smaller problem sizes. CP often reaches the time
limit when dealing with larger interval sizes and a higher number of
flights. Despite this, CP exhibits relatively stable memory consump-
tion across varying problem sizes and manages memory usage more
effectively than ASP, despite its challenges with execution time.

plex urban battlefields, requiring precise airspace scheduling to pre-
vent conflicts and ensure mission success; (3) hybrid civil-defense
operations, such as responding to post-terror attacks or natural dis-
asters, where drones are tasked with rapid area coverage, victim de-
tection, and situational assessment, necessitating robust and conflict-
free scheduling.

Our study provides insight into the reach and limitations of ASP
and CP in strategic deconfliction under different conditions. ASP
demonstrates superior time efficiency for smaller problem sizes, in-
cluding both the number of flights and the width of intervals. How-
ever, as the size of the problem escalates, ASP encounters difficulties
in finding optimal solutions within memory constraints, particularly
for larger interval sizes and higher flight counts. Conversely, CP re-
quires substantially more time to achieve optimal solutions compared

15

Further evaluation of the proposed approach is still required. In
particular, scalability with respect to increasingly complex scenar-
ios — characterized by larger and denser graph topologies in terms of
nodes and edges — remains an open dimension yet to be addressed.
Future works, to improve the limitations encountered, can go in sev-
eral directions. First, we intend to investigate the development of hy-
brid models that combine the strengths of both ASP and CP. Second,
it could be interesting to explore advanced optimization techniques
to improve the scalability, particularly for larger problem sizes. Tech-
niques such as heuristic methods, parallel processing, and memory
optimization could be considered. Finally, we plan to enhance the un-
derlying encodings of both ASP and CP to reduce execution time and
memory consumption. This could involve refining the search strate-
gies.
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Abstract. Effective Knowledge Management (KM) is critical for
ensuring that the right information reaches the right personnel at
the right time. This process begins with the capture and storage of
high quality information to avoid the common trap of ‘Garbage in
= Garbage out.” This paper examines the North Atlantic Treaty Or-
ganization’s (NATO) Lessons Learned Process, as a KM system that
includes a change management process, emphasizing its role in en-
hancing interoperability and Command and Control within NATO
military headquarters. The quality of the input and labeling of the
observations and lessons captured, stored, and shared during the
process contributes significantly to the likelihood that the Lessons
Learned Process will result in tangible and lasting change. Current
approaches to human-expert input and labeling do not ensure the
necessary quality. This paper explores the potential of Artificial In-
telligence (AI) techniques to augment or replace human involvement
in these tasks. We present a forward-looking perspective on the in-
tegration of advanced Al and Machine Learning (ML) technologies
to elevate the quality and effectiveness of the input and labeling of
information during the Lessons Learned Process.

1 Introduction

These days, data are gathered in enormous amounts about almost
everything in our lives, such as: how much gas, electricity, or water
we use; how we drive during our commute or which route we take;
which websites we visit on our phones and laptops; and many more
examples. This (raw) data only becomes valuable if it is transformed
into information — meaningful extracted data (possibly combined)
[44]. It is crucial that the right data are collected in order to be able
to transform them into information for use both now and in the future.

Knowledge Management (KM) refers to the systematic process
of capturing, distributing and effectively using knowledge [23]. A
fundamental principle of KM is to ensure that the right information
reaches the right personnel at the right time, thereby enhancing deci-
sion making, innovation, and efficiency [46].

Learning from experience has been ingrained in the military for
centuries, often driven by or driving technical innovation. However,
the introduction of systematic approaches to learning from experi-
ence are more recent. The US military were among the first orga-
nizations to introduce a systematic approach to learning lessons in
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the 1970s [7]. Many other sectors followed suit, starting with the
engineering and aerospace sector, e.g., the National Air and Space
Administration (NASA). Corporate adoption was associated with
the rise of the Total Quality Management and KM movements in
the 1980s, mainly in the oil and gas and IT sectors. By the 1990s,
the Project Management Institute’s Project Management Body of
Knowledge (PMBOK) guide [34]] established lessons learned capture
as a project management best practice. By the 2010s, in some high-
reliability sectors, such as aviation, healthcare, and nuclear, lessons
learned systems were even required for regulatory and safety com-
pliance. Today, the North Atlantic Treaty Organization (NATO) pro-
motes its Lessons Learned Process as a method for change, improve-
ment, and sharing challenges and best practices [28].

Over the decades, many organizations have implemented lessons
learned systems supported by the technologies available at the time.
However, many lessons learned systems suffer difficulties in knowl-
edge extraction and exploitation, often resulting in slow or reduced
improvements [45]]. Lessons learned databases have become known
as ‘lessons learned graveyards’, and personnel have become reluc-
tant to document their lessons as they fear being blamed for failure
or feel that it is a waste of effort anyway. Like in other knowledge
domains, collecting the right data remains a persistent challenge, par-
ticularly when it relies on human input. Human-recorded data often
suffer from variability, incompleteness, and bias, influenced by indi-
vidual interpretation, training levels, motivation, and even organiza-
tional culture [35)]. These inconsistencies can lead to significant gaps
in the quality and reliability of data used for KM processes. Artifi-
cial Intelligence (AI) and Machine Learning (ML) are starting to be
used to tag, recommend, and disseminate lessons [23]], but these tech-
nologies have not yet been significantly used in the area of military
lessons learned.

In this paper, we provide our vision on the potential of using Al in
military lessons learned, especially in the area of human expert input
and labeling. We will describe the current NATO Lessons Learned
Process (Section 2), the current state-of-the-art in using Al for col-
lecting and labeling input data (Section 3), and provide our vision on
how Al could help in a Lessons Learned Process (Section 4). We end
our paper with a conclusion (Section 5).



2 Lessons Learned Process
2.1 Current Collection Process of Human Input Data

A main focus of the NATO Lessons Learned Process is on learn-
ing from NATO exercises to prepare the force. According to NATO’s
Exercise, Training, Education, and Evaluation policy [33], "NATO
must train as it intends to fight”. Therefore NATO’s Command Post
exercises offer a realistic opportunity to learn from experience. The
NATO Lessons Learned Process is implemented in these exercises
with a focus on improving multinational interoperability and Com-
mand and Control of NATO’s military headquarters. As NATO’s mil-
itary personnel rotate typically every two to four years, eroding in-
house corporate knowledge, the Lessons Learned Process is also sup-
posed to ensure that what is learned by one rotation of personnel is
captured in changes to the organization, and in the Lessons Learned
Information System, in time to support the next rotation of personnel
to do better.

Each sub-organization within the NATO enterprise is required
to conduct an active Lessons Learned Process, as described in the
NATO Lessons Learned Policy [32] and NATO doctrine [29]]. This
comprises two phases, which are further described in the NATO
Lessons Learned Handbook [28]] and shown in Figurem In the anal-
ysis phase, observers submit Observations (OBS) which are, in turn,
analyzed to develop lessons, which are considered to be Lessons
Identified (LI) at end of the analysis phase. These lessons are reported
to a tasking authority which, on the merits of the lesson, tasks an
action body to execute a remedial action. Once the remedial action
is complete and validated, the lesson is considered to be a Lesson
Learned (LL) and the remedial action phase is finished.
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Figure 1. The NATO Lessons Learned Process, taken from [29]: The stars
on the left indicate information artifacts at that point in the process: OBS =
Observation, LI = Lesson Identified, LL = Lesson Learned
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Many NATO Allies apply a similar approach in their national mil-
itary. In general, a Lessons Learned Process in a military exercise
is often directed by national, service- or discipline-based schools or
warfare centers, or a combination of those. It starts with gathering
observations during and immediately after the exercise. These obser-
vations often describe negative experiences or alternative practices
that suggest a requirement for positive change. A large proportion of
observations describe experiences in which the practice was contrary
to, or at least at variance with, doctrinal guidance. Other observa-
tions may highlight how experience indicates that doctrine, policy, or
process requires updating or modification, or where outcomes were
affected because no common process is described, or where alter-
natives fit better than prescribed practice. A similar philosophy to
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lessons learned is applied by the UN Department of Peace Opera-
tions [22].

Following the exercise, observations (data/information) are com-
bined and augmented, and lessons (information/knowledge) are de-
veloped through an analysis process that involves the addition of
knowledge from subject matter experts and analysts to validate and
add context to the observations. The success of lesson learning
(knowledge from lessons identified being institutionalized into the
organization as lessons learned) is often determined by a number of
factors including:

e the quality of the original observation contributed by any staff
member,

e access to subject matter expertise to inform the analysis of the root
cause and the recommendation,

e tasking authority sponsorship of the lesson for action,

e action body success in resourcing a remedial action that results in
the expected improvements and has no unintended negative con-
sequences

To reach a timely and successful conclusion of the process, the per-
sonnel involved need both: an understanding of existing best prac-
tices, to correctly identify variations therefrom (for better or worse);
and access to a supporting tasking authority and the resources to con-
duct the remedial action (which include time, technology, and ex-
pertise, among others). The successful orchestration of involving the
right stakeholders at the right time to ensure learning at the speed of
relevance is the biggest challenge of the process.

Historically, the NATO Lessons Learned Process has been quite
successful at ensuring observations are collected and analyzed and
lessons are identified, but less successful in recording fully learned
lessons, for a variety of reasons [[13]]. Successful learning occurs at an
individual and team level, and even across some wider enterprise ac-
tivities, however, what is recorded and archived as a learned lesson in
the Lessons Learned Information System lags. There are several rea-
sons for this lag. For example, one reason is that the lesson learned
reporting and feedback loop is disassociated from the tasking pro-
cesses and tasking information systems. Furthermore, complicating
factors include organizational and individual culture, time available
for reflection and articulation of learning, resources to analyze, staff
and action learning points, and scope to measure success of learning
and close the learning loop. In short, common organizational chal-
lenges [12, 36] all limit the extent of NATO-wide learning mean-
ing that, although at a local level within headquarters, organizational
learning is demonstrably fast and effective; wider NATO enterprise
learning, and in particular, ensuring lessons contribute to NATO en-
terprise transformation and innovation is a key challenge.

The concepts of single loop and double loop learning espoused by
Argyris [4]], provide some explanation for the difficulties inherent in
using lessons to drive transformation. In single loop learning, lessons
contribute to improved ways of working within existing knowledge
paradigms. E.g., personnel in a unit have been regularly skipping a
step in an internal documented process, and yet they continue to per-
form their mission successfully - they have learned from experience
that the step is not necessary - the internal documented process can
be updated to remove the step from the way that unit operates. How-
ever, in double loop learning, the lessons cause us to question our
fundamental knowledge paradigms, leading to transformation rather
than simply improvement. Double loop learning is more challenging
as it also requires letting go of ideas that were previously consid-
ered to be valid. E.g., a unit has independently developed and fielded
drones that have contributed significantly to their mission success -



they have learned that drones are critical to success for all units faced
with these fighting conditions, but the organization has never used
drones this way before - a completely new concept of drone warfare
with associated policy, doctrine, procedures, training and equipment
is needed to roll this lesson out across the entire force.

On one hand it can be argued that NATO is not alone in the chal-
lenges it faces, but on the other hand a particular challenge in the
case of NATO is the longevity (or lack thereof) of tacit knowledge
inherent in the organization. Most organizations retain expertise as
tacit knowledge and when talent is supported by documented best
practices and standardized procedures; variation is typically man-
aged. The NATO context is characterized by a transient workforce
with personnel who change role and location every two to four years,
even more often in mission-related roles. The problem of knowledge
retention and standardized approaches is compounded by variations
in the national training and preparation of military personnel prior
to taking on their role in NATO. In addition, the context in which
military activities performed are also infinitely variable, depending
on the tasks, resources, physical, virtual, and cognitive conditions,
timescales, and so on: few corporations require the kind of agility to
orient to new tasks that a multinational military organization such as
NATO does.

Al could bring significant benefits to NATO’s lesson learning
through its ability to process mass data. A query examining common-
alities of theme, root causes or characteristics, for instance, across
the NATO enterprise, or even using data accessed in national lessons
learned information systems, would highlight commonalities, and
provide a sound basis for prioritization and solution. Similarly cross-
references to prior local and/or contemporary Alliance-wide obser-
vations can add rich contextual information and provide a degree of
verification and even risk appraisal at a considerable scale, far be-
yond the capacities of the human analyst.

2.2 Current Collection Process of Labeling

In the NATO Lessons Learned Process observations and lessons are
manually labeled with criteria dependent on the observation gather-
ing and sharing tools being employed. For example, NATO’s Lessons
Learned Portal requires observations to be submitted with the follow-
ing labels:

e Originator and Assigned Local NATO Lessons Learned Portal
Manager’s HQ

e Recommended Tasking Authority and Action Body

° Classiﬁcatiorﬂ Releasability and Visibility

e Observation date

e Title

e Activity

NATO’s Joint Warfare Centre’s observation gathering tool requests
(rather than requires) the following labels:

e Observer identity (Originator in the NATO Lessons Learned Por-
tal)

Observer exercise location

Observer role

Exercise (Activity in the NATO Lessons Learned Portal)
Exercise Phase

1 The classification label directs staff to take measures to protect the infor-
mation contained in the observation or lesson identified from unauthorized
access.

e C(lassification (maps to Classification in the Lessons Learned Por-
tal)

Notably, both of these labeling schemas identify the labeling of
the observer as a priority, rather than labels pertaining to the sub-
ject matter. Currently, observers are automatically, or required to be,
identified to allow an audit trail should subsequent staff require more
details, etc. However, there are some Lessons Learned Information
Systems, which allow anonymous submissions. This feature is per-
ceived to encourage reporting of negative situations or failures.

Lessons identified are further labeled with criteria such as
level of activity (e.g. strategic, tactical), domain disciplines (e.g.
air, cyberspace), capability development disciplines, keywords and
DOTMLPF-I (Doctrine, Organization, Training, Materiel, Leader-
ship, Personnel, Facilities, Interoperability).

Some of these labels are mandatory. Some labels may be altered
later by staff, but generally, initial labels persist. Classification may
not be altered later: it identifies the sensitivity of the material (by
virtue of the professional judgment of the contributor) and can-
not be subsequently changed; this has important ramifications for
data/information management later in the process.

A challenge with these labeling schemas is that the level of gran-
ularity is low. For example, an observation labeled Doctrine may be
about anything from ammunition not fitting in a weapon system be-
cause technical standards were not followed in its manufacture to
there being policy restrictions that affected how military and civilian
organizations coordinated their actions. There is no way to tell these
observations apart by their label, even though they are conceptually
very different. This low fidelity is by design, to help staff to manu-
ally select an appropriate label, and reduce the burden of submitting
observations to the Lessons Learned Process. However, the team of
analysts working at the Joint Analysis and Lessons Learned Cen-
tre (JALLC), who routinely work with this data, find that even with
big buckets for the labeling, the labeling provided by the observer
is often incorrect. Also, in order to identify trends or themes across
observations and lessons, higher granularity labeling is needed, and
this currently has to be done manually by the analysts outside of the
Lessons Learned Information System.

Historically, the NATO Lessons Learned Database required obser-
vations and lessons to be labeled with the related NATO Task from an
extensive NATO Task List taxonomy [41]], but as the range and com-
plexity of the military tasks grew and evolved throughout the early
years of the NATO International Security Assistance Force (ISAF)
mission in Afghanistan, the task list soon fell out of date, and was
never updated, likely because the cost was high to maintain such
a large and detailed taxonomy, in a complex, constantly changing,
multinational organization, and the perceived value was low. Addi-
tionally, within NATO, a taxonomy that is developed in the NATO
military structures but has not been approved for use by all Allies,
lacks credibility, but getting long and detailed products approved by
consensus of all Allies can in some cases take several years.

Finally, it may seem obvious that some basic automated labeling
could be applied by extracting keywords from the free-text fields that
contain the actual observation or lesson itself. However, NATO, in
common with most military organizations, is complex and dependent
on a large working lexicon of acronyms and terms, which ordinarily
mystify newcomers. These terms are essential to brevity and com-
mon understanding as long as the lexicon is standardized and shared.
Formal standardization of the NATO lexicon in NATOTerm [30],
the official NATO Terminology Database focuses on capstone terms,
rather than the plethora of local or specialist terms. Updates are only
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accepted after terms have been used routinely for some years. Ad-
ditionally, often NATO/military acronyms also have multiple uses
so context is critical to know what is meant by them. As an exam-
ple, AAR, which is the official NATO standard term for Air to Air
Refueling, would generally be understood in the context of NATO
exercises, as After Action Review, and is defined in the Bi-SC Di-
rective 075-003 Collective Training and Exercise - Exercise Process
[42] as such. Finally, free-text entry by staff in their second or third
language, when they are in a hurry, is prone to errors in grammar and
spelling.

2.3 Criteria For Quality of Observations

KM in the NATO enterprise comprises all tasks related to the man-
agement of information of all media in to, out of, and across the
enterprise in as standardized a form as can be achieved in a multi-
national organization which combines military, political and diplo-
matic functions hosted across the Euro-Atlantic space. The objec-
tives of NATO’s KM are to enhance decision-making through effec-
tive knowledge exploitation in NATO missions, and the identification
of permanently valuable knowledge artifacts [27]. Arguably, obser-
vations may have a fleeting role in KM, being short-lived vehicles
for change in the a Lessons Learned Process. However, this view
neglects the knowledge value of the observations. There is value in
maintaining an understanding of how knowledge has been and is be-
ing developed from experience. Observations reflect multivariate past
experiences and may be useful information that can contribute in var-
ious, as yet unknown, future adaptations. Observations are also the
basis for lessons. As Air Commodore John Slessor wrote, “If there is
one attitude more dangerous than to assume that a future war will be
Just like the last one, it is to imagine that it will be so utterly different
we can afford to ignore all the lessons of the last one.”[40)].

A key question is ‘what is a quality observation?’ Observations
at the point of submission typically describe fault or problem in the
terms available and familiar to the observer. Most frequently, these
are descriptions of one or more symptoms of an organizational prob-
lem. The associated recommendation, if provided, tends to be either
very generic (“NATO needs to... ”) or alow-level fix of the symptom
rather than focusing on a fundamental root cause. The observation
may be the articulation of a belief rather than a truth; the distinction
between opinion and objective expertise may be vanishingly narrow.

The current process takes a subjective viewpoint of an insider ob-
server [3| 138]], and (in most cases) gains objective critique via the
analysis process. This process takes different trajectories depending
upon the organization. What may be described as an overly bureau-
cratic process may benefit from increased subject matter expertise
brought to bear on the topic, with the additional benefit of leadership
oversight and the resourcing opportunities that this may bring. The
achievement of objective consensus has been one of the biggest chal-
lenges in lesson management at the operational and strategic levels,
principally due to competing perspectives and priorities.

Culturally across NATO, different individuals deal with observa-
tions submitted to the NATO Lessons Learned Process in different
ways. One school of thought (Route A in Figure@ sees observations
rather like witness statements, which are authoritative and subscribe
to the measures of information assurance, specifically integrity of the
information cannot be modified. On the other hand, another school of
thought (Route B in Figure[Z) sees observations as information merit-
ing review, enhancement, support and refinement in order to develop
validated justification for change: quality is therefore incorporated,
rather than just appended to original observations. Likewise labeling

or metadata is either maintained from the original observer (Route
A) or updated and improved by further refinement by staff, subject
matter experts, etc. (Route B).
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Figure 2. Schools of thought on augmenting quality of observations, as ob-
served in practice in NATO.

The NATO guidelines for observation quality are articulated in
the NATO Lessons Learned Portal observation submission guidelines
[[19], as follows:

e Applicable: The envisaged lesson must be applicable to others in
the future. If the event was unique because it is related to a spe-
cific time, organization and/or situation, and is unlikely to occur
in future, the input is unsuitable to be staffed and tracked.

e Valuable: The envisaged lesson must be of value to the user and
not be too obvious. An obvious lesson is something the reader al-
ready knows or understands by using his own common sense or
one where the subject is already discussed in doctrine, publica-
tions, etc.

e Thorough: The observation submitted has to be objective, doc-
umented, based on facts triggering an analysis effort, research,
closer investigation or thorough staffing. It should not reflect a
subjective opinion based on a quick observation.

e Self-Readable: A person reading the observation submitted must
understand it without knowing much about the context or the his-
torical background and without being in the same Headquarters.
Acronyms and abbreviations should be fully expanded when used
for the first type for each entry.

e Short and concise: Ideally an observation is only one page, but
it should, in general, not exceed 1%2 pages. The appropriate use
of attachments may reduce the requirement for large amounts of
explanatory text.

The perspective of the observer may be distinct from that of
the staff officer charged with organizational change. Accordingly,
whether an observation meets the criteria above may not be a shared
perspective. An observer in a tactical, single service command may
repeatedly suffer the symptoms of a significant organizational short-
coming, but may express that shortcoming in terms which are rec-
ognizable only within that command. The attributes of applicability
and value may not be judged to be met outside the single service
command, for instance, at the overarching strategic command. Addi-
tionally, the thorough nature of the observation may be acceptable at
the tactical level, but less so at the joint or multi-domain level. That
attribute will only be apparent at the stage of analysis from a NATO
enterprise perspective, which the reporting headquarters or agency
may not have the resources to support. A key question is, ‘how can a
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large multinational organization address the challenge of subjectivity
in judging quality in a Lessons Learned Process?’

Notably, a second cultural factor also prevails. In some organi-
zational cultures, lessons are only valid if they meet the condition
articulated in Allied Joint Publication 3C, namely, enabling the orga-
nization, “...to learn efficiently from experience and to provide vali-
dated justifications for amending the existing way of doing things...”
[29]. To some stakeholders, observations are invalid if they cannot in
some way be linked back to doctrine, i.e., the ‘existing way of doing
things.” For others, what is happening in practice, whether it is doc-
trinally correct or not, is what they consider to be the ’existing way
of doing things’. This is a subtle conceptual difference that affects
what observations are contributed, and how lessons are developed
in a Lessons Learned Process. Therefore, discussion on the nature
of lesson quality is central to further development of any machine
assistance to quality enhancement.

3 Human Expert Input and Labeling using
Artificial Intelligence

3.1 Automatic Collection Process of Human Input
Data

Al has been used in the collection of data for some time. Al can
be used in, for example, automatically processing sensor data, such
as data from audio, video, or smart watches or other wearables.
Although not allowed, or highly controlled in the military setting,
it could be a rich source of additional information [17, [37]]. Even
though not all data should be collected and analyzed, there could be
a future using Al to automatically gather and process data, which
should be used in a privacy friendly way in which users can choose
to report or not. Three common fields which can be used for the col-
lection process are speech recognition, computer vision and Natural
Language Processing (NLP).

Automatic Speech Recognition (ASR) allows users to use appli-
cations such as voice search, short message dictation, and virtual
speech assistants such as Siri, Google Now or Cortana [47]. In mili-
tary headquarters such real-time public cloud connected applications
are not allowed, but it might be possible to transcribe audio record-
ings using speech-to-text methods such as Whisper [2]] or methods
enabled by Large Language Models [26].

Similarly, computer vision techniques could process image or
video data to information as additional information to an observa-
tion or lesson [20], such as automatically finding a snippet in which
a certain event happened and automatic detection and classification
of vehicles or people [8].

Natural Language Processing (NLP) is probably the most valu-
able method in lessons learned. Especially with the emergence of
Large Language Models (LLMs), more and better methods appear,
although LLMs should be handled with care [S |6]. NLP can for
example be used for smart data entry, in which text can be auto-
completed or predictive typing can be used to reduce human error,
or usage of ambiguous abbreviations. Conversational Al can be used
instead of filling in a form - in this way the chances of missing values
are lower, the system could ask for clarification or longer pieces of
text to enhance consistency across observations, and using Al more is
possible, such as asking the most relevant questions first (adaptively)
and at the right moment.

Arguably, the format NATO currently uses for observers to sub-
mit their observations (split up into fields for observation, discus-
sion, conclusion and recommendation (ODCR)) is not helping them
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to ensure that their observations are of high quality, specifically with
respect to the criteria applicable, valuable and thorough. An Al-
supported chat interface where observers are asked relevant ques-
tions until their observation meets these quality criteria could be a
more intuitive and natural way to submit an observation. Systems
like DUCHESS Al-interview bot [10] show promise to support such
collection.

However, even if users are able to provide input in a more intuitive
and free form way, there will still be a need for a standardized for-
mat for sharing observations, supporting both human and machine
users to work with the observations more effectively. Generative Al,
namely LLMs, shows potential for supporting this reformatting from
completely free text into any standardized format. Presenting a Gen-
erative Al summarized and formatted version of the observation back
to the observer for validation would assure ideas have been captured
accurately, while providing feedback to improve the model.

3.2 Automatic Data Labeling

Moving from data - in this case observations - to valuable informa-
tion, the data should be labeled. Al should be able to automatically
generate the labels to the observations, or even automatically gener-
ate an ODCR report, with a summarization of key themes with sup-
porting evidence, and actionable recommendations. NLP, or LLMs,
are again the most obvious type of Al for this, although the auto-
matic generation of these reports does require human validation, as
LLMs tend to hallucinate and are not based on the facts [[14]. Ways to
mitigate this would be to use Knowledge Graphs [1], to mitigate the
hallucinations with proper prompt engineering such as prompt tuning
or using self-refinement through feedback and reasoning [43]].

Besides using LLMs or NLP for labeling, more traditional meth-
ods could be used, such as using traditional Machine Learning (ML)
to classify the data to the right labels, or anomaly detection in the pro-
posed labels, compared to the database, or using incremental learn-
ing [39]. Additionally, hybrid Al could be used to exploit domain
knowledge, have never-ending learning, increase context awareness,
context adaptivity and the ability to learn with few examples [24].
With these techniques, it would not only be possible to handle the
current labels, but also adjust the database to, for example, changed
labels in the future, or the proposal of additional labels if certain data
points do not fit well with the current labels. Additionally, research
on concept drift could help to suggest some measure of the change
to doctrine and it may also indicate that an observation is discussing
a more substantial change to doctrine than say an observation about
ammunition not fitting [[L1].

With respect to labeling, the Joint Analysis and Lessons Learned
Centre ACT Innovation Hub OCAT project [16] was designed to sup-
port analysts to add more granular labeling directly into the Lessons
Learned Information System, making such labeling available to other
users too. ML classification models could further be used to suggest
labels from a more extensive, more granular list, again with the ben-
efit being that if human observers, subject matter experts, or analysts
are asked to validate suggestions or pick the most appropriate from
a given list, this can be fed back to improve the performance of the
model.

As observations and lessons are most often provided in natural
language, there may be opportunity for fruitful human/Al teaming
based in qualitative data analysis techniques. With the refinement of
Al-supported qualitative data analysis (QDA) tools such as NVivo
and MAXQDA, human-conducted coding, or human-overseen auto-
coding, may present opportunities to flag data for further attention.



Analyst-overseen triage may be one approach to the ‘black box’ crit-
icisms of Al toolsets.

4 The Future of Human Expert Input and
Labeling in Lessons Learned

The discussion presented so far in this paper describes a situation
whereby human input and labeling in the Lessons Learned Process
often results in poor quality observations being contributed to the
process. The paper has explored some existing technologies that
show promise to support human input and labeling to improve the
quality of observations, but none of these can yet perform better than
human experts. The key questions of this section are: What if future
technologies could do better than humans? Would there still be a role
for humans for input and labeling in the Lessons Learned Process?
If so, what would that role be? Finally, how could humans and ma-
chines support each other to achieve improved quality?

4.1 The Dream of Full Machine Automation

In a workshop hosted by the NATO Science and Technology Re-
search Task Group on Al for Lessons Learned Exploitation [18]],
a mixed group of military lessons learned experts and computer
and information scientists was asked to imagine what ideal Lessons
Learned Information Systems might do in the future. The ideas relat-
ing to observation input and labeling included:

e Direct brain connections to upload observations in real time.

e Intelligent chatbots to capture observations in observers’ native
language via spoken interviews, translating and transcribing text
automatically.

e Continuously monitoring experiences in the field to generate ob-
servations directly from operational data.

The group also imagined futuristic ways of delivering knowledge
from lessons to military personnel, including:

o Pushing appropriate recommendations to commanders and staff to
incorporate in live planning activities at all levels.

e Simulated interactive videos of the observation or scenario using
Al allowing any other user to immerse themselves in that same
environment.

o Intelligent search that understood context and synthesized results
into a useful format for instant reuse.

Fundamentally, their ideas were moving towards defining a future
Lessons Learned Process where Al Agents would almost completely
replace the observer, the subject matter experts, and the analysts in
reporting and maturing observations to lessons, with expected bene-
fits of faster reporting and a more agile learning cycle. Reducing or
removing the need for humans to manually report into the Lessons
Learned Process was also expected to allow a refocus of the human
effort towards the process of actually learning the lessons. In every
case, the quality of the input and labeling in the Lessons Learned
Process would be critical to assure users that they were learning the
right lessons and not risking reduced effectiveness by reuse of inap-
propriate knowledge generated during the Lessons Learned Process.

4.2 The (Current) Reality

Section 3 explored AI/ML technologies that could support better
quality input and labeling in a Lessons Learned Process, but there
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are still some key challenges to overcome if these technologies are
to be reliably integrated into the Lessons Learned Process. LLMs by
their very nature hallucinate some of their outputs. This means that
when a user prompts them to create an output, the resulting content
can be factually incorrect by an unknown and unpredictable amount.
Hallucinated outputs can appear all but identical to meaningful out-
puts from LLMs, meaning that a user has no warning that new con-
tent is false, nor any indication as to how false it may be. Without
augmentation, LLMs lack context to do better. Some LLMs are pro-
moted for their ability to reason for an answer when prompted by
a user. But, while it may seem like LLMs can behave similarly to
humans in this way, they are not actually performing their own rea-
soning. Rather, they reproduce reasoning-like patterns that were in-
cluded in their training set. Currently, there are no widely available
LLM trained in military/NATO language. LLMs lacking this training
perform poorly when faced with unfamiliar terms, or familiar terms
that are used differently in a military context [9]], and the results can
appear illogical or disconnected from the facts.

Up-to-date military/NATO-specific semantic reference models,
such as ontologies or knowledge graphs, that could support LLMs to
do better in this respect do not exist. Security considerations limit the
amount of military information available to train LLMs and develop
such models in an automated manner. The same challenges abound
when considering ML models. The market for ML models designed
to work with military language is smaller than that for models that
serve other communities of practice. Also, because the military has
a smaller user base, the amount of training data and user feedback
available to train these models is more limited.

4.3  What Would Still Be Done By Humans?

There are a number of arguments for maintaining a human in the loop
when it comes to inputting observations and subsequent labeling in a
Lessons Learned Process.

The first of these is the importance of existing human knowledge in
interpreting an observation. When humans interact with the Lessons
Learned Process, whether the information they are faced with is valu-
able or not (per the definition of valuable provided in Section 2) de-
pends deeply on their own personal context and experience. This is
not something that can easily be transferred to an Al system. If an Al
were connected to an existing knowledge base, which it could query
for context, e.g., policy/doctrine publications, the Al could make a
sensible attempt to assess the value of the observation, e.g., to es-
tablish whether the observation is adding to the domain knowledge
base. However, while a human may struggle to do this with respect to
a large library of published references, a human would naturally be
able to compare the observation with what they know from their en-
tire lifetime of experience and social interactions. At present, there
is no foreseeable way to download the entire knowledge base of a
single human into an Al for context. Thus, Al is currently limited to
using what the human tells it to judge whether an observation adds
value.

Second, is the argument that taking humans out of the loop will
result in erosion of human knowledge and critical thinking skills,
leading to an unhealthy over-reliance on the Al systems. What would
humans lose out on if they relied entirely on Al to provide input and
labeling in the Lessons Learned Process? Ironically, the opportunity
to learn. Research on the use of generative Al by knowledge work-
ers [21]], has shown that especially when users have a lower level of
self-confidence in their ability to perform a task, they may rely more
on Al. Military officers arriving at NATO are put in a position that



can knock their self-confidence; faced with the need to adjust to a
multinational culture, often working in non-native language, some-
times outside their area of functional expertise, and subject to NATO
policies, doctrine, and procedures which may differ from familiar na-
tional approaches. Al users who doubt their own abilities were found
to show a decrease in their critical thinking skills and an increased
reliance on AL It seems clear that Al cannot and should not entirely
replace the human in Lessons Learned Processes for philosophical
reasons related to the nature of learning.

Finally, the argument against fully automating input and labeling
in a Lessons Learned Process is further strengthened when ethical
considerations enter the stage. Key questions here include: What is
to stop the fully automated Lessons Learned Process from generating
lessons that reduce rather than increase effectiveness, either inadver-
tently, or due to malicious intervention from an adversary or the Al
itself? If humans or machines subsequently act upon that informa-
tion, who is responsible? And, for a completely automated system to
be effective, Al would need to accompany human operators, collect-
ing data from every moment of their experience, as well as being able
to tap into any moment of their prior experience. Even if this became
technically feasible, is this legally and ethically acceptable for NATO
members? What if this level of intrusive personal data collection be-
comes indispensable to preserve competitive military advantage?

Fundamentally, it will be essential to keep humans in the loop with
respect to input and labeling in the Lessons Learned Process:

e to judge what is applicable, valuable and thorough

e to maintain their ability to apply critical thinking and learn

e to add context that is not available to Als for technical, legal or
ethical reasons

e to take responsibility for how the observation progresses through
the Lessons Learned Process and is used to change the organiza-
tion

e to ensure humans continue to grow their own knowledge, espe-
cially about how to conduct the human-led aspects of future mili-
tary tasks.

4.4 Getting Better Observations in Lessons Learned
Information Systems

Considering the future of human expert input and labeling in lessons
learned, it is clear that there should be a role for the human, but there
are also a number of promising avenues to pursue for machine assis-
tance or collaboration. Microsoft researchers [21] proposed that: “Al
tools could incorporate feedback mechanisms that help users gauge
the reliability of Al output, when to trust Al and when to apply their
critical thinking skills.” In addition, a mix of proactive and reactive
approaches could be used, where in one case the Al system proac-
tively interrupts the user to provide support, and in the other case,
the user may request support from the Al system.

One could foresee Al systems significantly helping the observer
record a higher-quality observation, where current tools do not
adequately support observers with this challenging task. It is al-
ready technically possible to integrate Al tools to explain/spell
out/demystify terms and phrases, providing links to relevant stan-
dardized terminology, e.g., the Al Assistant in Overleaf where this
paper was drafted. This could improve the clarity and conciseness
of the observations, with the side benefit that humans could accept
or reject proposals, providing training data to help Al provide better
recommendations in the future. The models behind AI DEHZI [31]],
developed by the Allied Command Transformation (ACT) Innova-
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tion Hub for the NATO Standardization Office (NSO), could form a
starting point in this respect.

Semantic search technologies can also be used to connect the con-
tent of the observation with published documents in existing knowl-
edge bases. The NSO ACT Innovation Hub project CLAIRE [15]
shows some potential in this respect, as does the JALLC Al Research
and Analysis Tool being developed in NATO’s secure network envi-
ronment, which uses a RAG pipeline and LLM to inquire into exist-
ing documents containing lessons. The LLM tool developed by the
US Joint Staff to query the US Joint Lessons Learned Information
System is similar in nature.

Finally, the more challenging aspect of machine-assisted observa-
tion input and labeling is the linkage to operational data. The JALLC
attempted to use data science methods to identify and link relevant
operational data to observations [17]. It would appear that with mod-
ern Al tools, it may be easier to connect what has been recorded in
systems already with the observation. A more complex and, as yet,
unexplored aspect of this problem would be whether instrumenting
human behavior in a command center could contribute significant
value in this respect. Experimental protocols for such instrumenta-
tion have been developed for other purposes, to what extent could
these apply in a real world Lessons Learned Process?

5 Conclusion

In this paper, we examined the NATO Lessons Learned Process and
provided an overview of potential approaches in which Al techniques
could be used to augment or replace human involvement in the task
of inputting and labeling observations. Although some operators may
aim to remove the human entirely from the input and labeling pro-
cess, there are a number of important arguments to maintain the hu-
man expert in the loop. Several promising approaches have been ex-
plored to support humans in achieving higher-quality observations.
In future work, we plan to experiment with these approaches to im-
prove the process.
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Abstract. The capabilities of Large Language Models (LLMs)
have rapidly evolved, enabling them to perform increasingly com-
plex reasoning tasks. However, while their general reasoning abili-
ties are shaped during large-scale pretraining, domain-specific rea-
soning such as tactical decision-making in military contexts requires
dedicated post-training. This paper introduces a simulation-guided
Reinforcement Fine-Tuning (RFT) approach in which reward sig-
nals are derived from the outcomes of a combat simulation environ-
ment. By embedding a military-grade simulator into the RFT loop via
the Group Relative Policy Optimization (GRPO) algorithm, model
outputs are evaluated based on tactical effectiveness rather than hu-
man annotations or rule-based correctness. A proof-of-concept study
demonstrates that the method significantly improves the feasibility
and tactical quality of generated Courses of Action (COAs), even un-
der limited training schedules. These findings establish simulation-
guided RFT as a promising direction for equipping LLMs with
tactically relevant reasoning skills and pave the way toward next-
generation decision-support systems in military environments.

1 Introduction

LLMs as Foundation for Future Military Decision Support.
Future military conflicts will require accelerated decision-making
under extreme informational load and tactical complexity. Third-
Wave Al, characterized by human-like reasoning capabilities
combined with superior data processing speed, is increasingly seen
as a potential enabler of next-generation military decision-support
systems [11]. Large Language Models (LLMs) offer a promising
technological foundation for this vision [10]. Their ability to
generate and articulate coherent chains of reasoning aligns well
with the military need for explainable, yet rapid, decision-making
tools. However, existing LLMs, whether developed commercially or
under open source licenses, possess only publicly available military
knowledge and generic reasoning patterns that do not reflect the
complexity of military decision-making [14]. Post-training offers
a way to overcome these limitations by adapting LLMs to specific
military environments .

Evolution of Post-Training Techniques for Domain Adap-
tion. Since 2022, Retrieval Augmented Generation (RAG) has
emerged as a prominent technique for domain adaptation of
LLMs [4]. Rather than altering model weights through retraining,
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RAG integrates external knowledge bases into the generation pro-
cess by retrieving relevant documents at query time and appending
them to the model context. Although RAG enhances the model’s
access to factual content, it does not explicitly aim to improve
domain-specific reasoning capabilities. Between 2022 and 2024,
Supervised Fine-Tuning (SFT) became a dominant method for
adapting language models more deeply to specialized tasks [18].
SFT modifies model weights by training on curated and annotated
datasets, typically comprising input-output pairs, to improve perfor-
mance in domain-specific objectives. A key limitation of SFT lies
in the requirement that training datasets include explicit reasoning
paths to improve reasoning capabilities [17]. Such datasets are
scarce, particularly in sensitive or highly specialized domains such
as the military. In addition, the generalizability of such learned
reasoning skills to scenarios beyond training examples remains
questionable [23]. A significant development occurred in January
2025 with the release of DeepSeek-R1 [3], which introduced a new
direction for post-training based on Reinforcement Learning (RL).
Reinforcement Fine-Tuning (RFT) was demonstrated to enhance
reasoning capabilities relying solely on reward-driven learning from
model-generated outputs. This process, described as pure RL-based
language model self-evolution, represents a major breakthrough
in making post-training feasible even in domains where explicit
reasoning data are unavailable.

Introducing Simulation-Guided Post-Training. This paper
introduces a simulation-guided RFT approach to improve LLMs in
the context of military decision-making at the battalion level of land
forces. The objective is to enable an LLM to autonomously generate
effective Courses of Action (COAs) based on a given tactical
situation and mission objective, driven by an underlying reasoning
process. To achieve this, the training process is designed around the
concept of self-evolution through RFT, with the reward signal being
derived from the evaluation of generated plans through a combat
simulation environment. The combat simulation thus serves as the
training environment in which the LLM iteratively refines its tactical
reasoning skills, learning from performance-based feedback.

2 Related Work

Since its release, RFT has gained considerable traction and is increas-
ingly recognized as a core technique for post-training LLMs [23]. In
the domain of military decision-making, several related approaches



have been explored, yet no implementation of simulation-guided
RFT for LLMs has been presented so far. One line of work has fo-
cused on adapting open-source LLMs for use in the military domain
in order to address their lack of domain-specific knowledge, relying
on SFT as post-training method [14]. Another approach has investi-
gated the generation of Courses of Action at company level, where
doctrinal templates are combined with Genetic Algorithms to opti-
mize COAs based on simulated effects [13]. A further study has pro-
posed embedding objectives and doctrines into a military Al agent
trained with reinforcement learning in a combat simulation environ-
ment; however, this work does not employ an LLM as its architec-
tural basis [9].

3 Background

Reasoning with Large Language Models. The capabilities of
Large Language Models have progressed rapidly since the intro-
duction of Transformer-based architectures [19, 12]. The current
peak of this evolution is represented by Large Reasoning Models
(LRMs), being capable of solving complex problems independently
through multi-step reasoning. When viewed through the lens of
decision-making, LLM reasoning can be modeled as a Markov
Decision Process (MDP) [7], in which the initial prompt defines
the starting state, and each reasoning step corresponds to an action
that transitions the model to a new state, resulting in a complete
reasoning trajectory referred to as Chain-of-Thought (CoT).

Post-Training via Reinforcement Fine-Tuning. While pre-
training equips LLMs with general-purpose abilities, post-training
is essential for aligning them with specific domains and tactical
goals. Reinforcement Fine-Tuning (RFT) has emerged as a powerful
post-training paradigm that enables models to refine their reasoning
behavior based on performance-driven feedback [3]. In RFT, the
language model is treated as a policy whose outputs are evaluated
using reward functions. This reward can be sourced from human
preferences, formal correctness, or, in the case of this work, simu-
lated tactical effectiveness.

From PPO to GRPO and RLVR. Proximal Policy Optimiza-
tion (PPO) [15] has established itself as the standard algorithm
for RFT, particularly within Reinforcement Learning from Human
Feedback (RLHF) frameworks. While effective, PPO depends on
value models separately trained with human feedback to estimate
expected rewards. This dependency introduces considerable compu-
tational overhead and can lead to instability, especially when scaling
to large models or applying the method in complex, multi-step
decision-making settings. To overcome these limitations, DeepSeek
introduced Group Relative Policy Optimization (GRPO) [16], a
novel alternative that eliminates the need for a separate value
function. Instead of relying on value estimation, GRPO computes
advantages through intra-group comparisons of multiple genera-
tions produced by the language model for the same input. This
group-based reward formulation simplifies training and enables
more direct optimization. A critical advantage of GRPO’s design
is that it enables Reinforcement Learning with Verifiable Rewards
(RLVR). Unlike PPO-based RLHF [18], which depends on separate
reward models trained on subjective human annotations, RLVR
allows models to learn from objective feedback sources, such as
compilers and test coverage in code generation or simulation engines
in military decision-making.
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4 Methodology

Training Conversation
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Figure 1. Simulation-Guided RLVR Training Pipeline.

The goal of the training setup presented in this work is to enable
LLMs to autonomously develop Courses of Action, including a
structured reasoning process, in response to given tactical scenarios.
The entire training pipeline is illustrated in Figure 1.

Training Conversation. The training conversation provides
the contextual input required for the language model to generate
tactically sound plans. This interaction follows a prompt-response
structure, consisting of a system prompt and a user prompt. The
system prompt, inspired by DeepSeek-R1 [3] and shown in Listing 1,
instructs the model to structure its output into two clearly separated
sections: a Thought Process, in which the model outlines its reason-
ing, and a set of Courses of Action, which contain executable tactical
plans. The user prompt provides the mission objective. In this work,
the mission objective is consistently formulated as: Blue forces seize
the area currently held by red forces. Additionally, the user prompt
contains a textual description of the scenario, listing all friendly
and enemy units with their positions and weapon systems, available
combat support (e.g., Joint Fire Support), any mines and prepared
defensive positions, and the coordinates of key terrain features
within the area of operations. Alongside this textual description, a
complete situational scenario image is provided.



SYSTEM_PROMPT = """

You are an assistant specialized in deriving
military Courses of Action (COA) to help achieve a
defined mission goal within a given combat
scenario from the perspective of the blue forces.
The user provides a mission goal and a description
of the combat scenario. You first think about the
reasoning process in the mind and then provide the
user with the Courses of Action.

The reasoning process and Courses of Action are
enclosed within <think> </think> and <coa> </coa>
tags, respectively, i.e. <think> reasoning process
here </think> <coa> Courses of Action here
</coa>."""

Listing 1. Extract of System Prompt.

Base Model. The base model defines the starting point for RFT.
In principle, any open-source language model, including vision-
language models capable of processing not only text but also images
as input, can be used. This work is based on the Qwen2.5-VL
model series with multimodal capabilities. The Qwen2.5 series was
selected due to its wide adoption and extensive use within the RFT
community.

Combat Simulation. Following the GRPO procedure, the model
generates a set of completions in response to the training conver-
sation. Each of the resulting COAs is evaluated using the combat
simulation environment ReLeGSim [6], developed by AIRBUS
Defence & Space. ReLeGSim simulates military engagements at the
battalion level, including mechanized companies, mines, fighting
positions as well as the use of Joint Fire Support capabilities. The
simulation provides structured evaluation metrics, including the
average probability of mission success across multiple runs, which is
used as a reward signal indicating the tactical quality of the proposed
Courses of Action.

GRPO Trainer. The GRPO Trainer serves as the central con-
trol unit of the training pipeline. It processes the reward signals
generated by the simulation and updates the parameters of the base
model according to the GRPO algorithm. This work utilizes the
publicly available GRPO Trainer module from the Huggingface t r1
(Transformers Reinforcement Learning) library [5].

Deployment. To enable efficient large-scale training, the train-
ing setup is deployed on a high-performance compute node
equipped with eight NVIDIA H200 GPUs. Training is orchestrated
across multiple GPUs using the accelerate library [1], while the
vLLM library is employed to speed up LLM generation [20].

5 Proof of Concept

To empirically substantiate the core hypothesis of this paper, that
simulation-guided RFT can enhance the tactical capabilities of a
LLM to propose meaningful Courses of Action in tactical military
scenarios, a proof of concept experiment was conducted. As the
foundational base model, Qwen2.5VL-7B-Instruct was selected
due to its strong instruction-following, multimodal capabilities,
and reasonable parameter size. The training dataset consists of 600
randomly generated scenarios, each featuring between two and five
mechanized companies per side. Care was taken to ensure that the
blue forces hold a slight superiority, so that tactical decisions have
a decisive impact while still leaving a realistic chance of mission
success. To assess generalization to previously unseen combat

scenarios, an additional evaluation dataset with the same distribution
of scenarios and comprising 200 instances was created. Figure 3
illustrates an example scenario together with its associated Scenario
Image from the evaluation dataset (the training scenarios are
structurally identical). The training process was divided into three
successive reward stages: Format Reward, Feasibility Reward, and
Combat Simulation Reward. This structure reflects the necessity that
a combat simulation of Courses of Action can only be meaningfully
performed if the COAs adhere to a predefined format serving as an
interface to the simulation, and if they are fundamentally executable,
i.e., feasible. Listing 2 shows a truncated model response after
completing all training stages, illustrating the proposed Courses of
Action for the scenario presented in Figure 3. In the following, the
experimental results of the training stages are analyzed in greater
detail.

Format Reward. The format reward evaluates whether a model
completion is properly divided into a thought process (enclosed
within <think></think> tags) and Courses of Action (enclosed
within <coa></coa> tags). In addition, it checks whether the
content within <coa></coa> tags can be parsed as valid JSON
and contains the required keys, as specified by the simulation
interface, along with values of the correct data types. If all criteria
are met, a reward of 1 is assigned. Otherwise, a scaled reward is
returned, decreasing to O if none of the format requirements are
satisfied. Figure 2(a) shows the progression of the format reward
during training, measured every 10 training steps as the average
across the entire evaluation dataset. After only two training epochs,
the average format reward approaches 1. The trained model from
this stage serves as the foundation for the next training phase.

Feasibility Reward. Building upon the format reward stage,
the feasibility reward evaluates whether the generated Courses of
Action are executable. Checks include, for example, whether start
and end coordinates of movement paths lie within plausible ranges,
whether only available Joint Fire Support assets are employed, and
whether units are not simultaneously assigned to an attack path
and a reserve role. Figure 2(b) illustrates the development of the
feasibility reward over training, again measured every 10 training
steps as the mean across the evaluation dataset. A clear improvement
in the generation of feasible COAs can already be observed after two
training epochs, though the increase is somewhat slower than with
the format reward. This can be attributed to the higher complexity,
as it requires a fundamental understanding of the tactical situation
and the possible COAs.

Combat Simulation Reward. As the final training stage, the
combat simulation reward leverages the combat simulation to
determine the average win rate of the proposed COAs. Figure 2(c)
presents the evolution of this reward over training, measured in
the same way as the previous stages. Here, too, an increase in the
Combat Simulation Reward, and thus in the average win rate, can be
observed within just eight training epochs, indicating an enhanced
ability to generate tactically meaningful tactical plans. However, the
training progress in this stage proceeds more slowly than during the
feasibility reward phase, due to the higher complexity of achieving
improvements in this reward signal.
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(a) Mean format reward on eval set (measured every 10 training
steps).
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(b) Mean feasibility reward on eval set (measured every 10 training
steps).
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(c) Mean combat simulation reward on eval set (measured every 10
training steps).

Figure 2. Proof of concept experimental results across training stages
Format Reward, Feasibility Reward, and Combat Simulation Reward

<think>

The mission goal is to seize and hold the
designated objective. The combat scenario shows
that the objective is located at coordinate
(2700.0, 8700.0). The blue forces consist of three
units with various platforms and support assets.
Here’s the step-by-step reasoning process to
derive the Courses of Action:

[...]

</think>

<coa>
{
"paths": [
{
"coordinates": [
{ "x": 8763.0, "y": 3245.0 },
{ "x": 2700.0, "y": 8700.0 }

} ’

"path_bias": [ "STRAIGHT" ],
"focus": "MAIN_ATTACK",
"entities": [ "2_107" ],
"jfs": "ATTACK_JFS",
"use_fighting_positions": false
}y
{
"coordinates": [
{ "x": 7855.0, "y": 1492.0 1},
{ "x": 2700.0, "y": 8700.0 }
:|l
"path_bias": [ "FLANK_RIGHT" ],
"focus": "SUPPORTING_ATTACK",
"entities": [ "2_103" 1,
"ij“: "NO_JFS",
"use_fighting_positions": false
}I
{
"coordinates": [
{ "x": 9218.0, "y": 4647.0 },
{ "x": 2700.0, "y": 8700.0 }
1,
"path_bias": [ "FLANK_LEFT" ],
"focus": "SUPPORTING_ATTACK",
"entities": [ "2_106" 1],
"ij“: "NO_JFS",

"use_fighting_positions": false
}I

1,

"reserve_entity":

"fighting positions":

"mines": []

null,
[l

}

</coa>
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Listing 2. Truncated model response to the combat scenario in Figure 3
after completing the training pipeline (Combat Simulation Reward: 0.84)

6 Challenges

Entropy Collapse. A well-known phenomenon in the open-source
implementation of the GRPO algorithm is entropy collapse: during
training, the entropy of the policy decreases rapidly, resulting in sam-
pled responses that are nearly identical and leaving no room for fur-
ther training progress. This phenomenon was also observed in the
training pipeline of this work, already at the Format Reward stage.
To mitigate it, the GRPO trainer [5] was deliberately configured to
use the DAPO [21] variant as loss type. However, even this mea-
sure proved insufficient. The reason is that both the Format Reward,
to some extent, and the Feasibility Reward even more strongly, tend
to reward completions with simple structures, i.e., relatively short
and straightforward tactical plans, since these are easier to produce
while still meeting the required format and feasibility constraints. As
a solution, an additional Complexity Reward was introduced, which
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Figure 3. Scenario image of an exemplary combat situation from the
evaluation dataset.

increases proportionally with the length and structural complexity
of the proposed Courses of Action. In the proof-of-concept experi-
mental series, this complexity reward was applied: the total reward
was composed of 70% from the stage-specific reward (Format Re-
ward, Feasibility Reward, or Combat Simulation Reward) and 30%
from the Complexity Reward. This weighting helped maintain diver-
sity in the sampled Courses of Action and thereby sustained training
progress. Figure 4 illustrates the effectiveness of the complexity re-
ward in preventing Entropy Collapse.

Entropy (eval) @ Training Stage: Format Reward

— w/ Complexity Reward = w/o Complexity Reward

train/epoc

Figure 4. Comparison of entropy progression during training at reward
stage Format Reward, with and without additional complexity reward.

Combat Simulation Requirements. A limiting factor in apply-
ing simulation-guided RFT is the time required to simulate tactical
plans. Even with the very limited number of just eight training epochs
in the proof-of-concept series, the training at the combat simulation
reward stage already took several days; in the RFT domain, however,

several thousand epochs are typically applied. Further optimization
of the combat simulation, both through increased parallelization of
runs and acceleration of individual runs, is therefore essential to en-
able training over a reasonable number of epochs. In addition to ex-
ecution speed, another limitation of the combat simulation became
evident: in the proof-of-concept experimental series, the behavior of
the opposing (red) forces was based on a very simplistic model that
allowed only rudimentary Courses of Action. This constraint limits
the potential for learning progress and does not adequately prepare
the model for a broader range of tactical contingencies.

7 Future Work

Increasing Training Efficiency. For further exploration of the
simulation-guided RFT approach in the military domain, it is first
necessary to develop a fast and highly parallelizable simulation
environment that enables training over substantially more than two
epochs within a reasonable timeframe. In addition, approaches
should be investigated to maximize the learning effect even with a
limited number of training epochs. One promising research direction
is to enrich the purely scalar reward signal used in this work which
only provides a final assessment of proposed COAs in terms of
mission success or failure. Since a combat simulation can also
provide intermediate feedback (e.g., through heatmaps) on specific
aspects of COAs during the course of battle [9], this could accelerate
the acquisition of high-level tactical rules. The goal would be to
shift from feedback that merely states that the COAs were tactically
unsound, toward feedback that specifies which aspects were flawed.
This could be further combined with model self-reflection on why
those aspects were tactically inadequate. A first step in this direction
has already been introduced with the Genetic Pareto (GEPA) prompt
optimizer [2].

Self-Play. To move beyond the limitations of a simplistic op-
posing force model and to confront an adversary of equal capability,
thereby preparing for realistic tactical contingencies, it is a natural
progression to employ the well-established reinforcement learn-
ing approach of Self-Play, in which the model competes against
itself within the simulation environment. In the context of LLMs
as foundational models, this concept has recently been introduced
as Language Self-Play with the first implementation presented by [8].

Agentic Reinforcement Learning for LLMs. In this work,
the LLM was used in an isolated and passive manner, with contex-
tual information for military decision-making, such as descriptions
of weapon ranges, provided through the system and user prompts.
In reality, however, such decision-making requires the integration
of many additional sources, such as a wide range of military
regulations or supplementary situational data. Sources of this kind
are typically made available to the LLM in the form of fools, which
the model can choose to employ, thereby transforming the LLM
into an agent that takes on an increasingly active role. The ability
to use tools effectively must itself be learned. A growing body
of research is therefore exploring how to incorporate tool usage
into reinforcement learning-based training, a direction commonly
referred to as Agentic Reinforcement Learning [22]. The adoption
of Agentic Reinforcement Learning represents another step toward
more realistic military decision-making.
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8 Conclusion

This paper has introduced a novel method for enhancing tactical
decision-making capabilities in Large Language Models (LLMs)
through simulation-guided Reinforcement Fine-Tuning (RFT). By
embedding a military-grade combat simulation environment into the
training loop, the proposed approach shifts the optimization signal
away from human annotations or rule-based correctness toward tac-
tical effectiveness. This enables LLMs to refine their reasoning abili-
ties and autonomously derive Courses of Action (COAs) that are not
only syntactically correct but also tactically meaningful. The empir-
ical results from the proof-of-concept experiments demonstrate that
simulation-guided RFT can substantially improve the quality, fea-
sibility, and combat effectiveness of generated COAs, even when
training is constrained to a limited number of epochs. These find-
ings confirm the potential of simulation-based feedback as a verifi-
able and scalable reward signal for domain adaptation in complex,
high-stakes environments such as military decision-making. While
the present study has highlighted challenges related to simulation ef-
ficiency, entropy collapse, and the limited modeling of adversarial
forces, the results underscore the promise of extending RFT with
richer feedback, more advanced simulations, and self-play mecha-
nisms. Addressing these challenges will be essential for scaling the
approach and preparing LLMs for realistic tactical contingencies.
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Hyperwar and the dehumanisation of war:
An ethical consideration

Benedikt Bussmann®*

2Helmut-Schmidt-University

Abstract.  Artificial intelligence is completely transforming the
general picture of warfare and combat operations. These changes not
only present the German Armed Forces with technical and organi-
zational challenges but also call into question its entire leadership
philosophy. If decisions can only be made at machine speed, the role
and self-conecption of soldiers must be taken into account in this pro-
cess of change. This requires a interdisciplinary discourse, the frame-
work for which must also be developed. This is because the scien-
tific debate about terminology and arguments has a direct impact on
human-machine interaction on today’s and tomorrow’s battlefields.
Discussions about responsibility and functionality are therefore not
theoretical but extremely real turf wars that will help determine how
the military will use artificial intelligence in the future.

1 Introduction

Hyperwar* is the term used by the German army and NATO in
2019 to describe ,.future warfare” [11]. This is characterised by an
extensive interweaving of cyber-supported waves of at-tack in com-
bination with automated and autonomous weapon systems. At that
time, no one expected that Russia would launch a war of aggression
against Ukraine in violation of international law just three years later.
Another three years have passed since then, and it has become clear
that the predictions made at the time about hyperwar are, at least in
part, extremely accurate, especially with regard to the use of drones
and cyberattacks [15].

This transformation of military warfare based on artificial intel-
ligence raises both technical and ethical issues, which are consid-
ered together in this text. This means that in the context of “hyper-
war”, technical problems must be understood as ethical problems and
vice versa. The aim is to counteract a technocratic ideology in which
technology is subject to a sup-posed “neutrality” [3], which must be
abandoned, at the latest since the intertwining of IBM’s punch card
technology [5] with the administrative mass murder [2] of Nazi Ger-
many. This is all the more urgent in contexts where technology is
developed for the purposes of sovereign use of force.

In this article, ethics is understood as a scientific discipline that
subjects morality to critical scrutiny. Morality, on the other hand,
is composed of various influences (e.g. education, culture, emotion,
reasons, values, virtues) that determine human value judgements,
normative claims and rules, or conative demands [9]. Consequently,
no lines of argumentation are put forward that claim universal va-
lidity, but are explicitly linked to the normative contexts of constitu-
tional democracies.

* Corresponding Author. Email: benediktbussmann @hsu.hamburg
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Following the ‘Ethics by Design’ approach [6], this text presents
an educational theory approach that allows for an inter-disciplinary
discussion of ethical factors with regard to the transformation of
military decision-making processes through Al-supported systems.
I am guided by Taddeo’s ‘Five Ethical Principles for Al in Defence’,
whereby the educational theory approach is intended to represent a
conceptual deepening of the principles of ‘human moral responsibil-
ity’ and ‘meaningful human control’ contained therein [25].

Another potential of this approach is to create sensitivity for the
different epistemic approaches in the interdisciplinary discourse on
ethics and technology in relation to artificial intelligence in the mili-
tary. Despite all past and present efforts to achieve greater precision,
the development of Al systems involves novel phenomena for which
there are as yet no tangible approaches and which must therefore be
made accessible through educational theory.

For this reason, it seems necessary to focus not only on what is
changing, but also on how these various processes are viewed and
analysed. This is inextricably linked to normative claims, because
there will naturally be discussion and debate about what state should
be achieved in the future and which aspects of the transformation
process should be taken into ac-count and to what extent. Based on
Lyotard’s concept of The Differend, it will be outlined which mutu-
ally imposed conditions must be taken into account in an interdisci-
plinary dis-course in order to bring the currently competing claims
of technical functionality on the one hand and normative standards
of constitutional democracies on the other into a com-mon discourse
space.

2 Hyperwar To Fight-at-Machine-Speed

The main feature of hyperwar is not the development of futuristic-
looking weapon systems, such as autonomous combat robots. Rather,
it is about the ‘two key variables of concern time and space’[1].
Specifically, the significant reduction in the time required to ‘per-
form a kinetic action’ in the right place [1], thereby initiating the de-
velopment of ‘fight-at-machine-speed’ [11]. From a functional per-
spective, this development continues in the tradition of Clausewitz’s
thinking that information superiority leads to decision-making supe-
riority and ultimately to the power to act in order to impose one’s will
on the enemy [27]. The decisive added value of artificial intelligence
therefore lies in the (correct) gathering and processing of informa-
tion and, from a military perspective, is becoming an unavoidable
part of future warfare, provided that the technical challenges can be
overcome. The resulting potential for superiority on the battlefield is
rated cor-respondingly high, which is why a functional necessity for
technical competitiveness is being drawn [11].



This means that warfare is undergoing a transformation that ex-
ceeds the physical and cognitive abilities of humans and is therefore
beyond their complete control. This does not re-quire futuristic Al,
but rather refers to the fact that technical systems are not subject to
cognitive exhaustion or fatigue and are generally better suited to col-
lecting immense amounts of data [1, 13].

If the development towards hyperwar is considered inevitable, this
development must be understood as human-machine interaction in
order to counteract complete dehumanisation. To this end, human
users must also be involved in the development process. The success
of the technical establishment of Al-supported decision-making sys-
tems in the military de-pends largely on the paradigms of humans
evolving in parallel so that they are able to integrate technical, le-
gal and ethical factors when dealing with the system [25]. As Tad-
deo correctly points out, human dignity and the principles of just
war must continue to be respected even under the changed com-
bat conditions brought about by Al-supported weapon systems [25].
This makes it clear why technical and ethical challenges cannot and
should not be considered independently of one an-other.

3 Ethics by Design and
Responsibility-at-Machine-Speed

Even though this article cannot and should not assess the potential of
technical factors, the brief description of hyperwar has already made
it clear that the referential technological conditions do not require
utopian leaps in development when it comes to information gathering
and processing.

A normative consideration of this development must, on the one
hand, address the potential, risks and dangers associated with the lack
of transparency of such decision-making systems. On the other hand,
the perspective must be transferred from a purely technical thought
experiment to a more complex model of human-machine interaction.
In their analysis of the transformation of work through AI, Moradi
and Levy emphasise that technologies do not exist in a ‘social vac-
uum’ and that processes must take into account human-related fac-
tors and regulatory networks [22]. It is therefore necessary to exam-
ine the extent to which Al-supported systems give rise to new nor-
mative problems that did not exist before.

The approach known as ‘ethics by design’ aims to place ethical
considerations in a constructive relationship with the technical devel-
opment process in order to take into account potential problem areas
relating to sustainability, data security or the protection of personal
rights as early as the development process [6].

This section will highlight the normative tension in which the dis-
course on ethical proportionality in relation to technological transfor-
mation in hyperwar can be located. Because a nation’s regular mil-
itary usually represents its form of government, I refer exclusively
to the German Armed Forces in this text. In its specially developed
concept of inner leadership, the Bundeswehr claims to be the army
of a constitutional democracy and to defend the values and norms
associated with it [7, 11].

It has already been suggested that ethical concerns arise, particu-
larly in the significant reduction of decision-making cycles based on
machine data processing. Hélterlein and Weber particularly highlight
the high opacity of neural networks, which significantly calls into
question the importance of human responsibility at machine speed
[12]. Due to the fact that hyperwar, by definition, far exceeds the
human limits of data processing, decision-makers must place them-
selves in a blind relationship of trust with the machine. It can there-
fore be argued that this technological transformation cannot be ethi-
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cally compatible with constitutional principles. This leads to the con-
clusion that actors who submit to the principles of just war would
have to accept a conscious disadvantage [16]. However, Koch’s for-
mulation contains the euphemism that the ‘disadvantage’ that is ‘ac-
cepted’ means the death of human beings and must be clearly stated
as such.

Therefore, an alternative position can be taken on the basis of the
German Basic Law. It states: ‘The Federation shall main-tain armed
forces for defence’ (Art. 87a, 1,1, GG). This initially establishes the
legal basis for the legitimacy of the Ger-man Bundeswehr, which
performs sovereign tasks in external security in accordance with the
rule of law. It therefore explicitly refers to hazard prevention and
defence, so that the context of application of autonomous weapon
systems, as de-scribed by Hilterlein and Weber, is in any case bound
by the condition of ultima ratio, i.e. that all other efforts to avoid
violence have failed.

Even if the actual dynamics of development in the use of military
force do not always correspond to this implicit normative claim, Al-
supported systems do not create any new problems for this general
claim to validity in this context. Arbitrary acts of war or acts that
deliberately violate international law can never be morally justified,
with or without artificial intelligence. This means that the normative
discourse should not be reduced to the times and places where the
fundamental use of military force can still be discussed.

In the following, I therefore refer to circumstances that fulfil the
conditions for legitimate defence. The normative focus then shifts
to the fact that the Bundeswehr must have the personnel, material
and technical capacities to fulfil its sovereign mandate to protect the
rights and freedom of the German people.

The expected changes in combat operations in hyperwar have
shown that speed in data processing can bring decisive ad-vantages
in warfare. Consequently, this is not a disadvantage that could be ac-
cepted without sacrificing one’s own competitiveness. This gives rise
to a new kind of aporia, in that the Bundeswehr would have to use
technologies whose data processing is not sufficiently transparent to
enable it to fulfil its functional mission at all.

This does not diminish the relevance of Hilterlein and Weber’s
analysis in terms of technical factors, but it does make it clear that the
contexts of application develop their own normative dimension and
that ethical arguments are not exhausted in the critical examination
of technology. Therefore, the following educational theory analysis
will present an approach to dealing with this aporia and the general
conflict be-tween ethical validity and military functionality require-
ments. This is based on the concept of inner leadership applicable in
the Bundeswehr.

4 Inner Leadership as Conflict Theory

From the outset, the concept of inner leadership was developed for
precisely such areas of conflict, as described above [7, 4]. After the
end of the Second World War and the Wehrmacht’s heavy involve-
ment in war crimes and the Nazi extermination machinery, the re-
establishment of the German armed forces in 1955 raised not only
functional questions in the context of the Cold War. From the out-
set, questions of moral legitimacy were also discussed, based on the
demand that Germany should never again be allowed to launch an
unrestrained war of aggression [10]. This did not only refer to legal
formulas that could be invoked by a critical political authority should
the new Bundeswehr once again show signs of breaking away from
the rest of society. The then Major and later Lieutenant General Wolf
Graf von Baudissin was essentially entrusted with the task of devel-



oping such a concept for training and the so-called internal struc-
ture. This concept is still known today as Inner Leadership and has
been further developed. It deals primarily with all questions relating
to the self-image of soldiers and military culture [4]. The normative
claim extends to loyalty to the free democratic basic or-der, so that
the purpose of the Bundeswehr and all soldiers is not limited to a
technocratic system logic, but is directly in-terwoven with the pro-
tection of constitutional democracy and its values. Consequently, a
critical discussion about the establishment of artificial intelligence in
the structures of the Bundeswehr cannot be conducted in a value-free
manner [8].

A special feature of the concept is its conflict-theoretical core,
which is to think of the military in terms of peace, even though its
purpose must still be located in war or military combat [8]. In this
way, Baudissin wanted to fulfill the claim of establishing something
fundamentally new in the Bundeswehr today, without relying on the
forms of the old Wehrmacht [10]. Ethical questions in this context
must therefore always be discussed from several angles. Of course,
the focus must continue to be on the effects of military force on the
civilian population affected, which is already the subject of just war
[25]. A notable innovation is Baudissin’s Christian-influenced un-
derstanding of love, which he also projects onto the potential enemy,
raising questions such as how enemy soldiers can be perceived as
human beings despite the dynamics of violence and dehumanisation
in war [4].

This goes hand in hand with requirements for operational planning
that are intended to prevent a disproportionate or cruel escalation of
violence, which cannot be imposed by decree but must be an intrinsic
part of the soldier’s self-image. The aim is to make future peace more
likely by not creating a basis for revenge actions. The final focus of
ethical questions is internal, i.e. how to treat and take responsibility
for one’s own soldiers. In this context, increased functionality and
speed mean a higher probability of protecting one’s own survival,
that of comrades or that of civilians in contested urban areas, which
is reflected in the claim of ‘fight-at-ma-chine-speed’.

Based on Inner Leadership, normative conclusions can be formu-
lated that can be directed at the development of Al-supported systems
and actively pursued in the spirit of Ethics by Design. Ethical inclu-
sion in the development of these systems should therefore focus on
identifying new potential ways in which such systems can help pro-
tect innocent and uninvolved human lives, counteract human error
(e.g. fatigue and cognitive exhaustion) and identify so-called high-
value targets so that a war can be ended more quickly.

At the same time, the problems identified by Hilterlein and We-
ber with regard to a lack of transparency and human responsibility
must remain recognised until they can be re-solved technically, if
possible at all. This creates a permanent area of tension that extends
beyond the functional necessity of integrating artificial intelligence
into structures and the normative requirement to uphold the values of
a constitutional democracy. A complementary resolution of this apo-
ria is not possible in the form of theoretical formulas, but re-quires
soldiers and political decision-makers to be critically aware of this
not entirely solvable problem and to have the moral judgement to
deal with it on a case-by-case basis. The concept provides a helpful
thought experiment for such systemic conflicts.

The model of the citizen in uniform functions as a central mo-
tif that articulates a triad of individual responsibility. This triad is
generated by the dimensions of soldier, citizen and private individ-
ual, according to which the soldier should reflect on his orders and
actions militarily, civically and personally. In clear contrast to collec-
tivist theories, soldiers are responsible for their own actions, so that

moral limits are imposed on military obedience through freedom of
conscience (Art. 4 GG). In this way, every soldier is required to de-
velop a complex moral consciousness in which, in addition to the
military perspective, civic and personal considerations must also be
taken into account [4]. Here, too, internal tensions are conceivable, of
course, which must be endured when the military and civic classifica-
tion of a situation diverges, for example because the soldier because
soldiers have a duty of loyalty to the political leadership, whereas
as citizens they are called upon to exercise critical vigilance towards
it. In this context, the relevance of the conflict-theoretical essence
of Inner Leadership becomes apparent. On the one hand, it re-mains
compatible with a liberal understanding of morality, in which the rea-
sons for moral action must be developed autonomously, and on the
other hand, the Bundeswebhr is repeatedly called upon to align its own
actions, even in times of war, with future peace [10].

However, the frequently voiced criticism that the primary purpose
of the military, namely to be able to wage war, is in systemic contra-
diction to this, is based on an overly simplistic understanding of the
concept of peace, in which peace is understood only as the absence of
war (negative peace) [14]. Baudissin, however, wanted to overcome
the dichotomy of war and peace and sought a possible contribution of
the military to peace (positive peace) [4]. With this shift in the start-
ing point for the soldier’s self-image and military culture as a whole,
transformation processes aimed at increasing functionality in combat
are always subject to the normative requirement that these changes
make future peace more likely and reduce the excessive expansion of
the dynamics of violence.

This aspect remains normatively valid, but is of course ex-posed to
real dangers of being undermined if we fail to meet the requirement
of allowing humans to assume a meaningful control function in deal-
ing with Al-supported systems. In this article, I advocate developing
a human-centred approach to constructively accompany technical re-
search. This requires soldiers to have an active understanding of the
new technologies, which means the normative as well as technical
problems associated with the lack of transparency of Al-supported
systems. This means that the entire human-machine interaction must
be re-examined if artificial intelligence is not understood as an identi-
cal replication of human action, but as a trigger for novel phenomena
that change existing routines and processes.

5 Effords towards Interdisciplinary Discourse

In my view, it is essential for this interdisciplinary approach that the
different approaches to the common field of research are disclosed.
Due to the manifold differentiations and focuses, interdisciplinary
discourse as such could be made the subject of investigation and
treated in detail accordingly. I will limit myself here to a concise dis-
tinction that primarily accompanies the tension between normative
ethics and scientific technology research.

The epistemic approach to the world or reality is particularly im-
portant for liberal moral theory because the traditional understanding
that morality can be traced back to rules that, like natural science, can
be determined through pure reason, could not be maintained [26].
For while scientific hypotheses are fundamentally oriented towards
representing reality, ethical concepts cannot be fully or even at all
experienced through empirical investigation. They exist beyond the
physically measurable world, so that the nature of human dignity,
justice or responsibility can be debated at length.

Accordingly, it is not possible to translate morality fully into a
machine or technology because the reductive determination of the
predicative ‘good’ is not possible [29, 21]. Consequently, ethics is
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structurally an informal discipline whose absolute determination is
not possible [29]. The different ways of dealing with this informal-
ity are, however, the starting point for philosophical and ideological
assumptions that determine the actual development of artificial in-
telligence [23] and deserve more attention than can be given in this
article. With regard to the initial thesis, however, it should be noted
that technical development is always accompanied by normative and
philosophical assumptions, even if the actors are not aware of this,
which is why this human-centred approach addresses developers and
users alike.

At this point, the central challenge that arises for a interdisci-
plinary discourse becomes clear. The epistemic approaches of the
individual sub-disciplines are fundamentally different and are there-
fore the starting point for diametrically opposed system logic. For
this reason, interdisciplinary discourse must also be understood in
terms of conflict theory. This means that existing and future contra-
dictions, such as those relating to a lack of transparency and func-
tional necessity, must first be upheld and endured. If technical prob-
lems are understood as ethical problems and vice versa, a reductionist
approach by one discipline is not capable of solving the overall prob-
lem. The changed reality of combat in the wake of hyperwar was
previously described as a novel phenomenon in human-machine in-
teractions and requires appropriate consideration if it is to meet the
normative requirements presented here.

6 Thinking the New by Familiarising the Foreign

Finally, I would like to present an educational theory approach that
addresses the handling of different language games and system logics
in order to discover new ways of thinking for problem solving, for
which engaging with the Foreign is considered a necessary condition
[28].

This deliberate approach to novel or unfamiliar phenomena is the
starting point for education within the theory of transformative edu-
cational processes, in explicit contrast to the ac-cumulation of knowl-
edge. In this context, experiences or general developments for which
the subject cannot establish a coherent cognitive connection are un-
derstood as a ‘violent intrusion into the familiar order’ [28, 18, 17].
This means that such a phenomenon is not yet an inherent part of how
the subject understands the world (world-self relationship). Walden-
fels attempts to establish access to the foreign by formulating a para-
doxical definition: ,,Das Fremde zeigt sich uns, indem es sich uns
entzieht. Es sucht uns heim und versetzt uns in Unruhe, noch bevor
wir es einlassen und uns seiner erwehren trachten* ("The foreign re-
veals itself to us by eluding us. It haunts us and unsettles us even
before we let it in and try to resist it") [28]. The first necessary step,
therefore, is to recognise perspectives, information or experiences
that seem foreign to oneself and cause unease or outrage in their
foreign-ness, and not to confine them to existing patterns of thought.

According to Waldenfels, the solution to resolving this experience
of strangeness does not lie in simply defining the foreign in an appro-
priate manner, but requires a change in the subject’s attitude towards
the foreign. This presupposes, for example, an examination of other
language games, styles of thinking and types of judgement in dealing
with reality, which must mutually demanded in an interdisciplinary
discourse.

The appropriation of the foreign that appeals to us then begins
with it being discussed ‘under the table’, by which Waldenfels means
a casualness that may only be perceived by the subject later. This
distinguishes it from the recognition of a formal fact in the form of
information and individual elements of knowledge.

The process of appropriation is more lengthy and initially cryp-
tic, metaphorical and laden with narratives and myths, but then be-
comes increasingly concrete with linguistic formulas and ultimately
with formal mathematical formulas. The unpredictable becomes pre-
dictable [28]. In terms of educational theory, this means that the sub-
ject must first change their previous attitude towards themselves and
the world in order to integrate the unfamiliar as a new component
in a pro-cess. This, in turn, does not happen additively, but transfor-
matively, so that the relationship between the world and the self is
changed permanently [18].

7 The Differend - Beyond Consensus and
Arbitrariness

This process of appropriation can be methodologically enriched with
the help of Lyotard’s concept of the Differend, which is also a cen-
tral component of the theory of transformative educational processes.
This allows interdisciplinary types of discourse and changes in
human-machine interaction to be treated equally, although it should
be noted that it is primarily a method of meta-reflection and must
therefore be supplemented by other sociotechnical procedures.

The Differend builds on the changes in the handling of knowledge
in the course of postmodernism, which have already been addressed
in the epistemological conditions of normative ethics [19, 20]. Ly-
otard argues that postmodern society is no longer based on explana-
tions from authorities/elites and grand narratives. Instead, there are
different types of discourse, each using its own rules or ‘language
games’, which have thus come into a Differend with one another. A
lack of an ‘overarching rule of judgement’ prevents a reliable deter-
mination of the ‘true’ position. A Differend arises above all where a
position (or person) can no longer speak — where sentences are still
waiting to be formed and spoken [20].

A Differend therefore arises when different types of discourse can-
not reach a consensus on the basis of their own peculiar language
games and system logics. Consequently, these are not misunder-
standings that can be resolved or even decided upon using rules of
reason.

The central approach in a Differend aims to crystallise and address
the unfamiliar aspects of the dispute and to refrain from the urge
for pragmatic standardisation in the sense of dispute resolution or
a final decision. In this way, the concept distances itself from both
consensus and arbitrariness, be-cause the process is based on mutual
recognition of the different language games and system logics, thus
also enabling asymmetrical discourses [24], which also have serious
ethical significance in the context of security technologies [23].

8 Discussion

Within the scope of this article, a Differend can be identified in the
juxtaposition of missing human responsibility and control functions
with the functional necessity of non-transparent Al systems expected
by the military. This is a normative conflict, but one that is based on
technical system logic and therefore reproduces the central problems
of a missing final justification in liberal moral theories, which are es-
sentially attributable to the indeterminable objectivity of moral good-
ness and therefore cannot be fully translated technically. This gap is
filled by the valuations and preferences of their developers.
Specifically, on the one hand, it is a matter of essential standards
for actors under the rule of law, whose use of force must be both
transparent and enforceable and must also be subject to international



conventions. This inevitably goes hand in hand with a human au-
thority that can justify decisions and procedures, which would not
be guaranteed under the technical conditions of today’s Al systems
[12]. On the other hand, the primary purpose of the German Armed
Forces is to defend Germany and its political allies in Europe and
NATO, which requires technical competitiveness or superiority. Of
course, defence does not only serve one’s own forces, just as war is
not only waged between military actors, but also involves the civilian
population and infrastructure.

This is a Differend because there is no overarching discourse that
weighs up human responsibility and safety finally because it is rather
a matter of preference than reason and there-fore bound to context
and time. A legislative decision would not resolve this normative dis-
pute, but merely shift the type of discourse and bring about a change
in existing standards [20]. Therefore, based on the points of conflict,
an attempt must be made to establish new ways of thinking instead
of continuing the debate on the basis of the structural conditions that
gave rise to these conflicts.

In summary, this article does not provide any specific solution to
the existing problems for a responsible Al in military application sys-
tems. Rather, it aims to raise awareness of the conditions for interdis-
ciplinary exchange, the goal which is to understand. To this end, it is
necessary for both sides to recognise the other’s language games and
system logics as something foreign that challenges their own world
view and can ultimately lead to new approaches.

In my opinion, the ethical requirements for a technical solution
are linked to the development of artificial general intelligence (AGI),
the fundamental development of which can be considered question-
able according to current estimates [23]. Consequently, I advocated
a human-centred approach that addresses the ethical problems asso-
ciated with non-transparent Al systems by treating the weaknesses
of these systems transparently. The development of the systems can,
however, be linked to normative conditions, which I would like to
conclude by discussing.

Following the educational theory approach of this text, pro-found
changes, such as those expected from the use of artificial intelligence,
go hand in hand with an increased moral responsibility on the part of
humans [25]. Whether specific technologies, such as those used in
targeting or situation assessment, are used to detect enemy positions
more quickly or to destroy civilian infrastructure remains part of the
respective military doctrine, so that a reductive view of the technol-
ogy alone is not productive.

Furthermore, in the course of the technical establishment of artifi-
cial intelligence, in addition to the hoped-for increase in functional-
ity, the associated loss of competence among soldiers should also be
considered. By transferring tasks and associated responsibilities to
Al systems, it is likely that training formats will also have to change.
The skills that are largely outsourced to technology will receive cor-
respondingly less attention in training. It will therefore be necessary
to discuss which skills will take their place.

In this context, it is necessary to be honest about the actual func-
tionality of the technology under war conditions. In addition to de-
velopments towards ‘hyperwar,” the picture of war continues to be
characterised by brute force and a struggle for survival, in which
technology plays a barely visible role. No technological development
or abstraction should dis-tract from this cruel reality of war.

The ethical claim is that declarations of intent and concept papers
are not sufficient if they do not actively challenge people to engage
with the new conditions. The approach to ethical education presented
here is capable of addressing many of the problems identified and de-
veloping solution strategies. This means taking not only military ca-
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pability seriously, but also, and above all, the idea of peace in times
it is challenged most. From an ethical point of view, the technical
transformation to hyperwar is not about the complete technologisa-
tion of warfare, but about preserving a last remnant of humanity in
an environment of destruction and despair.
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Abstract. This paper presents a CNN-based approach for the local-
ization and counting of closely parked military vehicles in Synthetic
Aperture Radar (SAR) imagery. A significant challenge in this task
is the separation of small, densely positioned vehicles with partially
overlapping signatures. To address this, the problem is formulated as
a segmentation task, and a U-Net model is trained using point-level
annotations to predict vehicle locations. To mitigate the impact of
class imbalance between vehicle positions and the background, the
Tversky loss function is employed, which applies a greater penalty
for missed detections of the underrepresented class. Finally, vehicle
counts are derived from the predicted segmentation masks by count-
ing connected components. To validate the approach, SAR simula-
tion is used to generate a synthetic dataset comprising labeled SAR
image data that depicts military vehicle depots from different per-
spectives. This dataset enables model training and allows for a com-
prehensive evaluation of the overall concept. The results demonstrate
that the method successfully detects, separates and counts densely
parked vehicles. The model trained on simulated data provides a suit-
able foundation for the subsequent exploitation of real image data in
the future.

1 Introduction

Satellite-based reconnaissance is a key component for obtaining a
comprehensive operational picture in military conflicts. The applica-
tion of artificial intelligence, especially deep learning methods, for
the automatic evaluation of large amounts of data enables efficient
scene analysis, which includes the recognition of land cover and ter-
rain as well as the detection and classification of military targets.
In addition to the analysis of electro-optical satellite data, the anal-
ysis of Synthetic Aperture Radar (SAR) image data is of particular
interest for surveillance. SAR sensors can be used to capture high-
resolution and information-rich image data regardless of cloud cover
and daylight conditions. Therefore, their use in military reconnais-
sance offers significant advantages and extends the analysis capabil-
ities beyond the possibilities of electro-optical data.

In this context, this paper deals with the specific task of monitor-
ing adversarial vehicle depots using SAR imagery. A thorough un-
derstanding of the changes in the number of vehicles within these
depots supports the tracking of troop movements and serves to esti-
mate the size of the adversarial inventory. The underlying technical
task consists of counting vehicles in SAR imagery. One of the ma-
jor challenges encountered is that the signatures of the vehicles often
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exhibit a small spatial extent. In addition, the typically dense parking
of vehicles results in overlapping signatures of neighboring objects,
which complicates the task of object separation.

While counting small, densely placed objects in SAR images has
barely been explored, it is an intensively studied research task in
the broader computer vision domain. The most prominent applica-
tion is crowd counting, for example, in the context of security cam-
era footage. A comprehensive survey reviewing recent methods that
solve this task is given by Gao et al. [5]. Several methods devel-
oped for crowd counting have also been adapted to count objects
in remote sensing data, such as trees, vehicles, buildings or ships
[21, 25, 20, 4, 18].

Methodologically, approaches for object counting can be divided
into counting by detection, counting by global regression, counting
by density estimation and counting by segmentation. The first ap-
proaches proposed for crowd counting are based on object detection
methods in which people or heads are identified and counted in im-
ages [11, 15, 8]. Modern object detection methods such as Faster
R-CNN [24], You Only Look Once (YOLO) [23] and Single Shot
Detector (SSD) [16] show remarkable results in detecting single or
visibly separated objects in a scene. However, these methods often
fail in the precise detection and separation of densely placed, over-
lapping objects, making them less suitable for crowd counting and
similar tasks [4, 5, 13]. Nevertheless, there are several approaches for
object counting that refine these object detectors to improve their per-
formance in detecting small, densely arranged objects [30, 29, 18].

A more common approach is counting by global regression, in
which a direct mapping from image space to the total number of
objects is performed, allowing the model to learn to count directly.
In this approach, the models are trained using image-level labels
that indicate the number of objects present in each image. In earlier
studies, the regression task was performed using hand-crafted image
features [1, 9]. In contrast, more recent approaches train regression
models based on features extracted by Convolutional Neural Net-
works (CNNs), as proposed in [28] and [2]. A similar methodology
has also been applied to counting vehicles in remote sensing images
[21].

The approach receiving most attention in the literature is counting
by density estimation, which incorporates not only the overall object
count but also information about the spatial distribution of objects
to enhance model training. In this pixel-based regression approach, a
density map is predicted from which the number of objects is derived
by integrating over all predicted pixel values. In this way, an accu-
rate estimate of the count can be achieved even in image areas with



strongly overlapping objects. This approach was first introduced by
Lempitsky et al. [12], followed by the first CNN-based approaches
adopting this strategy [32, 33, 22]. Subsequently, a wide range of
methods was developed that utilize deep learning techniques for den-
sity estimation. These works are thoroughly reviewed and discussed
in [5]. Density estimation for object counting has also been success-
fully used for counting dense objects in remote sensing images, as
shown in [25, 4, 19].

Another approach is counting by segmentation. This method ad-
dresses the limitation of density estimation approaches, which often
assume a fixed object size, by enabling the model to learn how to lo-
calize objects of varying sizes and shapes. For this purpose, Laradji
et al. [10] propose training a segmentation model using point-level
annotations. To ensure that the model outputs individual reference
points or small circular areas (in the following referred to as blobs)
for each object instance, a penalty term is incorporated into the seg-
mentation loss, specifically penalizing predicted blobs that contain
multiple point annotations. Similarly, Falk et al. [3] demonstrate that
the U-Net model can be adapted for the counting task by training
it with point-level annotations using a weighted Cross Entropy (CE)
loss function that ensures instance separation. Since the model learns
to predict segmentation masks where only a point or a blob marks the
object rather than segmenting the entire object, counting becomes
straightforward. One advantage of counting by segmentation meth-
ods is that point-level annotations, which represent only the object
location and not its shape or size, require less human effort for man-
ual labeling than other annotation types, such as bounding boxes or
pixel-wise density values.

To the best of our knowledge, the problem of counting objects in
SAR image data has not yet been explicitly investigated. The existing
literature in the context of SAR image analysis mainly focuses on the
related task of object detection (e.g. [14, 6, 34, 31]) and does not ex-
plicitly pursue the goal of determining the total number of objects in
a scene. The insights from the literature research on counting objects
in the optical domain indicate that counting by detection reaches its
limits, especially with small and very densely placed objects. Consid-
ering this background, in this paper, an approach based on counting
by segmentation, inspired by the methods of [10] and [3], is proposed
to count vehicles in SAR image data.

Specifically, a U-Net is trained using point-level annotations that
indicate the vehicle positions in the SAR image. The optimization of
model weights is performed using the Tversky loss, which addresses
the existing class imbalance between foreground (vehicle positions)
and background. A representative, variant-rich and labeled dataset is
required for training the model and evaluating the approach. As an
appropriate dataset is generally - and also in the present case - not
available and very laborious to create, simulated SAR image data are
used. SAR simulation enables the generation of an arbitrary number
of training and test images with high levels of diversity. This allows
for evaluating the proposed approach under controlled conditions to
provide a proof of concept in the absence of real, annotated SAR
data. Additionally, training on simulated data forms the basis for a
future transfer of the approach to real SAR image data, especially in
scenarios in which only a small amount of real, annotated training
data are available.

2 Methods

In the following, the proposed method for counting vehicles in SAR
image data is presented. The approach is based on segmentation us-
ing a U-Net trained on simulated SAR image patches. The desired
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segmentation results are binary masks with point-level annotations
that mark the vehicle centers, which form the basis for vehicle count-
ing. The simulation of the SAR data and the segmentation approach
are described in detail below.

2.1 CohRaS® Simulator

The Coherent Raytracing SAR (CohRaS®) simulator developed at
Fraunhofer IOSB is used in this work to simulate SAR image data
and associated annotation. With a given 3D model, the simulator
performs ray tracing, which provides the basis for directly gener-
ating a processed single-look complex (SLC) SAR image. Both the
amplitude and the phase of the backscattered signals are simulated.
As shown in Figure 1, the input data for the simulation includes the
object shape defined by the 3D model, the selectable acquisition ge-
ometry corresponding to the sensor position and its viewing angle,
and various sensor parameters, such as the chosen radar wavelength
and the resulting pixel spacing of the SAR image. In addition, differ-
ent material properties can be assigned to the objects in the 3D scene
model, which determine the specular and direct reflection properties
and thus influence the backscattering responses. The specific work-
ing principles of CohRaS® are described in detail in [7].

Sensor specification &
Acquisition geometry

CohRaS ®
SAR-Simulator

Material properties 4]

Figure 1.

Simulated SAR image

Simulation of processed SAR images.

The CohRaS® simulator is used to compile a comprehensive SAR
image dataset of military parking areas. For this purpose, 3D scenes
are modeled, which are composed of a ground plate with clutter ma-
terial and 3D model objects representing a tank with a metallic sur-
face. The vehicle models are arranged on the ground plate in ten
different constellations, which are shown in Figure 2. Based on ob-
servations of real scenarios, the vehicles are positioned at regular
distances parallel or at a 90-degree angle to each other. The material
properties are determined experimentally using real SAR images so
that the backscatter intensities caused by the vehicles agree as closely
as possible between simulated and real data. For this purpose, two
real SAR images, acquired by an X-band Capella sensor in spotlight
mode, are used.

To ensure that the training dataset covers the wide range of SAR
signatures that can arise across different acquisition geometries, the
acquisition parameters are systematically varied. For each 3D scene,
SAR images are simulated with aspect angles between 10° and 170°
(in 20° increments) and with incidence angles between 25° and 45°
(in 5° increments). The sensor-specific parameters are based on a
spotlight image of a Capella X-band SAR sensor with a pixel spacing
of 0.42m in range and azimuth direction. Figure 3 illustrates exem-
plary simulated SAR images that are generated under different acqui-
sition geometries. It illustrates how strongly the SAR signatures of
the vehicles can change in their appearance depending on the aspect
and incidence angle. To further enhance the diversity of the dataset,



the reflective properties of the materials of the scene objects are also
varied slightly.

The simulated dataset is divided into training, validation and test
data to enable an objective evaluation of the model performance. As
shown in Figure 2, seven different vehicle constellations are used
for training, while three additional constellations are used for vali-
dation and testing. Validation and test data are partly based on the
same scene. In this case, data leakage is avoided by using different
acquisition angles. The dataset comprises a total of 1,800 simulated
SAR images, of which 1,260 are training images, 260 are validation
images and 280 are test images.

For each simulated SAR image, a binary mask is created that indi-
cates the positions of the vehicles. For this purpose, vehicle objects
in the 3D scene are replaced by half-spheres whose positions cor-
respond to the centroids of the vehicles. Subsequently, a SAR image
simulation of the adapted scene is performed, in which only the direct
backscatter of the half-spheres is considered. The resulting amplitude
image shows high values at the pixel coordinates that approximately
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Figure 2. Different constellations for 3D modelling and simulation.
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Figure 3. Simulated image samples using varying aspect and incidence

angles.

correspond to the center of the SAR signature of the vehicles. To
construct a binary mask, the amplitude image is first binarized using
a threshold value. Subsequently, each connected component in the
binary image, which represents a vehicle position, is replaced by a
single point at its centroid. Finally, a dilation (using a circular struc-
turing element with a radius of 4) is applied to enlarge the point-level
annotation. The choice of point-level annotation over a mask that in-
cludes all pixels of the SAR signature of the vehicle, as commonly
used in image segmentation, arises from the primary goal of counting
vehicles. Segmenting the entire signature would complicate the dif-
ferentiation of closely spaced vehicles with overlapping signatures.

2.2 Localization and Counting

The proposed method for counting vehicles in a SAR image is il-
lustrated in Figure 4. The target task is formulated as a binary seg-
mentation problem in which each image point is assigned a class (0
background or 1 vehicle position). Given that the desired output is
point-level annotation rather than a full segmentation of the vehi-
cle signature, a method is required that considers the image context
rather than treating pixels independently. The U-Net segmentation
model [26], a CNN with an encoder-decoder structure, is chosen as a
suitable method that fulfills this requirement. The feature extraction
within the encoder, based on convolution and pooling operations, in-
cludes pixel neighborhoods and thus image context, while the de-
coding process provides a class assignment for each pixel. Within
the counting approach, a U-Net with four downsampling stages, as
shown in Figure 4, is used.

The model is trained using the simulated SAR images with their
corresponding annotations described above. The input images con-
sist of patches with a height and width of 128 pixels, cropped from
the SAR images with an overlap of 96 pixels. For the model opti-
mization, the Tversky loss Ly [27] is used. Based on the Tversky

Figure 4. Localization and Counting vehicles using a U-Net. Each
convolution block (Conv) consists of two consecutive 3 X 3 convolutions
each followed by a rectified linear unit activation layer and batch
normalization. Max-Pooling is used for downsampling (Down) and bilinear
interpolation for upsampling (Up).
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