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ABSTRACT

In traffic signal control (TSC), real-time adaptation to fluctuating traffic
patterns (TPs) is crucial for efficiency and safety. Traditional fixed-time and
actuated schemes struggle under non-stationary demand, incidents, and the
growing heterogeneity of urban traffic. While reinforcement learning (RL)
offers powerful controllers, many RL approaches rely on fixed contexts or a
single monolithic model, limiting learning efficiency and deployment in large
networks. Consequently, this paper proposes a modular, online framework
that (i) clusters traffic patterns online into a small set of clusters, (ii) trains
cluster-specific RL agents online using cluster-specific simulation models,
(iii) initializes new cluster agents from the most similar existing cluster
to accelerate learning, and (iv) merges the most similar clusters when the
maximum number of clusters is exceeded, retaining the agent that best covers
the traffic space. The similarity metric used to compare TP trajectories and the
simulation model used for RL training are applied to the same TP trajectories,
ensuring consistent measurement and environment parametrization across
clustering, training and real-time inference. The result is an adaptive TP-RL-
TSC system that preserves accuracy while reducing computational burden and
time-to-real-world deployment. The approach builds on adaptive two-scale
ideas where macro-evolution guides micro-level control; this philosophy is
adapted to online TP clustering and cluster-specific RL.
This paper presents a conceptual TP-RL-TSC framework focusing on archi-
tecture, design rationale and workflows; empirical evaluation and deployment
studies are planned for future work.

Keywords Traffic Signal Control · Online Adaptive Traffic Pattern Clustering · Cluster-Specific
Reinforcement Learning · Time-To-Real-World-Deployment Reduction

1 Introduction

The rapid and non-stationary evolution of urban traffic patterns (TPs) poses a fundamental
challenge for traffic signal control (TSC): traditional fixed-time or actuated schemes struggle
to maintain efficiency, safety, and sustainability in the face of incidents, weather variability,
and shifting demand. Reinforcement learning (RL) has demonstrated substantial potential for
improving control at single intersections and, more recently, for network-scale coordination. Yet
many RL-based approaches rely on fixed context representations or a single monolithic model
that must generalize across diverse, dynamic situations. This can impede learning efficiency
and hinder real-world deployability in large, heterogeneous networks.

https://orcid.org/0009-0005-5274-7514


Towards Adaptive TP-RL-TSC

To address these challenges, this paper proposes a novel modular framework that combines
online TP clustering with cluster-specific RL agents to govern TSC. The core idea is to partition
the TP environment into a small set of clusters, each representing a distinct pattern of traffic
situations (e.g., daily rushes, event-driven surges, or weather-induced variations). Within each
cluster, a dedicated RL agent learns control policies, exploiting shared experiences from simi-
larly evolving states. New clusters can be created on-the-fly when a previously unseen pattern
emerges, with initialization transferred from the most similar existing cluster to accelerate
learning. Conversely, clusters are merged when a maximum number is exceeded, with the
surviving agent being the one whose cluster contributes most substantially to the overall traffic
activity. This online refinement and fusion enables the system to maintain a compact, focused
set of controllers that map directly to the most relevant traffic patterns, thereby maximizing
learning efficiency and control effectiveness.

The approach stresses the use of relevant exogenous metrics – precipitation rate, wind speed,
ambient temperature, and brightness – combined with traffic-specific data such as inflow rate,
outflow rate, density, and occupancy. These features offer direct mapping to traffic dynamics
and enhance clustering outcomes under non-stationary conditions. Time-of-day, day-of-week,
and holiday indicators are deemphasized as explicit TP features. This not only reduces feature
redundancy and simplifies modeling but also increases robustness to environmental variability
and incidents, demonstrating clear advantages over fixed, static methods.

This paper’s approach draws inspiration from adaptive two-scale paradigms where macroscopic
evolution governs micro-level analysis and where refinement and coarsening are driven by a
continuous dependency between macro- and micro-dynamics, [1]. This philosophy is translated
to adaptive TP-RL-TSC by:

• Defining a rigorous, domain-appropriate fading-memory similarity metric between
TPs, with tunable memory and a tunable threshold delineating similar TPs.

• Implementing online, TP cluster-aware RL inference: each active TP cluster governs
a cluster-specific RL agent that interacts with its environment (simulation model in
training, real world in inference).

• Introducing transfer-based initialization for new active TP clusters and a principled,
coverage-driven cluster fusion rule that preserves the TP cluster with maximal coverage
(how well a cluster covers the space of traffic patterns, given the similarity metric and
threshold), thereby avoiding redundancy and overfitting.

• Providing a modular deployment pathway: TP clusters can be added and merged as
traffic demand evolves, and clusters’ agents can be retired or updated independently.

The same instantaneous state (e.g., a density of 30 veh/km) can arise from markedly different
dynamics: once as an incoming wave and once as a receding wave. Each situation may require
a different control strategy (e.g., early switching vs. holding the current phase). To define
meaningful environment distances and agent switches, these dynamics are distinguished through
the trajectory history. This distinction is exactly what the fading-memory distance captures when
applied to TP features through a history window and a memory parameter, ensuring coherence
between measurement, clustering, training, and real-time inference. In deployment, an online
routing layer maps the current TP context to a similar cluster and its RL agent. Observations
then feed directly into the cluster’s agent, which issues signal-timing decisions.

This paper focuses on the conceptual adaptive TP-RL-TSC framework, detailing the architecture,
TP representation, clustering mechanism, and cluster-specific RL deployment strategies. No
empirical evaluation or real-world deployment results are included; formal validation and
deployment studies are reserved for future work. It is organized as follows: Section 2: surveys
related work on TP clustering and cluster-aware RL for TSC; Section 3 defines notations;
Section 4 develops the proposed framework, including the TP representation, similarity metric,
online clustering, transfer initialization, and fusion criteria; and finally Section 5 concludes with
a summary and directions for future work.
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Figure 1: Illustration of an intersection, highlighting key traffic elements such as vehicles,
pedestrians, cyclists, bike lanes, and traffic lights, [3].

2 State-of-the-Art

TSC is a central lever for mitigating congestion and emissions in urban networks while opti-
mizing vehicle movement. Reinforcement learning (RL), which involves agents interacting
iteratively with their environment to optimize control policies, has gained attention due to its
adaptive capabilities under uncertain traffic conditions, [2]. The following subsections review
the state-of-the-art of RL-based TSC, TP clustering for TSC, transfer, meta-, and foundation-
model approaches, and discuss how they leave a real-world adoption gap that motivates the
proposed adaptive TP-RL-TSC framework.

2.1 Reinforcement Learning-based Traffic Signal Control

RL formulations cast TSC as a Markov Decision Process (MDP) in which an agent observes
traffic states, selects signal actions, and receives rewards reflecting throughput, delay, emissions,
or safety, [2, 4]. Single-agent methods have been widely used for isolated intersections,
achieving adaptive green splits and phase changes under variable demand, [5]. Multi-agent
RL (MARL) scales this paradigm to networks, where cooperative or decentralized agents
coordinate neighboring intersections, [6, 7, 8]. Deep RL (DRL) architectures further improve
representation capacity and enable learning in multimodal environments with vehicles, cyclists,
and pedestrians, as depicted in Figure 1.

Several surveys summarize these developments, highlighting advances in reward design, hier-
archical control, and sim-to-real transfer, [2, 4]. Reward structures have evolved from simple
queue-length minimization to multi-objective formulations that balance throughput, fairness,
and fuel efficiency, [9]. Sim-to-real studies aim to bridge the gap between microscopic simula-
tors and field deployment through domain randomization and robust policy learning, [10].

Recently, first field and edge/on-device deployments of RL-based TSC have emerged, where
agents run on controllers at intersections or on nearby edge servers. These systems typically rely
on pre-trained policies with occasional offline updates, or at best periodic online fine-tuning.
Crucially, most existing RL or MARL approaches assume a single monolithic policy (or a fixed
set of scenario-specific policies) that must generalize across a wide range of non-stationary TPs,
rather than explicitly modeling and exploiting structure in the space of TPs.

2.2 Clustering of Traffic Patterns for Traffic Signal Control

Clustering methods have long been used in TSC to group similar traffic states, time periods,
or intersections. Early work applied k-means and related algorithms to offline detector data
for TP-based signal timing, e.g., distinct plans for AM peak, off-peak, and PM peak demand
[11, 12]. Features typically include historical flow, speed, or occupancy, often augmented with
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coarse time-of-day or day-of-week indicators. Such approaches can improve signal plans but
generally assume stationary TP clusters and are updated only infrequently.

More recent work explores advanced clustering and representation learning for traffic data.
Deep auto-encoders or other embedding models learn latent traffic representations that are
then clustered, alleviating the limitations of handcrafted features, [4]. Dynamic or streaming
clustering algorithms, such as online DBSCAN variants or time-evolving spectral clustering,
can track shifting TPs due to incidents or seasonal trends [5]. Domain-informed clustering that
incorporates network topology or signal phase constraints further improves interpretability and
practical relevance, [4].

However, most of these clustering approaches are used for analysis, prediction, or offline plan
design rather than being tightly integrated with RL-based controllers. Clustering is typically
performed on short-term or aggregated data, decoupled from the RL state and reward structure,
and rarely exploits physically meaningful exogenous factors such as weather and brightness.
Moreover, clusters are usually static: They are neither created nor merged online in response
to evolving traffic, and they are not coupled to a portfolio of specialized RL agents. While
emerging intelligent traffic systems demonstrate augmented real-time data aggregation and
strategy refinement via traffic pattern clustering combined with multi-criteria optimization to
propose proactive signal control measures, [13], these emerging processes are still operated
alongside, rather than inside RL frameworks for end-to-end decision making, hindering a
significant impact on TSC.

2.3 Transfer, Meta- and Foundation Models for Traffic Signal Control

To reduce data and computation requirements, several works have investigated few-shot, meta-
and transfer learning in TSC. Few-shot traffic forecasting methods such as SSMT learn transfer-
able representations from a source environment and adapt to a target environment with limited
data, [14]. In RL-based TSC, meta-RL and metric-based approaches (e.g., MetaLight) aim to
rapidly adapt policies for new intersections or demand conditions by leveraging experience
across tasks, [2, 15].

Transfer learning frameworks support knowledge sharing across intersections, corridors, or
even cities. Representation-transfer methods use pre-trained embeddings to bootstrap models in
new areas, [16], while policy-transfer approaches such as TransferLight deploy policies trained
in one network and fine-tune them for new topologies or demand levels, [17]. Sim-to-real
transfer methods explicitly target the gap between simulation and deployment using robust RL
or prompt-based transfer strategies, [10]. Hierarchical graph neural networks further improve
scalability in heterogeneous networks with varying intersection geometries and flows, [17].

Building on these ideas, foundation models for TSC have recently been proposed. [18] in-
troduces a parallel-learning-based foundation model for networked TSC, pretraining a large
model across diverse networks and then adapting it via RL. [3] explores foundation model-RL
combinations where a shared backbone provides rich representations and RL layers specialize
to specific tasks.

Despite these advances, existing transfer learning, meta-learning, and foundation model-based
approaches largely focus on transferring policies or representations across intersections or
networks, often assuming a fixed set of tasks or scenarios. They do not maintain an explicit,
online-updated portfolio of TP clusters with associated RL agents. Adaptation is mostly episodic
(offline fine-tuning) rather than continuous, on-device online learning driven by an explicit
similarity metric over recent TP trajectories.

2.4 Remaining Real-World Adoption Gap

Across these lines of work, three limitations are particularly relevant for this paper’s contribution.
First, monolithic or scenario-wise RL controllers. RL- and MARL-based TSC approaches
typically employ a single global model or a small set of pre-defined scenarios. They do not
exploit an explicit structure in the space of TPs, and agent switching – if present – is based
on coarse context (e.g., time-of-day) rather than a principled, history-based similarity metric.
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Second, decoupled and mostly static TP clustering. Clustering of traffic data is well established,
but usually performed offline and disconnected from RL. Clusters do not guide the definition of
RL environments, nor do they evolve online through activation and fusion as new TPs appear or
become redundant. Third, transfer, meta- and foundation models without cluster-aware online
adaptation. Existing transfer and foundation model approaches improve sample efficiency and
generalization but consider tasks at the level of intersections or networks, not at the level of
dynamically evolving TP clusters. Continuous, cluster-specific online learning on the device is
still largely unexplored.

Despite promising empirical results in simulation and small-scale field trials, RL-based TSC has
not yet seen broad real-world deployment. A few implementations, for example, learning-based
controllers deployed on individual corridors (e.g. [19]), demonstrate that such methods can
reduce delay and emissions under carefully engineered conditions. However, these systems
remain limited in scope and have not scaled to heterogeneous, larger or more complex networks.
Practitioners point to three main obstacles to wider adoption: (i) safety and robustness concerns
with monolithic, hard-to-interpret policies under non-stationary demand, (ii) the lack of mecha-
nisms for continuous, data-efficient online adaptation to locally evolving traffic patterns, and (iii)
the engineering and operational effort of deploying, certifying and maintaining learning-based
controllers at scale within existing roadside hardware, traffic management centers and regulatory
frameworks (e.g., safety certification, auditability, and lifecycle management of updated signal
plans). These obstacles mirror the three methodological limitations above and explain why
RL-based TSC has so far remained confined to a few pilots rather than becoming a broadly
adopted technology.

This work addresses the existing gap by integrating (i) a history-based similarity metric over TP
trajectories, (ii) online clustering with activation and fusion of TP clusters, and (iii) TP cluster-
specific RL agents that are trained in simulation environments parameterized by clusters’ TP
representatives and transferred across clusters. This yields a modular TP–RL–TSC framework
in which a compact portfolio of specialized agents is maintained online, enabling scalable,
on-device adaptation to dynamic traffic and environmental conditions and providing a more
plausible path from bespoke pilots to robust, city-wide real-world deployment.

3 Notation

This section defines notations of TP features, fading-memory, similarity and cluster specifics.

3.1 Traffic Pattern Feature Notations

• E : environment under consideration.
• Traffic pattern features like

– λin(t): Inflow rate (arrivals) per link/direction at time t; Unit: vehicles per minute
(veh/min).

– λout(t): Outflow rate (departures) per link/direction at time t. Unit: (veh/min).
– ρ(t): Traffic density at time t. Unit: vehicles per kilometer (veh/km) or lane-

density proxy on the considered segment.
– O(t): Occupancy at time t. Range: [0, 1]: fraction of available capacity utilized.

• Exogenous factors like
– pr(t): Precipitation rate at time t, e.g. mm/hr.
– ws(t): Wind speed (m/s) at time t.
– temp(t): Ambient temperature at time t, e.g. C or K.
– bn(t): Ambient brightness at time t, e.g. lux.

• v(t): A TP observation at time t,

v(t) =
[
λin(t), λout(t), ρ(t), O(t), pr(t), ws(t), temp(t), bn(t)

]⊤
.

• Weights α = [αλin , αλout , αρ, αO, αpr, αws, αtemp, αbn] with αi ≥ 0 and
∑

i αi = 1,
defining priorities of features for TP cluster distances.
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• S: simulation model for the environment under consideration E , that is parametrized
by the TP-features λin, λout, . . . , bn and that enables the training of RL agents exactly
for the TP cluster they are associated to.

3.2 Fading-Memory and Traffic Pattern Similarity Notations

• ∆r: temporal resolution of state estimation in reinforcement learning and inference
(e.g., ∆r = 1 second).

• ∆w: length of the time window used to form patterns (e.g., ∆w = 5 minutes), where
∆w = n∆r and n ∈ N \ 0.

• k: fading-memory parameter, k ∈ [0, 1], the larger k, the more emphasize is placed on
recent observations.

• T: TP trajectory over a history window [t−∆w, . . . , t],

T =
{
v[j]

}∆w/∆r

j=0
=

{
v(t−∆w + j∆r)

}∆w/∆r

j=0
.

• d(T1,T2;α, k): fading-memory distance between two TP trajectories, that operates
on trajectories aligned to a common index set I within the local history windows of
T1 and T2, independent of absolute times, where the fading-memory is parametrized
by k and the traffic patterns’ influences are weighted by α.

• e: similarity threshold e ≥ 0; Two TP trajectories T1,T2 are considered similar if
d(T1,T2;α, k) ≤ e.

3.3 Traffic Pattern Cluster-Specific Notations

• C: active clusters, C = {C1, ..., Cm}.

• mact: current number of simultaneously active clusters, mact ∈ N \ 0
• mact,max: maximum number of simultaneously active clusters, mact,max ∈ N \ 0.

• Rep(Ci): a representative TP trajectory of active cluster Ci.

• Gov(Ci): a cluster-level statistic reflecting the amount of traffic activity governed by
Ci; e.g., number of inference requests processed.

• Act(Ci): time-stamp of activation of cluster Ci.

• αG,A: weight specifying the importance of governing and activation time in deactiva-
tion of active cluster, αG,A ∈ [0, 1].

• Agent(Ci): an RL agent associated with active cluster Ci.

• Train(Ci): boolean specifying whether the training of Agent(Ci) is yet completed.

4 Towards Adaptive Traffic Pattern Clustering Reinforcement Learning
in Traffic Signal Control

This section develops the proposed adaptive TP-RL-TSC framework, including TP representa-
tion, similarity metric, online clustering, transfer initialization, and fusion criteria.

4.1 Fading-Memory Distance and Similarity of Traffic Pattern Trajectories

Define an index-based fading-memory distance d over a common index set I = {0, 1, . . . , n}
within each local history window of length ∆w, independent of absolute times. Active clusters’
TP windows start at different absolute times due to adaptive activation, hence trajectories
are aligned by relative positioning within the local window rather than by global timestamps.
Indices j ∈ I are related to calendar time within a history window [t−∆w, t] by t−∆w+j∆r,
i.e. index j = 0 relates to lower bound and j = n to the upper bound.
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α1 λin

α2 λout

α3 . . .

Rep(C1)

Rep(C2)

Rep(C3)

Rep(C4)

Rep(C5)

Tenv

min d(Tenv, ·)

Figure 2: Active traffic pattern clusters with representing trajectories Rep(C1), . . . , Rep(C5)
and the current environment traffic pattern trajectory Tenv within a traffic pattern feature
coordinate system. The nearest active cluster match, guiding reinforcement-learning agent
inference and potential active traffic pattern cluster refinement.

To ensure uniform influence across signals and exogenous factors (inflow, outflow, density,
occupancy, weather conditions), all TP features are normalized,

v̂i[j] =
vi[j]− µi

σi
,

with µi, σi computed from historical data (e.g., rolling mean and std), defined globally or
window-based, balancing contributions from the features.

Formally, for I-aligned trajectories the fading-memory distance d(T1,T2;α, k) is designed to
capture evolving traffic patterns that drift over time while preserving information about past,
relevant trends,

d(T1,T2;α, k) =

n∑
j=0

e−k(n−j)∆r

√∑
i

α2
i

(
v̂
(1)
i [j]− v̂

(2)
i [j]

)2

.

By integrating a weighted history of length ∆w with a memory decay controlled by k ∈ [0, 1],
distance d emphasizes recent deviations when k is larger, but allows longer histories to influence
similarity when k is smaller yielding robustness to short-term noise (e.g., transient congestion).

For example, let n = 2, ∆r = 1, ∆w = 2, µi = σi = 1, and

T1=

[
1.0 0.6
1.2 1.1
0.9 0.4

]
, T2=

[
0.2 0.5
1.2 0.6
0.5 0.4

]
⇒ ∆v(0)=

[
0.8
0.1

]
, ∆v(1)=

[
0.0
0.5

]
, ∆v(2)=

[
0.4
0.0

]
.

For α = [0.7, 0.3] and k = 0.1 follows

d(T1, T2;α, k) = e−0.2
√

(0.7 · 0.8)2 + (0.3 · 0.1)2 + e−0.1(0.3 · 0.5) + 0.7 · 0.4 ≈ 0.8748,

and for α = [0.7, 0.3] and k = 0.9

d(T1, T2;α, k) = e−1.8
√

(0.7 · 0.8)2 + (0.3 · 0.1)2 + e−0.9(0.3 · 0.5) + 0.7 · 0.4 ≈ 0.4337.

4.2 Simulation Model Parameterization by Traffic Pattern Trajectories

The modular simulation layer parametrizes its environments by TP trajectories. Each active TP
cluster Ci is represented by a trajectory Rep(Ci) over a window [t−∆w, t] defining a cluster-
specific simulation environment S(Ci) for the training of the associated RL agent Agent(Ci).
Consequently, the agent learns policies matched to the evolving dynamics of that cluster.

4.3 Adaptive Traffic Pattern Clustering

In real-time TSC, decisions must be produced within strict latency bounds. If TP clustering
adaptations (activation and deactivation) were performed prior to RL inference, the system might
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Figure 3: Conceptual overview of the adaptive traffic pattern clustering framework for cluster-
specific reinforcement-learning agents in real-time traffic signal control: Illustration of the
interrelations between real world, TSC control, TP clustering and RL training.

incur additional computation and potential blocking while clustering decisions are updated
or new clusters are activated and corresponding agents trained. By performing inference
independently, the system produces timely, cluster-specific decisions based on the current
TP context, ensuring uninterrupted responsiveness. This preserves the end-to-end latency
guarantees essential for safety and throughput, while the subsequent clustering adaptations
operate asynchronously to refine the TP portfolio without delaying immediate control actions.
Figure 3 illustrates the interrelations between real world, TSC control, TP clustering and RL
training.

At time step t, the set of active TP clusters is defined as C(t) = {C1, . . . , Cm}. Each active
cluster Ci is represented by a TP trajectory Rep(Ci). Please note that, in contrast to [1], the TP
trajectory of an active cluster is no longer evolving. Instead, development occurs exclusively in
the real-world traffic environment.

4.3.1 First Active Traffic Pattern Cluster at Launch

A single active TP cluster C1 governs TP-RL-TSC at launch. Its corresponding agent Agent(C1)
is trained in the cluster-specific simulation environment S(Rep(C1)), where Rep(C1) is defined
e.g. by the modal (most frequent) TP trajectory observed in historical data. This choice
minimizes the risk that the first cluster is poorly aligned with forthcoming TP clusters, as judged
by the fading-memory distance.

When predefined quality and safety (avoidance of critical states, robustness of signaling, [6, 3])
criteria are met, Agent(C1) is completed: Train(C1) = 1 and Gov(C1) = 0 .

4.3.2 Traffic Signal Control Inference

At each time step t of an inference request, the TP trajectory Tenv over the time window
[t−∆w, t] of the real-world traffic environment enters the adaptive algorithm. It is, as illustrated
in Figure 2, determined to which trajectory among the active clusters the TP trajectory of the
environment has the smallest distance,

ι = argmini∈{1,...,m} d (Tenv,Rep(Ci);α, k) .

The RL agent associated with the selected cluster Cι, namely Agent(Cι), is then used for
inference based on the current state of the environment Tenv(t) = v(t) providing a safe action
a(t). The cluster’s activity is recorded statistically, Gov(Cι) += 1.
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4.3.3 Adaptive Traffic Pattern Cluster Activation

If the current environment’s TP trajectory is not similar to the active TP cluster with smallest
distance, i.e.,

d (Tenv, Rep(Cι); α, k) > e,

then a new cluster Cnew is activated and the set of active clusters is updated

C(t) = C(t−∆r) ∪ {Cnew},

where Rep(Cnew) = Tenv, Act(Cnew) = t and Train(Cnew) = 0. The associated
Agent(Cnew) is instantiated from Agent(Cι) and trained in the TP-specific simulator
S(Cnew). When predefined quality and safety criteria are met, Agent(Cnew) is updated
and Train(Cnew) = 1 as well as Gov(Cnew) = 0 .

A potential risk with online TP cluster initialization from the most similar existing cluster
is negative transfer: the new cluster’s initial policy might be biased toward patterns that are
only superficially similar, leading to poor early performance. To mitigate this, apply e.g. (i)
phase-wise training with randomization during early policy updates, (ii) validation checks
that compare early-on performance with a conservative fallback (e.g., the nearest previously
deployed cluster) and trigger rollback if degradation exceeds a threshold, and (iii) conservative
learning rates during the initial episodes for a new cluster. Together these safeguards reduce
negative transfer risk while preserving the benefits of rapid adaptation via transfer initialization.

If, by any chance, the quality criteria cannot be met after a predefined maximum number of
training loops, TP cluster Cnew is deactivated again.

4.3.4 Adaptive Traffic Pattern Cluster Deactivation

If two active clusters are highly similar, retaining both yields little additional coverage while
incurring extra computation and memory. Consequently, when the active cluster budget mact

exceeds the permitted maximum mact,max after successful training of a new TP cluster’s agent,
deactivation selects the least beneficial cluster for removal.

Specifically, identify the two most similar active clusters,

(ι, κ) = argmini∈{1,...,m−1}, j∈{i+1,...,m} d (Rep(Ci), Rep(Cj);α, k) ,

and compute a deactivation score for each of these candidates:

τi = αG,A Gov(Ci) + (1− αG,A) (t−Act(Ci)) for i ∈ {ι, κ}.

Deactivate the candidate with the higher deactivation score, i.e.,

Cdeact = argmaxi∈{ι,κ}τi.

The deactivation method preserves clusters that contributed more to traffic activities (higher
Gov) and are more recently activated (smaller t−Act), thereby maintaining diversity of patterns
that drive performance while pruning redundancy and avoiding repeated cluster activation and
deactivation. This approach keeps the active set compact, non-redundant, and representative of
the prevailing TP space, enabling efficient real-time inference and stable learning.

4.3.5 Handling Extreme Events

Extreme events such as snow storms or major incidents are treated as potential new TP clusters
rather than noise. If the current environment TP trajectory Tenv is sufficiently dissimilar from
all active clusters, a new cluster Cnew is activated with Rep(Cnew) = Tenv and trained in its
TP-specific simulator. Cnew remains in the portfolio as long as it provides meaningful coverage
or until budget constraints force deactivation or fusion.

Alternatively, the system may switch to a rule-based safety-first controller. These rare situations
do not require dynamic optimization for throughput; the primary objective is the safety of all
road users, with conservative signal timings and fail-safes, after which normal TP-RL-TSC
operation resumes.
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5 Conclusion and Outlook

This paper conceptualized a modular TP-RL-TSC framework for real-time, robust traffic signal
control in the face of non-stationary and heterogeneous urban demand. Rather than presenting
evaluated results, the focus is on architecture, mechanisms, and workflows that enable online TP
clustering, cluster-specific RL agents trained in TP-aware simulators, transfer initialization for
new clusters, and asynchronous background fusion to maintain a compact, adaptive portfolio.

Key contributions include: (i) replacing the widespread monolithic policy with a dynamic, TP-
specific portfolio of RL agents; (ii) integrating clustering with RL to align training environments
with online inference; (iii) using a history-based fading-memory distance to distinguish genuine
shifts from transient noise; (iv) employing transfer-based initialization for new clusters and a
coverage-driven fusion rule to preserve diversity while pruning redundancy; and (v) supporting
per-cluster simulators to enable safer online adaptation and smoother sim-to-real transfer with
asynchronous updates that preserve latency.

Operational deployment and rollout: observations feed the active cluster’s RL agent for low-
latency control, while clustering updates run in the background to refine the TP portfolio. The
approach relies on core TP features (inflow, outflow, density, occupancy) plus exogenous factors
to sustain robust clustering under variability. Rollout starts with one cluster and progressively
adds or merges clusters under clear governance for activation, training, and deactivation. This
modular portfolio enables incremental deployment with reduced data and training time, and
asynchronous online learning preserves real-time performance, accelerating certification and
field deployment relative to monolithic controllers.

Time-to-real-world-deployment and future work: the approach promises a faster path from
development to deployment, enabling city-scale pilots with phased cluster expansion and
domain-randomized sim-to-real bridging. Future evaluation will cover delay, stops, throughput,
emissions, safety, and maintenance costs across peak/off-peak periods, incidents, and weather
events, with a roadmap toward scaling and standards-aligned certification.

Future work will validate and extend the modular TP-RL-TSC framework toward city-scale
real-world deployment. Specifically, (i) standardize parameterization of traffic dynamics and
intersection topologies to facilitate cross-site transfer and interoperability; (ii) establish gov-
ernance for deployments and ensure compliance with RiLSA and EU AI safety requirements;
(iii) conduct simulation-based evaluations across representative traffic patterns and network
topologies to assess performance, robustness, and scalability; (iv) investigate sim-to-real transfer
and staged pilot deployments in controlled urban testbeds, using staged rollouts to explore
city-scale deployments; (v) assess computational requirements, data needs, and maintenance
costs for online TP clustering and cluster-specific RL at scale, including hardware partitioning
(edge vs. cloud), data quality assurance, and operator training; (vi) business model, calculation
of savings potentials through adaptive TP-RL-TSC control, amortization analysis for invest-
ments in sensors, control technology and software, assessment of monetizable environmental
impacts, particularly through reductions in travel times and emissions, and analysis of the
commercialization potential.
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