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Chapter 1

Introduction

This introductory chapter starts with a rough overview of statistical mixture models (section
1.1), considering likelihood-based estimation methods in more detail in sections 1.2 and 1.3,
which are the main topic of this thesis.

In section 1.2 the focus lies on the EM-method which applies to mixture models with a known
upper bound of components, whereas in section 1.3 the more general gradient method is reviewed,
which is the standard method of choice in a variety of optimization problems.

The concluding section 1.4 of this introduction describes the structure of the thesis in more
detail, highlighting the results of this thesis.

1.1 Mixtures

Basic references for mixtures models are [21], [53], [69], [45] and [47]. In particular, the intro-
duction in [47] provides an excellent overview and will frequently be referenced in this section.

Mixture models are a flexible generalization of classical statistical models that are applicable in
a variety of contexts. Instead of (classically) assuming that each observation is generated from
the same unknown distribution of a simple base model, mixture models allow each observation
to have an individual true base model distribution from an unknown, typically finite, pool of
true distributions.

This allows to take into account additional unobservable variates that may influence the true
distribution of the given observation. As a simple example, consider observations of body heights
without additional data on sex, age and similar information that certainly may have an influence
on body height.

A mixture model can be used to model these additional unobserved variates by assigning a com-
ponent to each combination of variate values, for a example two components, one for male and
one for female subjects. A possible refinement of this model could be achieved by additionally
splitting each of these components by age category.

Formally, the additional flexibility can be achieved within the classical interpretation by assum-
ing a single true distribution which is now taken as an element of a larger base model consisting
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of so-called mixture distributions, derived from the initial base model. In the mixture setting
the initial base model is typically called the component model as it only models those observa-
tions of specific type. In the example above, the component model would contain the possible
distributions for male and female body height observations and dependent on age category in
the refined version.

A single mixture distribution can be interpreted as representing a two-staged random process
that in the initial step unobservably selects a distribution from the unknown pool of true dis-
tributions, indirectly determining the type of observation (male, female in the example). The
second step then generates the data that is actually observed.

Note that each component distribution uses the same pool, so estimating the component distri-
butions gives no information about the corresponding category. For example, a mixture analysis
of the simple model above might lead to estimates for two components but the type classification
of these component distributions (male, female) is left to the statistician.

Using separate component models for each component may allow to conclude the correct type
from the estimated distribution but at least identifiability of the true mixture is required to do
so. Informally, this simply means that there is only a single possible way to obtain the true
mixture by taking exactly one element out of each component model.

Returning to the two-staged description of a mixture distribution, the initial selection is gener-
ated from the unknown latent distribution which is supported by the pool of true distributions
for each possible component, with its density values with respect to a mixing measure determin-
ing the likelihood of choosing a particular one of these true distributions in the first step. The
support points are called the components of the mixture, while the corresponding density values
are the component weights. For finite or discrete mixtures the mixing measure is simply the
counting measure on the set of all possible true distributions, turning the component weights
into actual probabilities for component occurrence.

A first general application scenario arises in cases where the distributional form of the data is un-
known and appears to be too complicated for a simple model. Mixtures of normal distributions
cover a broad spectrum of distributional shapes and in fact can be used to approximate any uni-
variate distribution arbitrarily well. See the introduction of [47] for a selection of distributional
shapes of normal mixtures, taken from [43].

This provides a practical semi-parametric compromise between a rather narrow parametric
model and a broad nonparametric model for the given data. The degree of parametricity can be
controlled by assigning the number k of allowed mixture components, with k = 1 corresponding
to the parametric case and k = n to a kernel density estimation problem, with n equal to the
number of observations. See section 1.4 in [47] for a more detailed explanation.

In these applications the actual mixture components do not not yet have a statistical interpreta-
tion other than providing additional flexibility, so the assignment problem mentioned above plays
no role. An interesting medical example is anemia recovery of patients in which the red blood
cell volume distribution may be used to determine the recovery state, depending on how many
mixture components the best fit requires, see [48] and later extensions. Consult the introduction
in [47] for further references on this application.

If the mixture analysis indicates multiple components this may suggest to search for additional
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covariates to try to explain the mixture behavior. If successful, a statistical interpretation of the
mixture components is gained in addition to a deeper understanding of the nature of the data.

Another application scenario is cluster analysis in which the data is analyzed to find appropriate
grouping. Here the base model defines the possible grouping mechanisms and the best fit
combined with a natural decision rule provides a classification of each observation to one of
the groups defined by the mixture. In addition, the model-based nature of this type of cluster
analysis allows statistical testing of the validity of the obtained groupings.

In the simple body height model this would correspond to ignoring any additional variates
initially and simply analyze if different clusters of body height values can be separated from
each other, based on the assumption of mixtures from a specified component model. If such
clusters are detected, any additional observations may be used to analyze if the clustering can
be explained by specific variate value combinations (sex, age category).

As a third application scenario, mixture models are applicable to model data with at least
partially missing classifications. In this scenario, each mixture component has a known inter-
pretation and it remains to analyze the exact statistical properties and proportions. The body
height example is a specific instance of this type of mixture modeling.

Mixture analysis is typically based on the following fundamental estimation problems:

• estimate appropriate number of components,

• estimate proportions of the components,

• estimate component parameters.

Solving these problems via likelihood methods will be the focus of this thesis. Alternative
approaches to attack these estimation problems include the method of moments and various
minimum distance estimators, as well as graphical and Bayesian approaches. A good overview
of these alternative types of estimation can be found in the introduction of [47].

The likelihood approaches to mixture estimation consist mainly of the EM-method, if the num-
ber of components has a known upper bound, and the more general gradient method, if the
component number is unrestricted. The corresponding estimates are referred to as MLE and
NPMLE, respectively. More details on maximum likelihood estimation can be found in section
2.7. An explicit optimization of the likelihood is usually impossible and some kind of numeric
method is required.

Once the estimation is dealt with, additional steps in mixture analysis may include the classi-
fication of data points for cluster analysis and various tests on the number of components, in
particular likelihood ratio tests (LRT).

Tests on number of components are often used sequentially in the form k = k0 against k = k0+1
to obtain a minimal number of components compatible with the data, which provides a more
realistic estimate of the number of components than a direct nonparametric estimation; the
latter tends to overestimate the true number of mixture components. Using specifically the
LRT, the EM estimates come into play when evaluating the LRT statistics for such tests.

Due to identifiability problems of the finite case mixture parameter, the usual χ2-asymptotic is
not valid for the LRT so some effort is required to obtain suitable critical values. A frequently
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adopted approach is a parametric bootstrap of the quantiles, obtained by simulating the MLE
under an estimated hypothesis parameter, see [44].

Another problem is that the required critical values for the LRT actually depend on the choice
of starting strategies for the EM estimates on hypothesis and alternative. Matters are further
complicated by the fact that global optimization may not even yield optimal results, see [56]
and [57]. In [58] this somewhat surprising phenomenon has been explained by the occurrence of
spurious components which will be described in more detail in section 1.2.

If the EM is used on both hypothesis and alternative to establish the LRT, it has been found [60]
that power can be very bad for specific alternatives. Therefore the problem k = k0 against the full
nonparametric alternative k ∈ N is considered instead, using the EM estimate on the hypothesis
and the mixture NPMLE on the alternative. In addition to having fewer problems with specifying
starting strategies for the EM, simulation for mixtures of exponential distributions results in
[60] indicate that the power of the LRT is now much more stable over a variety of alternatives.
This situation can be further improved by considering an EM starting strategy for the EM by
calculating the NPMLE and constructing a suitable starting estimate based on this value.

These results suggest that it is reasonable to consider the calculation of the NPMLE in more
detail. For the case of mixtures from the family of exponential distributions an optimized
procedure to calculate the NPMLE can be found in [59] which have been utilized in [60].

Alternative general model-selection criteria like AIC and BIC can be used to estimate the number
of components which select the value of k with the largest maximum likelihood, appropriately
penalized to account for complexity. See again the introduction in [47] for more references in
this direction.

1.2 EM method

The EM-method is a general method applicable for missing data problems, in which a model
is created for hypothetically completed observations. The corresponding completed likelihood
function can be interpreted as a projection relative to a current estimate to the actually observed
likelihood function, employing the theoretical concept of conditional expectation (E-step); the
projected likelihood function will be referred to as the EM-function.

It turns out that maximizing the EM-function (M-step) provides an update of the current
estimate that never decreases the actually observable likelihood function. This in fact holds for
more general types of M-steps that do not require full maximization of the EM-function, only an
increase in EM-function relative to the current estimate. The resulting sequence of EM-iterates
can be shown to have various convergence properties. An extension of a standard result will be
proved in chapter 4.

Instances of algorithms based on the EM-method have been in use long before this form of
general applicability has been observed in the fundamental paper [19], which also investigated
convergence properties. The main references for convergence properties are [8], [76] and [53].
For a short historical review of the use of the EM, see section 1.19 of [47].

Since a mixture model can be reformulated as missing data problem (the classification of ob-
servation types is missing), the EM-method can be used for estimating the mixture parameter.
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Both the E-step and the M-step can often be performed explicitly, if no restrictions on the mix-
ture parameter space are made. For particular types of restrictions, simple iterative algorithms
are available that terminate after a fixed number of iterations.

Problems encountered with EM-methods in mixture problems include speed of convergence and
depending on the starting estimate, the sequence of EM-iterates may end up in different local
maximizers of the likelihood. While the complete log-likelihood as a concave function over the
set of all mixtures has a unique global maximum value, the subset of mixtures with at most k
components is not convex and may allow several local maximizers with differing values.

A problematic likelihood phenomenon that affects the EM is the fact that sometimes spuri-
ous components are found, i.e. mixture components are determined that have no statistical
significance. A striking example of such spurious components is provided by simulation of a
multidimensional normal variate: certain projections may clearly exhibit a multi-modal struc-
ture, wrongly suggesting the existence several components. See [18] or section 1.8 in [47] for
more details.

Another type of spurious components in normal mixtures arises from unboundedness of the
likelihood function, if the component variances may vary freely. Since degenerate components
with zero variance are typically ruled out, steps have to be taken to suitable restrict the individual
component variances, ensuring that a local maximizer is found by the EM.

One approach to handle unbounded likelihoods is to restrict the parameter space appropriately.
In [27] it has been observed for normal mixtures that it suffices to bound the component variances
relative to each other, in contrast to the more restrictive approach of just bounding all component
variances away from zero. An EM-algorithm has been derived for the relative restrictions in [28].
Corresponding restrictions for multivariate normal mixtures have been considered in [31]. In [65]
restrictions in location-scale mixtures are considered that are allowed to weaken with increasing
number of observations.

An alternative approach has been considered in [15], where a penalized likelihood function is
considered, with penalization chosen in such a way that this function becomes bounded.

In mixtures of exponential distributions, small observations add a rather sharp peak to the
likelihood function which typically gives rise to a local maximizer and often even a global max-
imizer that has a component with small expectation. But this happens even when the small
observation has been generated by a component with higher expectation and the probability of
a small value occurring in a moderately sized data set is quite good. Consequently, such small
observations appear to skew the EM somewhat toward components with small expectations,
which will be the more likely choice for these observations. See [58] for more details on this
particular phenomenon.

Numerical simulations in [58] have shown that these spurious solutions in case of exponential
distribution mixtures have a negative effect on the LRT when estimators producing spurious
solutions are involved. An important problem is therefore to find ways to identify and eliminate
such components.

Some possible approaches have been given in [58], including elimination of the smallest observa-
tions and more refined techniques to find starting values for the EM that are less likely to end
up in unwanted local maximizers.
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Another possible approach is suitable restriction of the parameter space, not only bounding the
likelihood but also keeping out problematic parameter values, like the ones representing small
expectations in the exponential model.

A theoretical problem arising in regard with restrictions is the creation of boundary points in
the parameter space, which are not covered by standard convergence results for the EM. An
extension of these standard results will be proved in chapter 4 that naturally covers boundary
parameters as well.

1.3 Gradient method

The gradient method is a general method that maximizes a target function by starting at a
current estimate, using directional derivatives to find a suitable update direction and update
the estimate in this direction by selecting a suitable step-length.

In statistical applications the domain of the target function is often a convex set of distributions.
Specific problems are the calculation of the mixture NPMLE and the problem of optimal design,
both of which will be outlined in more detail in chapter 5.

Both of those problems share a concave target function, the log-likelihood function for the
NPMLE and typically the determinant of the information matrix in the optimal design context.
This implies a unique maximum value and existence of directional derivatives.

In addition, the target function can be decomposed into an initial linear function mapping a
distribution to a finite-dimensional vector and strictly concave secondary function transforming
the vector into the actual target value.

Due to the inherent linear structure of this problem it can then be deduced under a mild
compactness assumption that any distribution allows a finite support distribution that attains
the same target value. Consequently, only distributions with finite support need to be considered
when searching for a maximizing distribution.

To obtain search directions, the so-called gradient function is consulted, which is essentially the
collection of all directional derivatives in the current estimate. The search direction is then
chosen by maximization of the gradient function.

The linear structure allows to reduce the domain of the gradient function to a considerably
reduced generating set on which the required selection directions with maximal value is easier to
perform. The final search direction is then a linear combination of several candidates obtained
in the generating set. The calculation of such candidates is one of the main themes in this thesis
and will be considered in chapters 6 and 7.

Due to concavity of the target function, the global maximum of the gradient function gives an
upper bound for the optimal likelihood achievable, which provides a solid basis for a stopping
criterion.

A common implementation problem concerns the storage requirements for the support points,
as specific implementations that directly maximize on the convex space of distributions only add
support points without the possibility of removing them. This can be avoided by performing
maximization of the strictly concave secondary function, which is defined on a vector space of
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finite dimension.

To obtain a solution in the space of distributions, an additional reconstruction step is necessary
that determines a corresponding distribution to the obtained optimal vector. This involves find-
ing the totality of local maximizers of the gradient function, or at least those with nonnegative
gradient value.

A general convergence theorem will be formulated and proved in chapter 5 that covers many
direct proofs given in more specific situations. It in particular applies to several standard
implementations like the VDM and ISDM, that differ in the exact choice of update direction
and step-length.

In practical applications, the core problem in establishing a gradient-based algorithm is always
to control the gradient functions. In the specific problem of finding the mixture NPMLE with
exponential family component model, a novel and theoretically well-justified approach to finding
all local maximizers will be suggested. This topic will be covered in chapters 6 and 7, the former
chapter laying the theoretical foundation and the latter dealing with implementation aspects
and problems.

1.4 Overall structure

In chapter 2 various mathematical topics will be summarized, as relevant to the main part of this
thesis. For the most part these topics will be considered well-known and only a few references
to elementary treatments will be given.

A few elementary notational aspects are considered in section 2.1, that may differ from author
to author in the literature, and the specific notation adopted in this document will be described.
This is followed by basic facts about linear spaces and differentiation in sections 2.2 and 2.3,
with the latter requiring linear structures.

Switching to measure theory, a quick overview of various integration concepts is provided in
sections 2.4, 2.5 and 2.6. Special focus has been put on describing the required results in terms
of quasi-integrable function which will allow for a more natural formulation of the EM-method.

On this basis, an elementary introduction to statistical models is given in section 2.7 and expo-
nential families in particular are considered in section 2.8. Specific notation for mixture models
will be described in section 2.9. The general structure of parameters describing mixtures will be
looked at in section 2.10, which includes the two main forms of the mixture parameter that are
in use.

Chapter 2 is concluded with elementary facts about zeroes of functions with real domain in
section 2.11, establishing the definitions of zero order properties and local signs essential for the
main result of this thesis. Literature on this topic appears to be rather sparse and some deeper
results will be given in later chapters, which includes the main result about Lindsay bounds.

In chapter 3 some additional concepts are treated that appear unusual enough to warrant a
separate and more detailed treatment, including complete proofs in the appendix.

The concept of KL-information considered in section 3.1 is not new but as with zero order
properties a proper reference seems to be hard to find. Consequently the results required by the
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derivation of the EM-method are collected in this section and proved in the appendix.

Based on the quotient rule in differentiation, the quotient transformation is defined in section 3.2
and its order properties are derived. This result appears to be new and establishes a somewhat
unexpected structure to these particular functions. Full proofs can be found in the appendix.

A simple but useful device is to form shifted derivatives, instead of normal derivatives. The
definition of shifted derivative along with elementary properties can be found in section 3.3.
Proofs of the properties are placed into the appendix.

Exponential polynomials are defined in section 3.4. While not a new concept, the results on
order properties are probably not well-known. They are given special attention here since they
provide the core for the proof of the main result.

In chapter 4 the first main topic, the EM-method, is considered. Proofs of most statements
can be found in the appendix. After establishing the basic terminology in context of the EM in
section 4.1, the method itself is formulated in a general setting in section 4.2.

Making use of KL-information and quasi-integrability, the EM-method can be derived under
weaker regularity conditions than usual. This generalized approach contains the usual approach
and requires to reconsider the standard proofs on monotonicity and convergence. The modified
proofs can be found in the appendix.

The standard result on convergence of the EM iterates is extended to also cover the case of
boundary parameters which typically become an issue when restrictions on the parameter space
are involved.

Under a standard regularity condition, explicit constructions of instances of the EM are simpli-
fied, which is derived in section 4.3. It will also be derived that the usual and mostly implicit
assumption of strictly positive densities is a sort of necessary condition in that the full mono-
tonicity appears to require this condition.

Derivation of the EM in the iid case is summarized in section 4.4, showing that the construction
of an EM can always be formally reduced to the case of a single observation.

Finally, the more specific case of two-staged experiments will be considered in section 4.5. A mix-
ture model can be viewed as special instance of a two-staged experiment and the specializations
to the finite mixture model can be found in section 4.6.

In cases when the EM is not applicable, the gradient method is used, the main focus of chapter
5. Starting with the introduction of basic terminology for this chapter in section 5.1, the general
gradient method is presented along with basic properties in section 5.2.

Adding a convexity assumption, a modified terminology becomes more convenient which is
described in section 5.3. Based on this new terminology, the general gradient method simplifies
in structure, the presentation of which is the main topic of section 5.4.

A general convergence result is given that is based on a proof in [77] which was stated in the
more specific setting of optimal design. In particular, this convergence result covers several
instances of direct proofs of convergence in the literature. The complete proof can be found in
the appendix.

Another assumption on the structural form of the target function essentially reduces the op-
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timization problem to an intermediate finite-dimensional space. This is termed the composite
case of the gradient method and derived in section 5.5.

Concluding this chapter, the two main special cases of the composite case are given special
attention: the optimal design setting is considered in section 5.6 and the structurally similar
problem of determining a mixture NPMLE is treated in 5.7.

Chapter 6 contains the main result of the thesis and considers a specific problem that occurs
when dealing with gradient methods to determine the mixture NPMLE.

In contrast to the preceding chapters, proofs are presented as part of the presentation and not
moved to the appendix in this chapter, as they constitute part of the main achievement.

The problem under consideration is the evaluation of all local maximizers of the so-called gradient
function, which is required in at least one iteration of the gradient method. Instead of using
an arbitrary partition of the parameter space and searching each partition set for a single local
maximizer, a theoretically justified approach will be developed in chapters 6 and 7 that utilizes
an optimized and theoretically justified construction of the partition for specific types of mixture
NPMLE calculations.

In section 6.1 the gradient function arising in the mixture NPMLE problem is recalled and
reformulated for the specific case of mixtures of univariate exponential families. Based on the
reformulation of the gradient function, the basic Lindsay bound is formulated in section 6.2,
which is a result on the possible number of local extrema of the gradient function on arbitrary
intervals. The result can be conveniently formulated using the concept of shifted derivatives.

This particular result has been extracted from a proof of Lindsay in [40], hence the choice of
name for the bound. The original result is generalized in several ways to improve its applicability
to the problem of determining all local maximizers of the gradient function.

Another important aspect is the proof of the bound, which due to its complexity has been broken
into five stages, subsections 6.2.1 to 6.2.5, which hopefully give better insight into the structure
of the proof. Some of the arguments can already be found in Lindsay’s original proof but at
least one major part of the proof is new and replaces a rather short argument in [40] which is
at least questionable.

The chapter concludes with a few direct criteria in section 6.3 to evaluate the right-hand side of
the Lindsay bound, which also improves the criteria that can be found in [40].

Techniques to actually utilize the Lindsay bound for locating all local maximizers of a gradient
function are described in chapter 7. A variety of sufficient conditions based on combination
of the Lindsay bound and the direct criteria for the right-hand side of the Lindsay bound are
derived in section 7.1.

The problem of checking the sufficient conditions is solved in section 7.2 by first noting that in
the special case of mixtures from exponential families, the required shifted derivatives turn into
specific moment functions. Under a commonly satisfied polynomial assumption, it is possible to
automatically turn the sufficient condition into explicit location information on local extrema
for the gradient function.

The next problem is the efficient arrangement of all the location information for easy use in a
software implementation. A suggestion on this problem is made in section 7.3. The suggested

16



structure has been implemented in an experimental R-package that is available upon request.

Finally, in section 7.4, a natural algorithm is described that uses the suggested information
structure to reliably locate as many local maximizers as possible, for a function to which the
collected location information applies.

In the appendix formally exact statements of the often informally described results in chapters
2 to 5 are given, along with the corresponding proofs.
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Chapter 2

Basic notation

In this chapter some elementary notations and required theory from various fields are covered
that can be considered well-known. In general, the presentation is mostly kept rather informal
to keep the focus on the bigger picture, instead of the details.

Precise statements and proofs can be found in the appendix, where referenced, otherwise the
provided literature citations should be consulted.

Section 2.1 deals with basic notational issues that may differ from author to author and specifies
the choices made for this thesis. In particular, a short introduction is given on how to correctly
read function expressions in this thesis, in particular when functions with multiple arguments
are involved which are partially kept fixed.

The corresponding notational choices for differentials and directional derivatives are given in
section 2.3 after providing some elementary concepts in linear spaces in section 2.2.

This is followed by providing an elementary measure theoretic background dealing with various
required forms of integrations and expectations in sections 2.4 through 2.6.

It should be noted that this background is consistently given for quasi-integrable functions
instead of integrable functions, as it is often done in the literature. This will help the presentation
of the EM later on.

After giving the basics of statistical models in section 2.7, exponential families and corresponding
notation will be introduced in section 2.8, the main candidates for mixture component models.

This is followed by a more formal introduction to mixture models in section 2.9, with the concept
of mixture parameters treated separately in section 2.10.

The chapter is concluded with elementary remarks and definitions on properties of zeroes of
functions in section 2.11. Proofs are provided in the appendix: even though elementary, there
does not appear to be a single suitable reference dealing with these properties and the presented
results are mostly mentioned in passing in the literature. More involved and apparently new
results based on these basic properties will be required later and can be found in the next
chapter.
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2.1 Elementary notation

First a few considerations regarding the interpretation of function expressions. In general a
function is defined by its domain, its range space and the evaluation rule.

The basic notation for a function is f : X → Y , giving it the name f , domain X and range
Y . The evaluation rule is written x 7→ f(x). The choice of the letter x as argument name is
arbitrary and any other (unused) symbol may replace it.

Sometimes it is convenient to construct an unnamed function by simply specifying the evaluation
rule in the form x 7→ ... with the dots replaced by any explicit expression. The domain of such
an anonymous function is any set of values for x that makes the expression on the right-hand
side well-defined. Domain and range for such an anonymous should be clear from the context.

A dot (·) may be used to avoid choice of the arbitrary argument variable, provided the expression
on the right remains unambiguous. As a simple example f = f(·) are the same functions, the
latter being a short form for x 7→ f(x).

The dot is particularly useful for functions of several variables, so x 7→ f(x, y) can be simply
reduced to the more compact notation f(·, y), which does not allow confusion of the argument
name x with the evaluation at a specific point x.

Any of these notations represent complete functions, so may be used with any operation defined
for functions. This may result in some potentially uncommon constructs. As an example, the
notation D(x 7→ f(x, y))(x0) with the differentiation operator D represents the differential of
the function f with fixed second argument y at the point x0. A shorter version for the same
differential would be Df(·, y)(x0).

Given a set B of values of a function f : X → Y , either of the notations f−1(B) := {f ∈ B} :=
{x ∈ X : f(x) ∈ B} may be used to denote the set of domain elements that evaluate into the set
B under f .

A general type of function is an indicator which has range {0, 1}. Given any set B, 1B denotes
any function that evaluates to 1 on the set B and to 0 otherwise. Any domain may be assigned
to 1B, though a reasonable domain is usually clear from context.

Alternatively, 1(B) may be written instead of 1B if the explicit form of B is too long to reasonably
fit as subscript. The evaluation 1(B)(x) at x is then written 1 {x ∈ B} for aesthetic reasons.

In case B has the form {f ∈ C}, 1 {f ∈ C} may be written instead of 1({f ∈ C}). Note that
evaluation at x writes as 1 {x ∈ {f ∈ C}} = 1 {f(x) ∈ C} in this case.

For a function f with R as range, f+ := f1 {f > 0} and f− := −f1 {f < 0} denote the positive
and negative part of f . Note the equalities f = f+ − f− and |f | = f+ + f−.

The binary operators ∧ and ∨ are occasionally used to express the minimum and maximum of
the two operands, respectively.

The sign of a real value x is defined as sgn (x) := 1 {x > 0}−1 {x < 0} and is a value in {−1, 0, 1}.
If f is a real-valued function, then f is said to have strict sign on T if sgnf := sgn (f(·)) is
constant on T and does not vanish.

Given an arbitrary set X, the power set is denoted by P(X) and consists of all subsets of X.
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2.2 Linear spaces

The main facts about linear spaces required later on will be listed in this section. For more
details consult [36] and [32]. A standard proof of Carathéodory’s theorem can be found in the
appendix of [63].

A linear space X is any set with an associated addition and scalar multiplications, satisfying
the usual additive, scalar and distributive properties.

A linear combination of elements x1, ..., xn ∈ X is any sum of the form
∑n

i=1 αxi with αi ∈ R.

A linear subspace U of X is any subset which is closed under linear combinations.

The linear hull of a set S in X is the smallest linear subspace containing S. It consists of all
linear combinations of elements of S and is denoted lin(S).

A linear base of a linear subspace U is any set S such that U = lin(S) and the elements of S are
linearly independent, i.e. if

∑n
i=1 αixi = 0 with xi ∈ S and αi ∈ R necessarily implies αi = 0

for all i = 1, ..., n.

The dimension of a linear subspace is the number of elements in an arbitrary linear base. This
is well-defined since any two bases have the same cardinality.

A cone C in a linear space X is any set that contains any strictly positive multiple of any
element. It is the union of rays originating in 0 with 0 possibly excluded.

The generated cone of a set S in a linear space is the smallest cone containing S. It is the set
of all positive multiples of elements in S and denoted cone(S).

A cone base B of a cone C is any selection of single points from each of the rays making up the
cone C. The generated cone of B then equals C \ {0}.

A convex combination of elements x1, .., xn ∈ X in a linear space X is a vector x which can be
represented as x =

∑n
i=1 αixi with αi ≥ 0 and

∑n
i=1 αi = 1.

A convex set C in a linear space X is any set which contains all convex combinations of any two
points in in C.

The convex hull of a set S in a linear space X is the smallest convex set containing S. It consists
of all convex combinations of elements of S and is denoted conv(S).

A convex generator of a convex set C is any set S such that the convex hull of S equals C.

If C is the convex hull of a set S in an n-dimensional linear space X, then any x ∈ C is linear
combination of at most n+ 1 elements of S (Carathéodory).

A linear boundary point x of any set U in X is defined by x ∈ U , but x+ th ∈ U for all t ∈ (0, ε)
holds for no ε > 0.

For linear boundary points x of C, Carathéodory’s theorem holds with n + 1 replaced by n.
The standard proof usually considers the topological boundary but in fact only uses the weaker
linear concept.

20



2.3 Differentiability

This section introduces a natural notation for directional derivatives that applies in very general
situations. As reference any textbook on analysis should suffice. References dealing in more
detail specifically with concepts of differentiation are [2] and [20]. In connection with optimiza-
tion, the references [36] and [32] are recommended, which also supply the required terminology
for linear spaces.

Let X and Y be linear topological spaces and f : U → Y with U ⊂ X.

The set T (x | U) denotes the tangent set of U at x, defined as the set of all h ∈ X such that
x+ tnh ∈ U holds for at least one real-valued sequence (tn) with tn ↓ 0.

Informally, the tangent set defines those directions which allow a definition of a directional
derivative of f in x. It is therefore a natural candidate for the domain for any notion of
derivative of f .

The notions of tangent and tangent set are not to be confused with the also existing notion as
bounding hyperplane at the graph of f through (x, f(x)) in case U ⊂ R

k.

Starting with the elementary case of U ⊂ R, the one-sided derivatives of f in x will be defined
as

f ′+(x) := lim
t↓0

1

t
(f(x+ t)− f(x)) and (2.3.1)

f ′−(x) := lim
t↓0

1

t
(f(x− t)− f(x)), (2.3.2)

if existent. This differs slightly from the usual definition in that f ′−(x) usually is defined with
additional factor −1. The choice adopted here can be directly interpreted as directional deriva-
tive, so it is a little more natural in the present context. The possible tangent sets in this case
are either of the cones R, [0,∞), (−∞, 0] or {0}, the possible directions essentially being left or
right.

In the general case the notations Df(x)(h±) are used for the one-sided directional derivatives
of f in x in direction ±h ∈ T (x | U), defined as the values (f(x ± ·h))′+(0), respectively.
Consequently f ′±(x) = Df(x)(1±) in the elementary case.

In the elementary case U ⊂ R, the two-sided derivatives are said to exist if f ′+(x) and f ′−(x)
exist and add to 0, provided the defining limits are just potentially defined, i.e. that both t ↓ 0
and t ↑ 0 is possible such that x + t ∈ U . The notation f ′(x) = f ′+(x) = −f ′−(x) is used to
indicate this.

Generally, this translates to existence of both Df(x)(h−) and Df(x)(h+) such that both values
sum to 0, whenever ±h ∈ T (x | U), i.e. both +h and −h are tangents in x. The corresponding
notation is Df(x)(h) for this case.

A short way to say that h 7→ Df(x)(h) exists for all h ∈ T (x | U) will be to write that Df(x)
exists.

Similarly, if existence of the function (x, h) 7→ Df(x)(h) over x ∈ U and h ∈ T (x | U) is
required, this will be indicated by writing that Df exists. If in addition continuity of this
function is needed, Df will be said to be jointly continuous.
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Higher order derivatives in the real case will be denoted f (r)(x), as usual defined by f (r+1)(x) =
(f (r))′(x), whenever this value exists.

The analogous notation in the general case, for r = 2 is D(2)f(x)(h, v) := D(Df(·)(h))(x)(v),
provided the right-hand side is defined. Analogous terminology will be used regarding to exis-
tence of D(2)f(x), D(2)f and joint continuity of D(2)f .

Finally, a few remarks concerning optimization of real-valued of f when Df exists. To establish
extremal points of f in the interior, it suffices to consider stationary points of f defined by
Df(x) = 0 over the complete tangent set.

To suitably restrict the possible candidates for maximizer of f , the stationarity condition will
typically exclude the boundary points. To account for these, let an upper stationary point of f
be any point x such that Df(x) ≤ 0 on the complete tangent set.

This will also cover those points that decrease into all possible directions and in the interior this
property automatically reduces to full stationarity.

Note that both conditions do not disallow saddle-points and not even local minimizers. In fact,
even if strict inequality holds in upper stationarity (except in 0), it may not even be guaranteed
that the point x is a local maximizer with respect to a given standard topology, as the directional
derivatives only consider straight lines and disregard more complicated approaches.

Either way, both forms of stationarity only provide a reduced set to search for local maximizers of
f . Additional regularity on f , for example concavity, can be used to ensure that such unwanted
points can not possibly occur. See [54] and [55] for good accounts on convex and concave
functions and their properties.

2.4 Integrals

Let (X ,B) be a measurable space.

A measure is a σ-additive set function µ : B → [0,∞] with µ(∅) = 0. A measure µ is called
distribution if µ(X ) = 1.

By identifying B with the set of indicators {1B : B ∈ B}, a measure can be interpreted as a
functional I mapping certain elementary functions (indicators) to a numeric value.

Additive and monotone extensions enlarge the set of elementary functions to the set of nonneg-
ative B-measurable functions. Using h = h+ − h−, the domain of I can be extended to the set
of all B-measurable functions h for which I(h) := I(h+)− I(h−) is defined.

A function h for which I(h) is defined is called µ-quasi-integrable; if I(h) is even finite, then h is
said to be µ-integrable. Instead of I(h) the notation µ[h] is used, allowing to write µ(B) = µ[1B]
for measurable B. Hence using parentheses with µ applies to sets, while square brackets indicate
a function argument.

Integration can be used to construct modified measures from existing measures via densities.
Any measurable function f ≥ 0 with nonnegative values allows to define the measure fµ by
(fµ)(B) := µ[f1B], which is easily established as a measure itself.

The function f is referred to as µ-density of a measure ν if ν = fµ. If ν is a distribution, then
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f is called a µ-probability density of ν.

The famous Radon-Nikodym theorem establishes existence and uniqueness of µ-densities of ν as
follows: if {µ = 0} ⊂ {ν = 0}, then µ-densities of ν exist, provided µ is σ-finite. If in addition
ν is σ-finite, for example if ν is a distribution, then such a µ-density is µ-unique, i.e. up to
µ-null sets. An elementary proof of the Radon-Nikodym theorem can be found in [9]. Standard
textbooks on measure theory ocasionally omit the existence of densities when ν is an arbitrary
measure.

Another way to construct new measures from existing measures is by transformation with a
measurable variable. If µ is a measure on (X ,B) and X : X → Y is a measurable variable into
a measurable space (Y, C), then µX defined by µX(C) := µ {X ∈ C} is a measure on (Y, C) and
is called the image measure of µ under X.

Elementary properties of the integral like linearity, monotone convergence and majorized con-
vergence can be found in any book on measure theory, for example [26], [14], [3] or [4].

Most books on measure theory restrict attention to integrable functions, but extension to the
quasi-integrable case is typically straightforward. There are a few exceptions for which extension
is not completely trivial, though. See [14] or [4].

The concept of quasi-integrability will be important, since it will be useful for the proper for-
mulation of the EM method later.

2.5 Conditional integrals

Let X and Y be measurable with values in the measurable spaces (X ,B) and (Y, C), respectively.
On the unspecified measurable space which acts as shared domain of X and Y , an underlying
measure µ is assumed, usually a distribution.

If h : Y → R is a measurable function, a function f : X → R is called µ-conditional integral
of h(Y ) given X if and only if f is measurable and satisfies

µ[1 {X ∈ B}h(Y )] = µ[1 {X ∈ B} f(X)] (2.5.1)

for all B ∈ B. In this case, one may write either f ∈ µ[h(Y ) | X = ·] or f(X) ∈ µ[h(Y ) | X].

In the special case that h = 1C is an indicator function, hence h(Y ) = 1 {Y ∈ C}, the slightly
shorter notation µ {Y ∈ C | X = ·} may be used instead of µ[1 {Y ∈ C} | X = ·].

In case µ is a distribution, such a µ-conditional integral f may also be called µ-conditional
expectation.

Using density notation and image measures, the defining condition for a µ-conditional integral f
reduces to (h(Y )µ)X = fµX , establishing f as a certain µX -density. Consequently, the Radon-
Nikodym theorem can be used to ensure existence.

In particular, if the image measure µX is σ-finite, the set µ[h(Y ) | X = ·] is non-empty if and
only if µ[h(Y )] exists. If µ is a distribution, σ-finiteness of µX is obvious.

A basic property of conditional integrals is a form of multiplicativity, which can be stated as
fg ∈ µ[Y g(X) | X = ·], provided f ∈ µ[Y | X = ·] and existence of either µ[Y g(X)] or
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µ[f(X)g(X)] is guaranteed.

2.6 Conditional measure

Let X and Y be measurable with values in the measurable spaces (X ,B) and (Y, C), respectively.
On the unspecified measurable space acting as shared domain of X and Y an underlying measure
µ is assumed, usually a distribution.

A function K : X ×C → R is called µ-conditional measure of Y given X if and only if K(x, ·)
is a measure on (Y, C) for µX -almost every x and K(·, C) ∈ µ {Y ∈ C | X = ·} for all C ∈ C.
Validity of these two properties is also denoted by K ∈ µY |X .

Such a K is called µ-conditional distribution if and only if K(x, ·) is a distribution for
µX -almost all x.

A conditional measure K ∈ µY |X exists whenever µY is σ-finite, if Y is a polish space with
Borel-σ-algebra C. See [25] for more details and an even weaker sufficient condition.

If K ∈ µY |X and N ∈
{

µX = 0
}

, then L defined by L(x, ·) := 1 {x 6∈ N}K(x, ·) for any x

satisfies L ∈ µY |X as well.

This can be used to normalize a given conditional distribution K, i.e. to ensure that K(x, ·) is
a distribution (or a null-measure) for all x.

A main application of conditional distributions is to allow a conditional construction of statistical
models: if K ∈ µY |X is a conditional distribution and Q a distribution on X, then Q⊗K defined
by

(Q⊗K)(B × C) := Q[1BK(·, C)] (B ∈ B, C ∈ C) (2.6.1)

is the distribution of the pair (X,Y ) on the measurable product space (X × Y,B ⊗ C).

The distribution Q ⊗ K adequately models an experiment in which a first observation x is
generated by Q and a second observation is then generated by K(x, ·), which depends on the
first observation.

As a simple example let K ∈ µY |X and define L(x, ·) := δ(x) ⊗ K(x, ·) for x ∈ X . Then
L ∈ µ(X,Y )|X .

Furthermore, conditional measures lead to natural versions of conditional integrals. If K ∈ µY |X

and µ[h(Y )] < ∞, then x 7→ K(x, ·)[h] is well-defined for µX -almost all x and an element of
µ[h(Y ) | X = ·]. Moreover, in case g+ ≤ h+, the same exceptional set applies if h is replaced
with g.

Finally, if K ∈ µY |X and µ[h(X,Y )] exist, then x 7→ K(x, ·)[h(x, ·)] is an element of µ[h(X,Y ) |
X = ·]. Thus in such a product setting it is allowed to plug in the condition into the argument,
a property not available for general conditional expectations.

For more details regarding conditional distributions, see for example [25], Section 5.3. The
extension to conditional measures as presented here is straight-forward and will be used for the
formulation of the regular case EM-method later.
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2.7 Statistical models

A statistical model on a measurable space (X ,B) is a family P of distributions on (X ,B).

Statistical problems are typically based on the assumption that observations x ∈ X are generated
by one distribution from P, the true underlying distribution.

The problem of statistical estimation consists of finding an approximation of the true underlying
distribution within the statistical model P for a given x.

An intuitive approach to estimation is based on the likelihood of a statistical model which in
general represent a value l(x | P ) indicating how likely a given observation x is for a particular
element P ∈ P. A distribution P̂ (x) ∈ P maximizing l(x | ·) is then a plausible estimate of the
true P for observation x, the so-calledmaximum-likelihood estimate (MLE) for observation
x in the model P.

The term MLE is typically used to additionally indicate that the underlying model P is para-
metric, which roughly requires the likelihood function to be sufficiently smooth and the pa-
rameter space to be reasonably small, typically a subset of R

d for finite d. Otherwise the model
is considered as nonparametric, leading to the nonparametric maximum-likelihood es-
timate (NPMLE). The precise distinction between the parametric and nonparametric case is
not clearly defined and exact meanings of these terms are required for each specific model or
model class.

Provided densities f(· | P ) with respect to a single reference measure µ exist, the likelihood
function may be chosen by l = f . Since monotone transformation does not affect the optimal
solution, often the log-likelihood log f is considered instead, which typically simplifies matters.

Instead of referring explicitly to the element of P, a parameter can be used for a simpler indirect
reference. A parametrization of P is a surjective function Θ → P. The set Θ is then called
the parameter set of P.

For each statistical model an associated parametrization will be assumed, allowing to talk about
the parameter set of a statistical model. This is no loss of generality because this can always
be the identity on P. But typically the parameter set is a subset of R

k, providing additional
mathematical structure, which can be used in the analysis.

A parametrization of P is called identifiable if it is injective. For an identifiable parametrization
the statistical model is completely characterized by the parameter set, so instead of P the
corresponding parameter may be used as well.

A parameter often refers to the corresponding distribution in P via a specific distributional
aspect. A common example is the mean parametrization which refers to a distribution via its
mean. Of course, this is only identifiable in some basic models; usually many distributions in P
share the same mean and only differ in other aspects.

There are two approaches to obtain consistency of the MLE, i.e. convergence to the true param-
eter under identifiability and convergence to the set of possible true parameters, if identifiability
does not hold.

The first line of approach originated in [71], supplemented by [75], who under identifiability used
uniform integrability requirements and an essentially compact parameter space to obtain strong
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and weak consistency, respectively. The integrability conditions were slightly weakened in [35]
and the identifiability requirement has been removed in [52], with an extension in [13] regarding
parameters on the boundary. In [74] possible model misspecification has been allowed under
identifiability, showing convergence to a parameter that has minimal Kullback-Leibler distance
to the true parameter, which is potentially outside the model.

The other line of approach started with [16] in which consistency was obtained for univariate
parameter along with efficiency, i.e. that the achieved asymptotic variance is minimal in some
sense. Stronger regularity conditions are required which include regularity up to third deriva-
tives. In [10] an extension to multivariate parameter has been proved, with a correction in
[66]. In [1] and [17] equality and inequality restrictions have been allowed, respectively. Prop-
erties of boundary parameters are considered in [61] and [24], the latter removing identifiability
requirements.

Typically n observations are available from the statistical model P, independent and identically
distributed (iid). The statistical model for this situation is given by the statistical model Pn of
(X n,B(n)), with elements P = P (n) for P ∈ P.

The product measure µ(n) on (X n,B(n)) with any measure µ on (X ,B) is defined by

µ(n) (×n
i=1Bi) =

n
∏

i=1

µ(Bi) (2.7.1)

for B ∈ Bn. At least for σ-finite µ, this condition uniquely extends to the σ-algebra B(n)

generated by Bn.

If τ is the parametrization associated to P, then θ 7→ τ(θ)(n) constitutes a natural parametriza-
tion of Pn with the same parameter set Θ.

If f(· | P ) is a µ-density for P , then fn(· | P
(n)) := ⊗f(· | P ) is a µ(n)-density, where ⊗ is the

tensor-product for functions. Consequently, likelihood methods are applicable for all extended
models, if available for the case n = 1. As the the product transforms to a sum under the
log-transformations, this is the main reason why using log-likelihoods is often preferable to the
likelihoods itself.

This iid extension includes the original model for n = 1 and it is often possible to restrict
attention to the case n = 1, simplifying notation considerably, and considering the extension to
arbitrary n separately.

2.8 Exponential families

A natural exponential family with respect to a fixed measure µ on X and a statistic T :
X → R

p is a statistical model P consisting of distribution P (η) on X defined for certain η ∈ R
p

which have µ-densities of the form f(· | η) = C(η) exp(ηtT ), where ηt denotes the transpose of
the vector η.

Given such a natural exponential family P with respect to µ and T , let κ denote the cumulant-
generating function of µT , i.e. let κ(η) := log µ[exp(ηtT )] for each η ∈ R

p.

Then H := {κ <∞} is called the natural parameter set of P. It consists of exactly of those
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η ∈ R
p such that C(η) can be chosen in such a way that f(· | η) is in fact a µ-density. The

unique possible choice is obviously C(η) = exp(−κ(η)).

Consequently the µ-densities can be written in the form

f(x | η) := exp(ηtT (x)− κ(η)) (2.8.1)

for x ∈ X and η ∈ H.

It is well-known that κ is differentiable on the interior H0 of the natural parameter set.

The moment-generating function for P (η)T is given by t 7→ exp(κ(η+t)−κ(η)), so that moments
of any order exist in the interior Ho.

Similarly, the cumulant-generating function of P (η)T is obtained as t 7→ κ(η+ t)−κ(η) for P (η),
implying existence of cumulants of any order in Ho.

A general exponential family arises from a natural exponential family by an appropri-
ate reparametrization. Many well-known statistical models which are exponential families are
parametrized with more easily interpretable parameters, which may not coincide with the nat-
ural parameter as defined above.

For the sake of unified treatment, exponential families will always be considered with natural
parametrization in the following.

Consult [49] and [50] for a detailed treatment of exponential families.

2.9 Mixture models

A mixture model P is a type of statistical model describing observations in some set X that
roughly speaking allows multiple possible true distributions which may differ from observation
to observation.

The set of possible true distributions is called the component model of a mixture and is
denoted P0. It is assumed to be identifiably parametrized by a parameter set Θ. The particular
distribution associated with a given θ ∈ Θ is denoted P0(θ).

A mixture distribution Q with component model P0 then satisfies Q(B) = λ[P0 7→ P0(B)],
where λ is a distribution on P0 with suitable measurable structure that in particular ensures
measurability of P0 7→ P0(B). The measure λ is then called the latent distribution of the
mixture Q and its support points are called the components of the mixture.

The measurability requirement is satisfied for the powerset of P0 as measurable structure, which
at least allows discrete latent distributions and hence discrete mixtures. To allow more com-
plicated latent distribution some more effort is required, but this will not be required for the
present purposes.

A natural parameter set for a model P of P0-mixtures is then any family of latent distributions.
In general, the letter ρ will be assumed as generic parameter, with λ(ρ) denoting the associated
latent distribution. In section 2.10 possible explicit forms of ρ will be discussed.

Informally, an observation x generated by P (ρ) in P can be interpreted in two stages: first
generate an unobservable distribution P0 in P0 and then generate x from the P0.
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The goal of a statistician is to get information about the latent distribution, i.e. determine
which P0 are involved and in which proportions.

If f0(· | θ) is a µ-density of P0(θ), then f(x | ρ) := λ(ρ)[f0(x | ·)] defines a µ-density of the
mixture P (ρ). Consequently natural likelihood functions are available for P if available for the
component model P.

Now consider observations x1, .., xn from a mixture model. Then u := (u1, .., uK) will be used
for the distinct elements of {x1, .., xn} in some arbitrary but fixed order. Correspondingly,
c := (c1, .., cK) will denote the frequencies of occurrence of u1, .., uK .

The likelihood function for (u, c) is then denoted by f(u, c | ·) (reusing the density symbol f).
The corresponding log-likelihood is referred to as l(u, c | ·).

A mixture model P will be considered as parametric if the component model P0 is parametric
and only mixtures allowing a representation with at most k components are included, with
k a fixed finite number. Otherwise the mixture model is nonparametric, which specifies the
meanings for the terms mixture MLE and mixture NPMLE, see section 2.7.

The individual likelihood contributions for each of the distinct observation values are gathered
in the likelihood vector defined as

v(u | ·) := (f(ui | ·) : i = 1, ..,K) = (λ(ρ)[f0(ui | ·)] : i = 1, ..,K). (2.9.1)

Therefore the log-likelihood for (u, c) can be written as

l(u, c | ·) = ϕ(v(u | ·) | c), ϕ(v | c) :=
K
∑

i=1

ci log vi (v = (v1, .., vK) ∈ [0,∞)K). (2.9.2)

The function ϕ(◦ | c) is also referred to as secondary likelihood function and evaluates to
−∞, if any argument component ti vanishes.

The mixture gradient function g for observation (u, c) is defined via

g(u, c, ρ | ρ0) := Dl(u, c | ·)(ρ0)(λ(ρ)− λ(ρ0)) (2.9.3)

and combines the directional derivatives of the log-likelihood function at and relative to the
point ρ0.

Explicitly evaluating Dl via the chain rule then yields the form

g(u, c, ρ | ρ0) =
K
∑

i=1

ci
vi(λ(ρ))

vi(λ(ρ0))
− n (2.9.4)

If the observations x are explicitly kept fixed, references to u and c will be dropped, reducing the
quantities of interest to f(ρ), l(ρ), v(ρ), ϕ(t) and g(ρ1 | ρ0). As an example, equation (2.9.1) can
be written in the form l(ρ) = ϕ(v(ρ)), while (2.9.3) becomes g(· | ρ0) = Dl(ρ0)(λ(ρ)− λ(ρ0)).

2.10 Mixture parameters

In section 2.9 families of P0-mixture distributions have been parametrized by a generic parameter
ρ with the only assumption that λ(ρ) describes a distribution on P0.
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As a side condition, the measurable structure on P0 must be sufficiently rich to make the function
P0 7→ P0(B) measurable for each B ∈ B.

Disregarding the case of non-discrete mixtures for simplicity, it can be assumed that λ(ρ) is
discrete and the components can be indexed by a set Z ⊂ N. It is therefore possible to speak of
the zth component θz(ρ) and its weight πz(ρ). The corresponding sequential collection will be
denoted ϑ(ρ) and π(ρ).

But note that the ordering imposed by Z is completely arbitrary and just for ease of reference.
In comparisons of two mixtures there is no assurance at all that the zth component in the first
mixture has anything to do with the zth component of the other mixture.

An obvious choice for ρ is as latent parametrization in which ρ directly describes the latent
distribution determining the mixture, i.e. λ(ρ) = ρ.

This parametrization is the natural choice in the case that the number of mixture components
is allowed to vary without bound and it does not require an artificial ordering via an index set
Z.

Identifiability of the latent parameter for P is well-researched and many sufficient conditions,
both for the cases that P consist of finite or arbitrary P0-mixtures, see [67], [68] and [78]. See also
[11] for a summary of these papers and [33] for an additional identifiability result for exponential
distribution mixtures. Identifiability of the mixture NPMLE in particular has been considered
in [39] and [42], see also [41]. In [12] generalized exponential families have been considered as
component models.

The matrix mixture parameter is the parameter of choice in case the mixture components
number components is bounded by a known bound k, so that in particular Z = {1, .., k} may
be chosen.

The matrix mixture parameter is denoted by the letter M , which is a matrix consisting of the
two rows ϑ(M) and π(M), listing the support points and the corresponding masses, respectively.
The latent parameter can then be written as

λ(ρ) =
∑

z∈Z

πz(ρ)δ(θz(ρ)), (2.10.1)

remembering that δ(θ) denotes the Dirac-distribution, concentrated in the single point θ.

The main advantage of this parameter that it is more easily interpreted and can be effortlessly
implemented into an algorithm.

The cost is a loss of identifiability that may have to be taken into account during the mixture
analysis. From the representation of the latent distribution it can be immediately seen that it
is invariant under reordering of Z. Moreover θz(ρ) maybe arbitrarily changed if πz(ρ) = 0 and
index values zi with the same parameter θ = θzi(ρ) can be joined by summing the weights.

2.11 Zeroes

Consider a function f : U → R with U ⊂ R. For the sake of simplicity derivatives f (r) of any
order r will be assumed to be defined on U .
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A zero of f is any element t in {f = 0}.

The zero order of t ∈ U with respect to f , denoted by ordz (t | f), is the smallest r ∈ N0 such
that f (r)(t) 6= 0; if such r does not exist, the order is defined as +∞. Obviously, ordz (t | f) = 0
if and only if t is not a zero of f .

The zero order value of t ∈ U with respect to f is denoted by ordv (t | f) and is equal to
f (r)(t) for r = ordz (t | f) <∞; for r =∞ the order value is undefined.

Similarly, the zero order sign of t ∈ U with respect to f is the sign of the zero order value,
whenever it is defined. It will be denoted by ords (t | f).

The zero order sum of f is the sum of all zero orders ordz (t | f) for t ∈ U , denoted by Zord (f).
Remember that the sum of arbitrarily many values is defined as the supremum over all finite
partial sums, so it is finite if and only if there are finitely many zeroes of f . In this case the
order sum can be interpreted as the number of zeroes, counted with multiplicity.

The local signs of f in some t ∈ U are defined as

sgn+ (t | f) := ( sgnf)(t+) := lim
h↓0

sgnf(t+ h), (2.11.1)

sgn− (t | f) := ( sgnf)(t−) := lim
h↓0

sgnf(t− h), (2.11.2)

whenever those limits are defined. If t is not a zero of f , both local signs are equal to sgnf(t).
In case t is a zero of f , the local signs determine the sign of f immediately to the left and right
of t.

It turns out that the existence of order signs determines the local signs via the equations
sgn+ (t | f) = ords (t | f) and sgn− (t | f) = (−1)r ords (t | f), with r = ordz (t | f) being nec-
essarily finite (see P1-1).

Zero orders of a function f are obviously connected to the zero orders of derivatives f (r) of f , at
least if r ≤ ordz (t | f) (see P1-2). For intervals U , this connection for the zero orders extends
to the zero order sums as well (see P1-3).

In the following let two functions f, g : U → R be given.

For products fg, zero order, sign and value in t ∈ U are easily established from the respective
properties of f and g in t (see P1-4). In particular, the local signs of fg can be deduced without
problems from P1-1.

For differences f −g similar results are available for the zero order and the order value, provided
either the orders or the order values of f and g in t differ; the resulting order signs simplify
under an additional sign assumption. If both values coincide, only a lower bound on the zero
order applies in general (see P1-5).

It is now possible to derive a sufficient condition that ensures coinciding local signs of f(f − g)
and g(f − g), to be used later (see P1-6).

A suitable reference on this topic is hard to find. In elementary textbooks on analysis ([72],
[29]) and algebra ([70], [37]) the multiplicity of roots for polynomials is defined but no further
properties are given. The algebra books apparently only need this definition to establish the
fundamental theorem that establishes the number of roots of a polynomial.
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The zero order is an obvious extension of the polynomial concept to arbitrary differentiable
functions and the definition here can be found in [30] in which also P1-3 is proved.

A reference in complex analysis that matches the present definition is [23] where it is required
for the identity theorem of holomorphic functions.

In the standard textbook [34] on total positivity various properties about the number of sign
changes are proved. This number at least provides a lower bound on the number of zeroes,
though no exact information about zero orders can be derived via that approach.

No references have been found about zero orders of products and differences but the correspond-
ing proofs are obvious enough to categorize these results as well-known. Less elementary results
for exponential polynomials and quotient transformations will be treated in chapter 3.
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Chapter 3

Additional concepts

In this section some additional theoretical concepts will be introduced which may not be quite
as well-known as the corresponding theory from the previous chapter.

As in chapter 2 the statements will be kept rather informal and more attention is given to
providing an overview of the general structure of the results.

Precise statements can be found in the appendix along with complete proofs. Since these topics
are a little more unusual and may be even new in some cases, most of the statements have been
proved.

In section 3.1 the concept of Kullback-Leibler information will be defined and a selection of
results will be given that will be useful in connection with the EM-method later.

The quotient transformation considers a simple transformation of two real-valued functions,
based on the nominator of the quotient rule for derivatives. A formal definition is provided in
section 3.2 and the order properties and local signs are derived, which seem to be unknown.
While the proof is elementary, it is certainly not obvious. It provides one important argument
needed to rigorously complete the proof in [40] of the original Lindsay bound, as will be explained
in more detail in chapter 6.

A simple modification of the usual derivative in the real case is the shifted derivative introduced
in section 3.3. Some elementary properties for this form of derivative are proved which will turn
out to be a convenient tool when proving the Lindsay bound, the main result of the thesis.

Another simple but also not obvious puzzle piece for completing the proof in [40] is provided by
the zero order properties of exponential polynomials, which are defined in section 3.4.

3.1 Kullback-Leibler information

Given measures α, β and µ on a measurable space (X ,B) with α = fµ and β = gµ, the quantity

KLµ (β | α) := α

[

log
g

f

]

(3.1.1)

is called the Kullback-Leibler (KL) information of β with respect to α.
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It is easily seen that KLµ (β | α) is independent of the choice of densities f and g. Moreover, µ
may be replaced by any measure µ∗ with respect to which µ has a density.

If only σ-finite measures µ are considered, then KLµ (β | α) is invariant under the choice of µ
and the subscript may be omitted.

If α and β are finite measures, then KLµ (β | α) exists in [−∞,∞) (see P1-7). Moreover,
KLµ (β | α) > −∞ if and only if β dominates α, i.e. {β = 0} ⊂ {α = 0} (see P1-8). In
addition, β {f > 0} ≤ α[1] implies existence of KLµ (β | α) in [−∞, 0] (see P1-9). The equality
KLµ (β | α) = 0 holds if and only if α = 0 or α = 1 {f > 0}β (see P1-10).

Let fi, gj ≥ 0 be such that βij := figjµ are finite measures. Then KL (β | α) = KL (β01 | α) +
KL (β1 | α) for α := β00 (see P1-11).

If α, fα, gα and fgα are finite measures, then KL (fα | α)+ KL (gα | α) = KL (fgα | α) holds
(see P1-12).

If hPi are finite measures, then
∑n

i=1 KL (hPi | Pi) = KL (hS | S) for S =
∑n

i=1 Pi (see P1-13).

Let α be a finite measure and consider the function h 7→ KL (hα | α) over all h ≥ 0 with
α[h] < ∞. Any g ≥ 0 with α[g] < ∞ is then an α-unique global maximizer over the subset of
all h satisfying α[h/g] ≤ α[1] (see P1-14).

3.2 Quotient transformation

Given differentiable function f, g : U → R with U ⊂ R, define

qij(f, g) := f (i)g(j) − f (j)g(i) (3.2.1)

for i, j ∈ N0, which will be referred to as quotient transformation. The name is justified
since q(f, g) := q01(f, g) = fg′ − f ′g is the denominator in the elementary quotient rule for
derivatives. Elementary properties of the quotient transformation are summarized in P1-15.

To obtain order properties for the transformation q := q01 in particular, define the binomial
differences B(r, k) :=

(

r
k

)

−
(

r
k−1

)

with
(

r
i

)

defined as 0 unless i = 0, .., r. Note that k ∈ R is
formally allowed. Elementary properties of such differences can be found in P1-16.

The order properties of q(f, g) in t may be established in a rather straightforward manner,
provided the orders of f and g in t differ (see P1-17).

Based on these properties, local sign properties of q(f, g) can be established in t, still under the
assumption that orders of f and g differ in t (see P1-18). The extra assumptions have been
chosen such that the local signs do not depend on the exact order values.

It is important to note that these properties above do not depend on the exact order values, due
to the additional assumptions.

If the orders of f and g coincide, more effort is needed to obtain exact order properties (see
P1-19). The proof is based on the fact that zero order of q(f, κg) does not depend on the choice
of κ 6= 0, which follows from elementary properties of the quotient transformation. Specifically
choosing κ such that the order values of f and κg coincide, this allows a proof similar to the
case of differing orders.
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Local sign properties of q(f, g) in t can now be established in case of coinciding orders (see
P1-20). Again, the given result is based on assumptions ensuring independence of the actual
order values.

A key element in further application of these results in the context of Lindsay bounds will be
the identity of local signs for both cases, due to the special structure of the problem.

A basic observation in regard to order sums is the fact that Zord (f + g) ≤ 1 + Zord (q(f, g)) on
any interval U , provided either f or g has no zeroes on U (see P1-21).

3.3 Shifted derivative

Let e : U → R be a differentiable function on U ⊂ R and x ∈ R
L a vector with distinct

components. Moreover let v : U → R be an additional parameter function.

The finite index set L is typically chosen in such a way that x is strictly increasing on L.

The shifted derivatives of e with respect to x and v are inductively defined by e[] := e and

e[l1..ln,l] := (e[l1..ln])′v − xle
[l1..ln], e[l1..ln,−l] := (e[l1..ln])′v + xle

[l1..ln]. (3.3.1)

If v is not explicitly mentioned, v = 1 is assumed constant. Reference to x and v is obviously
omitted in this notation, so their choice must be clear from the context.

The shifted derivative is obviously a simple extension of the usual notion of derivative, as f [1] = f ′

for L = {1}, x = 0 and v = 1. The extended version will have notational advantages later.

The most important cases are n = 1 and n = 2 which can be stated as

e[l] = e′v − xle (3.3.2)

e[k,l] = e′′v2 − (xk + xl)e
′v + xkxle, (3.3.3)

see P1-22.

An immediate implication of these special cases is permutation invariance of the shifted deriva-
tives (see P1-23).

If x is strictly increasing, a corresponding monotonicity property holds for a fixed function
argument on the index set L. The type of monotonicity is determined by the underived function
value (see P1-24).

In the context of Lindsay bounds, the identity

e[i]e[j,−j] − e[i,−i]e[j] = (xi − xj)ee
[i,j] (3.3.4)

will be useful, provided v = 1 (see P1-25).

To actually establish zero bounds, a transformation is typically necessary. The corresponding
transformation result P1-26 for shifted derivatives allows to exchange the transformation step
with the derivation step, through appropriate choice of the function v.
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3.4 Exponential polynomials

Given a finite index set L, a coefficient vector w ∈ R
L and an exponent vector x ∈ R

L, consider
exponential polynomials εL(w, x) defined by

εL(w, x)(t) =
∑

l∈L

wl exp(xlt) (t ∈ U = R). (3.4.1)

The vectors x and w may be omitted if they are clear from the context. Typically the vector x
is strictly increasing on the index set L. Moreover, w can always be assumed with non-vanishing
entries, as the corresponding indices can be simply removed from L.

The zero order properties of exponential polynomials will be required in the sequel.

For arbitrary coefficient vectors w with non-vanishing entries and strictly increasing exponent
vector x, the rule of Descartes applies, giving

Zord (εL) ≤ sc (w) :=
∑

l∈L

1 {wlwl+1 < 0} . (3.4.2)

over R, where the right-hand side sc (w) is the number of sign changes of the vector w. Moreover,
both sides of this inequality differ by an even value. See [51] for details on this version of the
rule of Descartes.

In the special case sc (w) = 0, the vector sign sL := sgn (wl : l ∈ L) exists in {±1} and
Zord (εL) = 0 holds on R. A simple direct argument shows the slightly more precise proper-
ties

ordz (t | εL) = 0 (3.4.3)

ordv (t | εL) = εL(t) (3.4.4)

ords (t | εL) = sL (3.4.5)

hold for all t (see P1-27).

If sc (w) = 1, the vector of coefficients have exactly one sign change and Zord (εL) = 1 by the
rule of Descartes. A slightly more involved argument shows

ordz (t | εL) = 1, ords (t | εL) = sgn (wmaxL) (3.4.6)

for the uniquely determined zero t (see P1-28).
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Chapter 4

The EM-method

The EM-method is a general procedure for maximizing likelihood functions in statistical models.
It applies whenever the observed data can be suitably interpreted as incomplete observations.

This chapter is concerned with a self-contained presentation of the EM-method, approaching
the underlying problem from a different angle, as compared to the usual literature.

The main achievements will be a more general formulation of the EM requiring fewer regularity
conditions and an extended convergence theorem that covers the case of boundary parameters.
Another result is that the usual assumption of common support of the observable distributions
is justified in that it appears to be necessary to obtain the full monotonicity properties.

The extended formulation is based on a slightly modified definition of the EM-function that
always exists. Under the usual integrability conditions it will be seen that the modified EM-
function leads to the same procedure, so the new formulation fully extends the old one. A related
method of removing the integrability conditions has already been used by [35] in the context of
Wald-type consistency of the MLE.

The standard convergence result applying to the EM-method with global maximization of the
EM-function, later referred to as DEM, gives sufficient conditions for the set of limit points
being contained in the set of stationary points. The exclusion of the boundary is necessary
since the concept of stationarity does not apply to the boundary. The solution is to use upper
stationarity instead which applies to the boundary as well and coincides with regular stationarity
in the interior. The standard proof can then be modified in such a way that it applies to the
situation when restrictions to a situation with open parameter set are applied.

For mixture models in particular such restrictions are considered to avoid spurious components,
as outlined in section 1.1, so EM-methods derived for the restricted setting are guaranteed to
converge.

To consider the feasibility of the assumption of a shared support set in the literature, this
assumption has been dropped in this chapter. It turns out that this assumption is not required
most of the time. The only exception is the monotonicity of the obtained likelihoods: while
weaker forms hold for variable support sets, for the strongest form of this property no sufficient
condition without shared support has been found.
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Section 4.1 introduces the raw notation required for the EM-objects, ignoring any questions of
existence, which will be addressed later.

In section 4.2 the EM-method is considered in a setting with a minimum of additional assump-
tions. Sufficient conditions for existence of various EM-objects, monotonicity properties and
convergence are given.

In section 4.3 the existence of regular conditional distributions will be assumed which leads
to specific constructions of the relevant EM-objects. This allows simplification of regularity
conditions required for full monotonicity to the mere existence of a common support set of the
observable distributions.

So far the presentation applies for single observations only. For the more common case that the
given observations result from an iid experiment with n observations, the derivation of the EM
will be given in section 4.4, assuming an existent formulation for the case n = 1.

Typically the actual observations arise in two stages, with the initial stage at least partially
unobserved. Under reasonable conditions it turns out that a regular EM can be formulated
which is presented in section 4.5. In this case, the EM-function can be split into two summands
corresponding to the two stages, leading to a simple two-stage EM-update, provided each stage
is modeled by separate parameter components.

A simple special case of such a two-staged experiment are observations from a finite mixture
model, which is summarized in section 4.6. Additionally some explicit M-step implementations
are given for some specific mixture situations.

In section A.6 the proofs of selected statements from the previous sections are collected. While
the proofs mostly follow along the lines of standard proofs, the more general setting considered
here usually requires some extra effort.

4.1 Terminology

In this section the terminology required for the EM is presented, while existence problems and
explicit constructions are postponed to sections 4.2 and 4.3.

The underlying model consists of an observable model for the actual observations and a com-
pleted model for appropriately completed observations; no specific assumptions are needed here.

The measurable space of complete observations is denoted by (Y, C) and its elements typically
with the letter y.

The measurable space of actual observations is denoted by (X ,B), while for its elements the
letter x will be used.

A measurable transformation T : Y → X is assumed to be known, mapping any unobservable
complete observation y to the corresponding actual observation x = T (y).

A complete statistical model Pc is assumed on the space of complete observations (Y, C),
parametrized by a set Γ. Its elements will be called complete distributions, denoted by Pc(γ)
with γ ∈ Γ.

The actual statistical model is the statistical model induced by Pc and T , so it is defined on
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the space of actual observations (X ,B). It consists of the distributions P (γ) := Pc(γ)
T and is

also parametrized by Γ.

Given such a pair of models, it will now be required that both models have densities, which is
necessary for the application of likelihood-based methods. This will lead to the definitions of
certain objects called fc, µc, f , µ, lc, l, q, q0 and M , with Mg, Md and Ms denoting specific
and standard choices of the object M . These objects will be sufficient for the formulation of the
EM-method.

Let the complete model densities with respect to some fixed measure µc be denoted by
fc(· | γ). Similarly, observable model densities with respect to some fixed measure µ will
be referred to as f(· | γ). The measure µ will typically be the image measure µTc but this is no
requirement.

Note that the concept of completeness is also used in the context of sufficient statistics but here
it solely denotes the connection to the unobservable completed observations.

Given a complete observation y ∈ Y, lc(y | ·) := log fc(y | ·) then denotes the complete
log-likelihood for y, whereas for an actual observation x ∈ X , l(x | ·) := log f(· | γ) is the
observable log-likelihood for x, which is to be maximized.

A central object for the EM-method is the EM-function q satisfying

q(·, γ | γ0) ∈ Pc(γ0) [y 7→ lc(y | γ)− lc(y | γ0) | T = ·] (4.1.1)

for all γ, γ0 ∈ Γ.

The choice of EM-function differs slightly from the common literature on the EM in which a
function q0 is chosen according to

q0(·, γ | γ0) ∈ Pc(γ0) [y 7→ lc(y | γ) | T = ·] (4.1.2)

for all γ, γ0 ∈ Γ. Such a q0 will subsequently be referred to as simple EM-function. The
reason for preferring q to q0 is that the existence of the latter requires integrability conditions
on the integrands lc(· | γ), while the required integrability conditions for the differences lc(· |
γ)− lc(· | γ0) are automatically satisfied and consequently q always exists.

Another central object is the M-step operatorM defined byM(x | ·) : Γ→ P(Γ) for fixed x ∈ X
and fulfilling

∅ 6=M(x | γ0) ⊂ {q(x, · | γ0) ≥ 0} ∩ Γ∗(x) (4.1.3)

for all γ0. The choice Γ
∗(x) := {f(x | ·) > 0} explicitly excludes parameter values with vanishing

likelihood as update candidates.

The usual candidates for M are

Mg(x | γ0) := {q(x, · | γ0) ≥ 0} ∩ Γ∗(x), (4.1.4)

Md(x | γ0) := {q(x, · | γ0) = max} ∩ Γ∗(x), (4.1.5)

Ms(x | γ0) := {Dq(x, · | γ0) ≤ 0} ∩ Γ∗(x), (4.1.6)

which are called generalized M-step operator, default M-step operator and stationary
M-step operator, respectively. Non-emptiness still has to be checked in order to satisfy (4.1.3),
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turning the candidates into formal M-step operators. The corresponding EM-methods will be
denoted by GEM, DEM and SEM.

When dealing with convergence questions of parameter estimation in Γ, a topology will be
required. Moreover, continuity properties of M(x, ·) will be helpful. As the operators M(x, ·)
are set-valued, a more precise definition of continuity is necessary: the set-valued functionM(x, ·)
is closed at some γ if

γn → γ, γ∗n → γ∗, γ∗n ∈M(x, γn) =⇒ γ∗ ∈M(x, γ) (4.1.7)

for any sequence (γn) in Γ. In case all values ofM(x, ·) are singletons, regular continuity implies
closedness, so the latter can be considered as weak form of continuity.

The first step in the application of an EM-method is choice of an initial value γ0(x) dependent
on x. This is followed by successively performing both an E-step and an M-step, producing a
sequence (γn(x)) of updates.

The explicit choice of q(x, · | γ0) (or q0(x, · | γ) under additional assumptions) for fixed γ0 is
referred to as the E-step for parameter γ0, the “E” hinting at the expectation process involved
in the procedure.

The act of selecting an element γ1 ∈M(x | γ0) is referred to asM-step at γ0, the “M” indicating
the involvement of some kind of maximization. Consequently, the choice of the actual subset
M(x | γ0) via an M-step operator modifies the possible M-steps at γ0.

The basic monotonicity property of an EM-method at some γ0 for observation x is said to
hold if l(x | γ1) ≥ l(x | γ0) is true for all γ1 ∈ M(x | γ0). If the inequality is satisfied strictly,
the basic monotonicity property is said to hold strictly.

The strong monotonicity property of an EM-method holds at some γ0 : X → Γ with
respect to a measure ρ if for ρ-almost all x the basic monotonicity property holds at γ0(x) for
observation x. If γ0 := γ0(x) were independent of x, this would be the same as assuming the
basic monotonicity at γ0 for ρ-almost all observations x.

An EM-method turns into an EM-algorithm once the exact choice of initialization, EM-
function and M-step selection from the M-step operator have been specified. In addition a
suitable stopping criterion is required for a numerical implementation of the EM-algorithm.

Some convenient additional terminology for the analysis of the EM will be defined now, leading
to objects k and h. They provide the link between the EM-function q and the observable
likelihood l which will be utilized by almost all proofs on properties of the EM-iterates.

The conditional densities are the specific functions k(· | γ) defined by

k(x, y | γ) :=
fc(y | γ)

f(x | γ)
1 {f(x | γ) > 0} (4.1.8)

for x ∈ X , y ∈ Y and γ ∈ Γ. Under certain assumptions these functions will turn out to be
actual conditional densities in a mathematically precise sense, so the naming is justified.

The conditional KL-informations h are defined by the requirement

h(·, γ | γ0) ∈ Pc(γ0)

[

log
k(T, · | γ)

k(T, · | γ0)
| T = ·

]

(4.1.9)
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for γ, γ0 ∈ Γ. They will turn out to equal the Kullback-Leibler information values of the
conditional distributions defined by k.

The terminology for the regular case includes the objects L, L∗ and K, to be defined now.

The object L will denote any specific choice in µ
id|T
c and will simply be called the conditional

measure. The set NL will stand for the set of all x such that L(x, ·) is either no measure or
the null-measure.

In case a choice of L exists, let L∗ be defined by L∗(x, · | γ) := fc(· | γ)L(x, ·).

The conditional distributions K are defined through

K(x, · | γ) := k(x, · | γ)L(x, ·) (4.1.10)

for all x such that the right-hand side is a finite measure and K(x, · | γ) = 0 otherwise. The
exceptional set NK(γ) will collect those x for which K(x, · | γ) is not a distribution.

Under the additional condition that a choice of L has been made, the already defined objects f ,
q and h will now stand for explicitly defined functions instead of choices in some set of functions.
It will be shown in section 4.3 that these explicit choices are in fact specific choices in the sets
defined by the original definitions.

The regular density function is denoted by the function f defined by

f(x | γ) := L(x, ·) [y 7→ fc(y | γ)] (4.1.11)

for any x for which the right-hand side is defined and finite, otherwise f(x | γ) = 0. The set
{f(· | γ) = 0} will be denoted by Nf (γ).

The regular EM-function q is defined by

q(x, γ | γ0) := K(x, · | γ0) [lc(· | γ)− lc(· | γ0)] (4.1.12)

for any x such that the right-hand side is defined and not +∞ and q(x, γ | γ0) = +∞ otherwise.
The exceptional set {q(·, γ | γ0) =∞} will be denoted by Nq(γ, γ0).

The regular conditional KL-informations h are redefined as

h(x, γ | γ0) := K(x, · | γ0)

[

log
k(x, · | γ)

k(x, · | γ0)

]

(4.1.13)

for any x such that the right-hand side is defined and h(x, γ | γ0) = +∞ otherwise.

4.2 General case

In this section the EM-method is presented in its most general setting for a given model pair
covering the observable and complete case.

In order to establish densities f(· | γ) in the observable model, µc-densities fc(· | γ) are assumed
to be given. Then if µ := µTc is σ-finite, µ-densities f(· | γ) with values in [0,∞) can be shown
to exist (see P1-29).
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Assuming that observable densities have been chosen, existence of an EM-function q can always
be guaranteed and q(· | γ, γ0) <∞ can be chosen (see P1-30).

The existence of the simple EM-function q0 is characterized by an integrability condition (see P1-
31). If this integrability condition is strengthened to the standard assumption in the literature,
a version of the EM-function q can be constructed with the help of the simple EM-function q0
(see P1-32).

Now consider each candidate for the M-step operator: choice of Mg always provides an M-step
operator and Mg(x, ·) is closed under a continuity condition on q (see P1-33).

The candidate Md is an M-step operator if Md(x, γ) is non-empty. Under the same continuity
condition on q as for Mg, Md(x, ·) is closed at any γ (see P1-34).

Choosing Ms for M provides an M-step operator if Ms(x, γ) is non-empty and Ms(x, ·) is closed
at any γ under a differentiability condition on q (see P1-35).

Consider now the auxiliary notations k and h.

The conditional densities k can be used to construct versions of any P (γ)-conditional expectation
with respect to T , in particular of the EM-function q (see P1-36).

The conditional densities k can be considered as link between the likelihood functions l and lc
of the observable and complete model. More formally, the equality

log
k(x, y | γ)

k(x, y | γ0)
= (lc(y | γ)− lc(y | γ0))− (l(x | γ)− l(x | γ0)) (4.2.1)

holds for essentially all x, y (see P1-37).

A version of the conditional KL-information h always exists and may be chosen in such a way
that h(·, γ | γ0) ≤ 0 for all γ, γ0 is satisfied (see P1-38).

Once versions of h and q have been chosen, the equation

h(x, γ | γ0) = q(x, γ | γ0)− (l(x | γ)− l(x | γ0)) (4.2.2)

holds for any x ∈ {f(· | γ) > 0} outside certain P (γ0)-null sets called N(γ, γ0), which may
depend on both (γ, γ0) (see P1-39).

The main feature of an EM-method is the fact that even in its weakest form as a GEM the basic
monotonicity principle holds. In case the update can be chosen in {q(x, · | γ0) > 0}, the basic
monotonicity principle in fact holds strictly (see P1-40).

For the DEM a more specific result is available. If both Dl(x | ·)(γ0) 6≤ 0 and Dh(x | · | γ0)(γ0) =
0 exist, the basic monotonicity property holds for the DEM at γ0 for x (see P1-41).

The previous result generalizes the corresponding standard result, which can be stated as follows:
if Γ is open, Dl(x | ·) and Dq(x | · | γ)(γ) exist, then the basic monotonicity property holds for
the DEM at γ0 for x (see P1-42).

At first sight, this generalization appears to be fairly small. The important difference is that
P1-41 does not require an open parameter space and works for boundary values as well. Such
boundary points naturally occur in settings with restricted parameter spaces and P1-41 will be
used to obtain convergence of the EM in such a scenario.
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The strong monotonicity property follows with respect to all P (γ∗) (in particular the true γ∗)
if the exceptional sets N(γ, γ0) can be chosen independently of both γ and γ0 (see P1-43).

See section (4.3) for specific version choices that simplify the analysis of the exceptional sets.

An alternative approach to establish monotonicity principles not relying on (4.2.2) is possible. In
this case the strong monotonicity principle holds actually with respect to µ, though a countable
parameter space and measurable selections of initial values and updates are required (see P1-44).

The monotonicity principle is the main foundation for all convergence results involving the EM.
Strong monotonicity of the GEM trivially ensures that the obtained sequence of likelihood values
will increase to a limit in (−∞,∞]. But note that this limit neither needs to be the maximal
possible likelihood nor is there any information about convergence of the underlying parameters.
Several EM examples can be found in [46].

A general convergence result for a sequence (γn) obtained from an EM-method for an observation
x allows to test a given set U to contain the limit set of the sequence.

In particular, let (γn) be a sequence of parameters obtained from an EM-method for an obser-
vation x and U a desired limit set. Under the five conditions

(C1) l(x | ·) continuous,

(C2) M(x, ·) is closed outside U ,

(C3) the EM has the basic monotonicity property at each γn,

(C4) the EM has the basic monotonicity property strictly at each γn outside U ,

(C5) the γn are contained in a compact set,

the limit points of (γn) are contained in U and l(x | γn) increases to l(x | γ
∗) for some γ∗ ∈ U .

The proof can be found in [79] on page 91.

Conditions (C1) and (C2) can be established for the GEM and DEM and any set U by requiring
continuity of l(x | ·) and joint continuity of (γ, γ0) 7→ q(x, · | γ0)(γ), which is a consequence of
P1-33 and P1-34. If in addition Dq is required to be jointly continuous, (C1) and (C2) are also
true for the SEM by P1-35.

Condition (C3) holds independently of the choice of U for ρ-almost all x if the strong monotonic-
ity property for the considered EM-method holds with respect to some ρ. Sufficient conditions
for the different types of the EM have been given above.

The crucial condition to obtain convergence of the EM is condition (C4) that demands strict
monotonicity while outside U .

Specifically consider the set U := {Dq(x, · | γ) ≤ 0} of upper stationary points as desired limit
points, which requires existence Dq(x, · | γ) for all γ.

While it would be more satisfactory to obtain the set of local maximizers as limit set, it appears
not be possible to establish the required conditions. In fact, there exist simple examples in which
the limit points of the EM do not contain local maximizer, see [8] and [76].
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By P1-41 then existence of Dl(x | ·)(γ0) and Dh(x | · | γ0)(γ0) = 0 is sufficient to ensure the
(C4) for the DEM.

So far the following set of regularity conditions has been assumed for the DEM:

Dq(x, · | γ) exists, l(x | ·) continuous, Dl(x | ·) exists, (4.2.3)

Dh(x | · | γ)(γ) = 0 for all γ, (γ, γ0) 7→ q(x, · | γ0)(γ) jointly continuous, (4.2.4)

strong monotonicity with respect to ρ. (4.2.5)

Each of these conditions should be rather easy to verify. Remember that for open Γ the condition
on h is automatically satisfied due to P1-42.

Furthermore, strong monotonicity is needed which can be ensured by the independence of ex-
ceptional sets as seen in P1-43; see also section 4.3 for a further simplification.

Consequently, to ensure applicability of the general convergence theorem for the DEM it remains
to enforce the final condition (C5), which restricts the updates to a compact set.

This is trivially ensured by demanding Γ to be compact. More generally it suffices to check
that just the subsets {l(x | ·) ≥ l0} with l0 > −∞ are compact, provided the basic monotonicity
property is already established (see P1-45).

But even this weakened sufficient condition needs not be satisfied, for example in normal mixtures
with arbitrary variances. The last resort is an appropriate restriction of the parameter space,
which introduces a problem with boundary points, ignored by existing standard results.

Fortunately, the generalized version P1-41 of strict monotonicity for the DEM helps here: if the
set of conditions (4.2.3) holds for open parameter space Γ, then it is also valid for any subset Γ0.
If the restriction is such that the compactness condition is fulfilled, strong monotonicity suffices
to obtain convergence to a stationary point as per the general convergence theorem.

This argument shows why the standard version P1-42 of P1-41 fails in this setting: the set of
conditions (4.2.3) based on the latter remains true under any parameter restrictions, which is not
true for the corresponding set of conditions based on P1-42. In particular, the differentiability
condition on h would be replaced by a differentiability condition on q, which need not remain
true after restricting.

4.3 Regular construction

The condition given in P1-43 to ensure the strong monotonicity property is largely dependent
on the choice of sufficiently smooth versions for f and q.

Such a choice is available for each conditional measure L ∈ µ
id|T
c which in addition can be used

to simplify the required sufficient conditions.

Sufficient conditions on the existence of conditional measures L can be found in section 2.6.

The exceptional setNL associated with L can usually be chosen as empty set. In any case it is not
dependent on model parameters, hence it can be safely ignored when considering monotonicity.

The regular density function f(· | γ) as defined in (4.1.11) is well-defined on all of X with values
in [0,∞) and is in fact a µ-density of P (γ) (see P1-46).
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Based on this choice of f , consider the conditional distributions K defined by (4.1.10). Then K
is in fact a conditional distribution Pc(γ)

id|T and in addition, K(x, · | γ) is either a null-measure
or a distribution (see P1-47).

Using the regular EM-function q defined by (4.1.12), it can now be verified that q is in fact an
EM-function, i.e. satisfies (4.1.1). It has values in [−∞,∞] (see P1-48).

It turns out that explicit expressions can be derived with the help of the convenience notation
L∗. First note that L∗(x, · | γ) is a well-defined measure for all x outside NL. In addition it is
the null measure whenever L(x, ·) is, so it is actually defined even on part of NL, though this
will not be needed in the following.

As an immediate consequence of the definition, K can now be expressed in terms of L∗ in the
form

K(x, · | γ) =
1 {f(x | γ) > 0}

f(x | γ)
L∗(x, · | γ) (4.3.1)

for x outside NL and. The corresponding exceptional set NK(γ) is the union of NL and Nf (γ).

This implies that L∗(x, · | γ) is a finite measure with mass f(x | γ) whenever x is outside NK(γ)
and an expression of f in terms of L∗ is obtained via f(x | γ0) = L∗(x, · | γ)[1] for x not in
NK(γ).

Finally, the EM-function can be expressed in terms of L∗ as

q(x, γ | γ0) =
1

f(x | γ0)
KL(L∗(x, · | γ0) | L

∗(x, · | γ0)) (4.3.2)

for x outside Nq(γ, γ0) := NK(γ0). Note that the KL-informations always exist in [−∞,∞),
since the the measures L∗(x, · | γ) are finite.

Turning to regular conditional KL-information h defined in (4.1.13), it turns out that the right-
hand side in (4.1.13) is always defined and moreover lies in [−∞, 0] (see P1-49).

As a consequence of P1-48 and P1-49 the exceptional set N(γ, γ0) as defined by (4.2.2) can be
chosen as NK(γ0) (see P1-50).

Without further conditions the basic monotonicity property of the GEM at γ0 holds for P (γ0)-
almost all x, though the exceptional set may still depend on γ0.

The strong monotonicity property for a GEM is assured whenever Nf (γ0) can be chosen in-
dependently of γ0. This independence condition holds if and only if all distributions in the
observable model P are equivalent, i.e. share the same support set.

This shows that the usual assumption of shared support is essential for obtaining strong mono-
tonicity, at least in this approach. Only a weaker and not quite satisfactory monotonicity result
holds for variable support sets.

Equation (4.3.2) suggests that the starting strategy in an implementation of the EM should
select a starting parameter γ0 from Γ∗(x) \ NL, ensuring f(x | γ0) > 0. Assuming NL = ∅
without loss of generality, which can always be achieved by a simple redefinition of L, consider
a starting strategy which selects an arbitrary element of Γ: if f(x | γ0) = 0 happens to be true,
then q(x, · | γ0) is constant, so choosing an update γ1 amounts to selection from Γ∗(x) for any
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EM-method, ensuring f(x | γ1) > 0. Consequently, the choice of starting strategy may as well
be combined with such a degenerate initial iteration. Once f(x | γn) > 0 has been achieved for
some n, the monotonicity properties of the EM ensure positivity of the likelihood throughout
the subsequent iterations.

4.4 The iid case

In this section it will be assumed that an EM-method has been successfully constructed for a
given model. For the sake of simplicity it will moreover be demanded that a regular construction
was possible, i.e. all objects in section 4.1 are known.

Instead of a single observations in (X ,B) consider the case of multiple iid observations. It
turns out that the already constructed EM-method can be easily extended to this scenario by
considering the complete set of observations as a single one. As proofs for the following results
are straightforward (but tedious), they will be omitted completely.

In more detail, it will be assumed that n iid observations are available and the corresponding
EM-notation will be symbolized by adding n as a subscript.

For each of the modified versions it can be immediately checked that the case n = 1 gives the
original version.

First, the new model needs to be established: obviously

(Xn,Bn) = (X n,B(n)), (Yn, Cn) = (Yn, C(n)) (4.4.1)

can be set. The observable transformation can be defined as Tn(y1..yn) := (T (y1)..T (yn)). The
corresponding statistical models Pn and Pc,n are defined by its elements

Pn(γ) := Pc(γ)
(n), Pc,n(γ) := P (γ)(n) (4.4.2)

with γ ∈ Γn := Γ.

Natural versions of densities are given by

fn(x1, .., xn | γ) :=
n
∏

i=1

f(xi | γ), fc,n(y1, .., yn | γ) :=
n
∏

i=1

fc(yi | γ) (γ ∈ Γ) (4.4.3)

with respect to µn := µ(n) and µc,n := µ
(n)
c . The log-likelihoods then take the form

ln(x1, .., xn | γ) :=
n
∑

i=1

l(xi | γ), lc,n(y1, .., yn | γ) :=
n
∑

i=1

lc(yi | γ) (γ ∈ Γ). (4.4.4)

A version of the EM-function is obtained by setting

qn(x1, .., xn, γ | γ0) :=

n
∑

i=1

q(xi, γ | γ0) (γ, γ0 ∈ Γ). (4.4.5)
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The conditional densities are defined by

kn(x1, .., xn, y1, .., yn | γ) := 1 {f(xi | γ) > 0∀i}
n
∏

i=1

fc(yi | γ)

f(xi | γ)
(γ ∈ Γ). (4.4.6)

A version of the conditional KL-information can be obtained via

hn(x1, .., xn, γ | γ0) :=
n
∑

i=1

h(xi, γ | γ0) (γ, γ0 ∈ Γ). (4.4.7)

A regular construction can be extended to the iid case as well, with conditional measures Ln
and L∗n defined via

Ln(x1, .., xn, ·) := ⊗
n
i=1L(xi, ·), L∗n(x1, .., xn, ·) = ⊗

n
i=1L

∗(xi, ·). (4.4.8)

The resulting regular versions of f , q and h satisfy the equations (4.4.3), (4.4.5) and (4.4.7)
exactly. Moreover, the EM-function can be expressed in the form

qn(x1, .., xn, γ | γ0) =
1 {fn(x1, .., xn | γ0) > 0}

fn(x1, .., xn | γ0)

n
∑

i=1

KL(L∗(xi | γ) | L
∗(xi | γ0)). (4.4.9)

The exceptional sets NL, Nf and Nq in the regular case extend via the transformation B 7→
Bn := X n− (X −B)n, so any parameter independence in the case n = 1 is retained for arbitrary
n.

Any of the regularity assumptions in (4.2.3) remain valid for arbitrary n if they are fulfilled for
n = 1.

Consequently, any monotonicity and convergence properties extend from n = 1 to arbitrary n.

4.5 EM for two-staged experiments

Let (X ,B) be a given actual observation space.

In some situations an observation xmay be thought of as generated in two stages by first drawing
an auxiliary value z ∈ Z from Q(γ) in an auxiliary space (Z,D) and subsequently drawing x
from a conditional distribution R(z, · | γ) from Z to X .

Then a natural complete observation space is Y := X×Z with the σ-algebra B×D and statistical
model Pc consisting of distributions Pc(γ) := R(· | γ)⊗Q(γ).

The transformation T is then obviously the projection to the first component of Y, discard-
ing the auxiliary observation which is assumed unobservable. The projection to this auxiliary
observation will be denoted by Z for the sake of completeness.

This induces the statistical model P on the actual observation space with distributions P (γ) :=
Pc(γ)

T being the first marginal of Pc(γ).

In the following assume that R(z, · | γ) has a density r(z, · | γ) with respect to some σ-finite
measure µ and Q(γ) has density α(· | γ) with respect to another σ-finite measure ν. Then Pc(γ)
has µc := µ⊗ ν-densities fc(· | γ) defined by

fc(x, z | γ) := α(z | γ)r(z, x | γ) (4.5.1)
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for (x, z) ∈ Y and γ ∈ Γ.

Defining L by L(x, ·) := δ(x) ⊗ ν, it can be checked that L ∈ µ
id|T
c (see P1-51). Consequently

the regular construction can be performed. Moreover NL = ∅ holds for the exceptional set as
recommended.

The conditional measure L∗ now has the form

L∗(x, · | γ) = δ(x)⊗ ν∗(x | γ), ν∗(x | γ) := α(· | γ)r(·, x | γ)ν, (4.5.2)

allowing to infer f , K and q as

f(x | γ) = ν∗(x | γ)[1] = ν[α(· | γ)r(·, x | γ)], (4.5.3)

K(x, · | γ) =
1

f(x | γ0)
δ(x)⊗ ν∗(x | γ), (4.5.4)

q(x, γ | γ0) =
1

f(x | γ0)
KL(ν∗(x | γ) | ν∗(x | γ0)), (4.5.5)

for x with f(x | γ0) > 0. Using elementary properties of KL-informations the EM-function can
be decomposed into two summands, an α-part and an r-part.

Switching to the iid case the decomposition qn = qn,α+qn,r can be obtained for the EM-function
with

qn,α(x1..xn, γ | γ0) =
n
∑

i=1

KL

(

α(· | γ)

α(· | γ0)
ν∗1(xi | γ0) | ν

∗
1(xi | γ0)

)

, (4.5.6)

qn,r(x, γ | γ0) =
n
∑

i=1

KL

(

r(·, xi | γ)

r(·, xi | γ0)
ν∗1(xi | γ0) | ν

∗
1(xi | γ0)

)

, (4.5.7)

where f(xi | γ0) > 0 for i = 1, .., n.

The M-step usually involves separate maximization of the two components. Considering only
qn,α, restrict attention to parameters γ with α(z | γ) = c(z) for all z ∈ E, where E ∈ D and
c ≥ 0 with ν[c1E ] <∞ are fixed. This contains the unrestricted case E = ∅.

The global maximizers γ∗ of (4.5.6) over γ ∈ Γ are then characterized by the conditions

α(· | γ∗) =
1− ν[c1E ]

n−
∑n

i=1 ν
∗
1(xi | γ0)(E))

n
∑

i=1

fc(xi, · | γ0) (4.5.8)

outside E. Here ν∗1(x | γ) denotes the normed version of ν∗(x | γ). Note that in case E = ∅, the
factor before the sum on the right-hand side of (4.5.8) reduces to 1/n.

If the parameter space under consideration has certain structure, the M-step itself composes
into two simple steps: define Γ as separable if Γ = Γα × Γr and α(· | γ) only depends on γ
through its α component and analogously for the densities r(·, x | γ).

Assuming separated Γ, separate maximization of (4.5.6) and (4.5.7) in γ gives two solution sets
with non-empty intersections. Each element in the intersection maximizes the EM-function,
hence provides a DEM-update. Typically, (4.5.6) is solved first and the solution taken as addi-
tional restriction when maximizing (4.5.7).
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4.6 EM for finite mixtures

Recalling the notation for finite mixtures from section 2.9, let observations be given in a mea-
surable space (X ,B).

Assuming k mixture components in the component model P0 parametrized by Θ, it will now be
derived how the corresponding mixture model can be interpreted as a two-staged model.

Let the measurable space (Z,D) represent a set of k labels assigned to the components of the
mixture. Moreover, choose a mixture parameter γ to represent the mixture distributions (see
section 2.10).

Now define a two-staged model by selecting distributions Q(γ) on the label set (Z,D) and set
R(z, · | γ) = P0(θz(γ)) for each z ∈ Z.

Letting ν denote the counting measure on Z, then α(· | γ) := π(γ) defines a ν-density of Q(γ).

If in addition µ-densities f0(· | θ) of P0(θ) with σ-finite µ are assumed to exist, then r(z, x |
γ) := f0(x | θz(γ)) defines a µ-density r(z.· | γ) of R(z, · | γ), which establishes the densities
required in section 4.5.

From (4.5.3) it now immediately follows that f(x | γ) in fact equals the natural mixture density
of the P0-mixture with parameter γ, establishing the defined two-staged model as the finite
mixture model.

Moreover the two partial EM-functions can be stated in the iid case as

qn,α(x1..xn, γ | γ0) =
∑

z∈Z

π0(z)
n
∑

i=1

f0(xi | θz(γ0))

f(xi | γ0)
log

πz(γ)

πz(γ0)
(4.6.1)

qn,r(x1..xn, γ | γ0) =
∑

z∈Z

qn,r(x1..xn, · | γ0; z) (4.6.2)

qn,r(x1..xn, · | γ0; z) :=
n
∑

i=1

πz(γ0)
f0(xi | θz(γ0))

f(xi | γ0)
log

f0(xi | θz(γ))

f0(xi | θz(γ0))
(4.6.3)

whenever f(xi | γ0) > 0 for all i = 1, .., n.

Consider maximization of the α-part (4.6.1) over γ ∈ Γ, where x1, .., xn and γ0 are fixed with
f(xi | γ0) > 0 for all i = 1, .., n.

A typical problem is to consider this problem under restrictions of the type πz ≥ cz for z ∈ I
with I ⊂ Z and c ∈ [0, 1)Z . The solution may lead over subproblems with additional equality
constraints, so generally also πz = cz for z ∈ E with E ⊂ Z will be assumed from the start.
Note that both E and I may be chosen as empty sets.

In case of equality restrictions only, i.e. I = ∅, the global maximizer γ∗ ∈ Γ (4.6.1) can be
calculated from the conditions

πz(γ
∗) = cn(γ0)

n
∑

i=1

fc(·, xi | θz(γ0))

f(xi | γ0)
, cn(γ0) :=

1−
∑

z∈E cz

n−
∑n

i=1

∑

z∈E czfc(xi, z | θz(γ0))
(4.6.4)

for all z ∈ E. Note that cn(γ0) = 1/n if E = ∅.
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To solve the maximization problem under inequality restrictions only, i.e. E = ∅, the inequality
restriction can be sequentially turned into equality restrictions. To achieve this, set E = ∅
and determine the global maximizer γ∗(∅) under equality restrictions E from (4.6.4). Then
determine the set J where the the inequality restrictions are not satisfied for the solution γ∗(E).
If J = E, the optimal solution has been found, otherwise J ⊃ E holds strictly and the procedure
repeated with E := J . As Z has k elements, this procedure will terminate after at most k steps.

Turning to maximization of the r-part (4.6.2) under a fixed value of π, note that each component
z has its own parameter value θ(z). Consequently the summands (4.6.3) may be considered
separately, provided the components ϑ vary independently of each other.

The corresponding target function for given z is of the form

n
∑

i=1

wi(z | γ0) log f0(xi | ·) = max (4.6.5)

over the set of possible values of θz and under the fixed value of π. This constitutes a weighted
likelihood maximization in the component model P0 with known weights

wi(z | γ0) := πz(γ0)
f0(xi | θz(γ0))

f(xi | γ0)
. (4.6.6)

Note that π0(z) = 0 implies wi = 0 for all i, so the target function is constant, which corresponds
to the fact that due π0(z) = 0 the choice of θz has no influence on the mixture distribution.

In the special case of a natural exponential family as base model with densities f0(x | θ) :=
exp(θTT (x) − κ(θ)) and θ varying in an open set Θ without restrictions, the optimal γ∗ are
characterized by

Dκ(θz(γ
∗)) =

n
∑

i=1

wi(z | γ0)T (x) (4.6.7)

for all z, which has a unique solution in θz(γ
∗).

Remember that Dκ(θ) is identical to the expectation of the distribution P0(θ)
T , so that the

right-hand side of (4.6.7) may be interpreted as an optimal expectation for the zth-component.
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Chapter 5

The Gradient Method

The gradient method is a general technique for obtaining maximizers of given target functions
via directional derivatives.

Terminology for the general gradient method is introduced in section 5.1, which is used to
describe the general approach to the gradient method in section 5.2.

Under a convexity assumption, the terminology can be simplified. The correspondingly modified
notations are given in section 5.3. This leads to the convex gradient method outlined in section
5.4.

For a special type of composite target functions, a more specialized approach is considered in
section 5.5. As an example of this composite gradient method, the optimal design problem is
summarized in section 5.6. Another example is nonparametric maximum likelihood estimation
in mixture models which is dealt with in section 5.7. This example will be the basis for chapter
7.

5.1 Terminology

Let X be a linear space and f : U → R defined on an arbitrary subset U of X.

The directional derivatives Df(x) are assumed to exist for each x, defined on the complete
tangent set T (x | U) (see section 2.3).

A suitable cone base of the tangent space T (x | U) called B(x) will be required. The idea of the
cone base is to represent each possible direction by a single element on the ray corresponding
to the direction. This element is typically a normalized version, though deviations from the
normalized choice may be used to increase or decrease the chance of selection later on.

An important quantity is the maximal gradient at a given xn defined as

d(xn) := sup {Df(xn)(h) : h ∈ B(xn)} , (5.1.1)

which may be both the source to obtain update directions from as well as being the natural
quantity to base a stopping criterion on.
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The gradient algorithm requires a current value which will be generally denoted by xn ∈ U at
step n and will be modified into an updated value xn+1 ∈ U , which becomes the current value
at step n+1. An initial value x0 ∈ U is required to start the gradient method and consequently
a sequence of iterates (xn : n ≥ 0) is obtained.

For numerical applications a stopping criterion is checked during each step to see if the process
should be terminated. The final estimate is denoted by x∗.

In the simplest case, the update of xn is performed by using a single search direction yn ∈ T (xn |
U) and selecting a suitable step-length αn to obtain the update xn+1 = xn + αnyn ∈ U .

The single update direction yn is typically obtained by first determining a subset Hn ⊂ B(xn)
in the cone base of T (xn | U) via maximization of directional derivatives over subsets. The
actual choice of yn is then a suitable convex combination from Hn, which typically involves a
maximization over the set of possible coefficients.

The variants of gradient steps to be considered will be classified by the method of selecting search
directions and step-lengths. The remainder of the section describes a few such classifications.

The choice of the search direction will be referred to as quasi-optimal if yn can be chosen such
that Df(xn)(yn) is sufficiently close to d(xn), which formally means Df(xn)(yn) ≥ h0(d(xn))
for a function h0 satisfying

h0(0) = 0, h0 > 0 on (0,∞), h0 non-decreasing. (5.1.2)

The set Hn of base search directions in B(xn) is said to be quasi-optimal if it contains an
element yn that is quasi-optimal for xn.

The choice of step-lengths will be referred to as fixed if (αn) is a predetermined sequence of
step-lengths. Moreover it will be assumed that αn → 0 and

∑

n αn =∞ holds.

Alternatively, an optimal choice of step-lengths will mean that αn is chosen at each step to max-
imize the function α 7→ f(xn+αyn), i.e. the target function restricted to the line corresponding
to the search direction.

Three types of gradient updates will be considered, which will be referred to as type QF, QO,
O, respectively.

More precisely, a gradient update step of type QF is an update step such that the choice of
search directions is quasi-optimal and the choice of step-lengths is fixed.

A type QO gradient update step is an update step where the choice of search directions is
quasi-optimal and the choice of step-lengths is optimal.

Finally, a gradient update step of type O is one where Hn contains a quasi-optimal search
direction and the update is obtained by optimizing search direction and step-length jointly. In
the general case, this means the calculation of xn+1 as global maximizer of

β 7→ f



xn +
∑

h∈Hn

β(h)h



 , (5.1.3)

over those β ∈ R
Hn for which the right-hand side is defined.
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5.2 General case

In this section additional comments on the methodology for the general optimization of f are
given. In addition, elementary convergence results are obtained.

Consider the choice of a search direction yn. To apply the existence of directional derivatives,
it is natural to consider tangent directions in T (xn | U).

It also appears natural to select yn in such a way that the corresponding directional derivative
Df(xn)(yn) is maximal, indicating the direction of steepest increase.

Since only the directional information is important, which is invariant under scalar multiplication
with a positive value, a single element of each ray needs to be selected.

This leads to the problem of maximizing Df(xn) over a suitable cone base B(xn), the latter
defining a sutiably normalized direction for each tangent.

The choice of scalar multiples in this normalization allows a reweighting of each direction, with a
higher multiple making the particular direction easier to find in the maximization, due to linear
properties of Df(xn).

Since a full maximization over B(xn) may be too hard, maximizations over more tractable
subsets can be considered, giving a set of base directions Hn. The search direction can then be
obtained as a suitable linear combination, possibly by another optimization process over the set
of eligible coefficients.

It appears natural that at least one quasi-optimal search direction should be obtained to even
have a chance of achieving convergence. The selection of such a direction is strongly dependent
on the explicit form of the directional derivatives, so the solution of this problem has to be
deferred until such a form becomes available in specific problems.

According to the defined types of gradient methods, step-lengths are either predetermined,
optimally chosen for given yn or jointly optimized together with the search direction.

A reasonable stopping criterion at xn is based on the value d(xn): if d(xn) ≤ 0, then obviously
Df(xn) ≤ 0 so that xn is at least an upper stationary point of f .

Numerically, this turns into the criterion d(xn) ≤ ε for some prespecified tolerance ε > 0, to
ensure approximate upper stationarity. This is also of practical value, since at each step at least
an approximation of the true d(xn) is often automatically obtained while selecting the search
direction.

For concave f this criterion is particularly handy, because then upper stationary points are in
fact global maxima. Moreover f(x)− f(x0) ≤ Df(x0)(x−x0) holds for concave f and arbitrary
x. The stopping criterion then implies that the finally obtained value f(x∗) is within ε of sup f .

Concavity of f also provides an immediate simple convergence criterion: if (xn) is a sequence of
iterates with d(xn)→ 0, then f(xn)→ sup f (see P1-52).

A general convergence property of a sequence of iterates (xn) can be adapted from a proof
of Wynn (see [77]) for an optimal design problem. To establish this result, call a function
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h : [0,∞)2 → R a Wynn-function if it satisfies the properties

h(0, ·) = 0, h(s, ·) increasing, h(·, t)′(0) ≥ a(t) > 0, h(·, t)′′(0) ≥ b(t) > −∞ (5.2.1)

for all s, t > 0 and suitable functions a, b : (0,∞)→ R.

The general convergence result can be stated as follows: if f is concave, (xn) is a sequence such
that a Wynn-function h and a sequence (βn) exist with

f(xn+1)− f(xn) ≥ h(βn, d(xn)), βn → 0,
∑

n

βn =∞, (5.2.2)

then f(xn)→ sup f (see P1-53).

5.3 Convex terminology

In the remainder of this chapter it will be assumed that U is a convex set with a convex base V .

Since the tangent set T (x | U) now has a natural cone base of the form B(x) := U − x, some
additional terminology may be introduced that reflects this simple translation structure.

The gradient function g is used instead of the directional derivatives now, defined by

g(· | x) := Df(x)(· − x). (5.3.1)

It is defined on U , independently of the choice of x.

Consequently, the restriction to V is always defined and denoted by g0. If the current estimate
xn at step n is given, gn := g0(· | xn) may be written for the sake of compactness, which is
the relevant gradient function at step n of the gradient method. Note that this is not quite
consistent for n = 0, but as the number of arguments differ for both definitions of g0, it should
be clear what is meant from the respective context.

Since under linearity of Df(xn) at step n the equations

d(xn) = sup {Df(xn)(h− xn) : h ∈ V } = sup {g(x | xn) : x ∈ V } (5.3.2)

can be derived, it suffices to choose base directions in V instead of the larger B(xn), simplifying
the selection of search directions.

The obtained set of candidates is then called Vn and corresponds to Hn = Vn − xn in the
general notation. Consequently, Vn will be called quasi-optimal with respect to h0 at xn if
g0(vn | xn) ≥ h0(d(xn)) for at least one vn ∈ Vn.

Any convex combination of elements of Hn has the form yn = zn− xn with zn ∈ conv(Vn) ⊂ V .
Consequently, the update step writes as xn+1 = (1 − αn)xn + αnzn ∈ U for suitable αn. An
optimal choice of step-lengths now means maximizing

α 7→ f((1− α)xn + αzn), (5.3.3)

which is at least defined on [0, 1]. A type O gradient step can be reformulated as maximizing

β 7→ f

(

(1− β0)xn +
∑

v∈vn

βvv

)

(5.3.4)

over all β ∈ R
0+Vn with components β0 and βv summing to 1.
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5.4 Convex case

Let U be a convex set and Df(x) linear for all x. Assume further Vn as a quasi-optimal set of
search directions, i.e. g(v∗ | xn) ≥ h0(d(xn)) holds for at least one v

∗ ∈ V , with h0 according to
(5.1.2).

The vertex-direction method (VDM) is obtained by defining zn := v∗ as final search direc-
tion; the step-length choice can be either optimal or fixed. Depending on the latter choice, the
VDM is either of type QF or of type QO. This method may be traced back to [77] and [22], who
used it in a design setting, see section 5.6. See [5] for a general formulation of the VDM.

The intra-simplex direction method (ISDM) is obtained by considering the complete set
Vn and jointly optimizing both possible convex combinations for yn and the step-length αn.
Consequently, the ISDM is of type O. Ideally, Vn contains all local maximizers for maximum
convergence speed. The ISDM is due to [38] in a mixture setting.

The maximal value maxv∈Vn g(v | x0) provides at least an approximation of d(x0), with its
accuracy depending on the choice of h0.

In the special case of U being a subset of R
d, Carathéodory’s theorem (see section 2.2) ensures

that any element x ∈ U can be written as convex combination of at most d+ 1 elements in V .
Any boundary point of U requires at most d such elements.

A specialization of the general convergence property P1-53 is as follows: if f is concave, D(2)f
jointly continuous and V compact, then the sequence of iterates (xn) obtained from a gradient
method has either the property f(xn) → sup f , if of type QF, or f(xn) ↑ sup f , if of type QO
or O (see P1-55).

These convergence results cover various direct proofs that have been obtained in either design
or mixture problems. See sections 5.6 and 5.7 for more details.

5.5 Composite case

In the composite case, the target function is of the form l := ϕ ◦ v with v : Ψ → U linear and
ϕ : U → R such that Dϕ(x0) exists and is linear for all x0 ∈ U . Here Ψ is a convex subset of a
linear space Y and U a subset of a linear space X.

It will moreover be assumed that a subset Θ ⊂ Ψ is known such that v(Θ) is a convex generator
of v(Ψ). This follows if Θ is a convex generator of Ψ, but this condition is not necessary and is
not necessarily fulfilled if Ψ is a set of measures.

Instead of directly applying the gradient method on l defined on Ψ, the composite structure of
l allows now to consider the gradient method on v(Ψ) instead. Due to the finite dimension of
v(Ψ), the required optimization problems are now covered by standard multivariate optimization
techniques.

In more detail, consider an initial estimate ψ0 ∈ Ψ. Then v(ψ0) is the initial value for the gradient
method for target function ϕ : v(Ψ) → R, leading to a sequence of iterates (xn : n ≥ 0). After
stopping at some x∗, a reconstruction step needs to be performed which consists of determining
the set v = {v(x∗)} or at least an element of it. Any such element is an approximate maximizer
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of l over Ψ.

Remember that after stopping, the values g(vi | x
∗) ≤ ε are known for the elements vi. Assuming

the ideal tolerance ε = 0 and under the additional assumption that all local maxima vi have
been determined, it can be shown that x∗ is a convex combination of the vi.

To explicitly obtain such a linear combination, maximize

(α1, .., αm) 7→ f

(

m
∑

i=1

αivi

)

(5.5.1)

under the restriction
∑m

i=1 αi = 1. This amounts to actually finishing the final update step as
if performing an optimal gradient method. In particular this means solving 5.3.4, but this time
under the additional condition β0 = 0.

Since the elements θi of {v = vi} are typically known by construction, such a linear combination
representing x∗ directly induces a corresponding linear combination of the θi, which by linearity
lies in {v = v(x∗)}.

The idealized assumption ε = 0 can typically be assumed to be approximately satisfied because
the choice of ε can be controlled. Somewhat more difficult is the verification of completeness of
the vi. An attempt will be presented in chapter 7 for a class of mixture problems.

A more direct approach to reconstruction is available if the initial ψ0 is stored. Since the update
of the the corresponding x0 := v(ψ0) is obtained by linearly combining x0 and certain vi = v(θi),
ψ0 may be updated to ψ1 ∈ {v = v(x1)} by a corresponding linear combination.

Unfortunately this kind of update typically requires some sort of pruning procedure which sim-
plifies the representation of the update ψ1. In the worst case, each new θi and their coefficients
must be added to the current representation, which may quickly become very large and ineffi-
cient, slowing the iteration step down.

In the special case of U ⊂ R
d, Carathéodory’s theorem ensures that for attainable values l∗ of

l the set {l = l∗} contains at least one convex combination with at most d + 1 elements in Θ,
effectively allowing a reduction of Ψ to conv(Θ). In case l∗ = sup l is attained, the set {ϕ = l∗}
often contains boundary elements, so that already d elements in Θ suffice; a simple sufficient
condition is unboundedness of ϕ over U .

Convergence properties for the three types of gradient methods follow directly from P1-55 under
joint continuity of D(2)ϕ and compactness of v(Θ).

A variant gradient method in the composite setting is the vertex-exchange method (VEM)
which is an attempt to increase convergence speed of the VDMwhile retaining a similar numerical
complexity. Instead of relying on the assumption that updating xn will gradually remove any
bad contributions, a bad contribution is explicitly determined at each step. By combining the
bad direction with the normal update direction the removal of bad influences is accelerated at
relatively low numerical cost.

More formally, vn ∈ V is chosen to maximize g(· | xn) or at least chosen with g(vn | xn) ≥
h0(d(xn)). In addition an element {v = xn} of the form

∑

k βkθk is established. The actual
search direction is then defined as xn− βl(v(θl)− vn), with l chosen that g(θl | xn) is minimized
over the available l. The update is finished by obtaining optimal step-lengths.
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Convergence for the VEM does not follow from the convergence statements so far, as the modi-
fication of the search direction may destroy the quasi-optimality of the search direction.

Moreover, in contrast to VDM and ISDM, the search direction requires knowledge of an element
in {v = xn}, so that the optimization is effectively performed within Ψ and not in v(Ψ) ⊂
R
K . As a consequence, the problem of having to store an updated and potentially inefficient

representation of the current estimate in Ψ needs to be considered, though it is somewhat
alleviated by the possibility of performing a full exchange step (αn = 1) which does not increase
the number of required support points.

Some more details about the VEM, in particular its convergence, can be found in sections 5.6
and 5.7.

5.6 Optimal design

Examples of composite case applications may be found in optimal design problems. Elementary
accounts of this problem type can be found in [22] and [63].

The basic problem in optimal design is to efficiently plan an experiment, i.e. to decide how
many observations should be taken and under which parameters.

The parameters and relative frequencies of observations under each parameter can be described
by a so-called normalized design ψ which is just a distribution over the space Θ of parameters.
The set Ψ then consists of all normalized designs that are under consideration. The function l
is chosen in such a way that l(ψ) describes the efficiency of the normalized design ψ.

The connection to the composite case setting is established by the function v with v(ψ) :=
ψ[λff t] for some suitable functions λ : Θ→ R and f : Θ→ R

p. The symmetric matrix v(ψ) can
be motivated as a reasonable summary of the information contained in the normalized design
ψ.

Now Θ can be identified with the set of all Dirac-measures on Θ, so that conv(v(Θ)) is at least
dense in the set v(Ψ). Compactness of v(Θ) ensures equality.

The actual efficiency measure is then determined by a function ϕ which transforms the infor-
mation into a single value. A typical choice is ϕ = log det, but other choices are possible as
well.

This shows that the composite case gradient method is applicable if v(Θ) is compact, which will
be assumed in the remainder of this section.

Since ϕ only needs to be defined on the d := p(p + 1)/2-dimensional space of all symmetric
p × p-matrices, each ψ allows an essentially equivalent design ψ0 with at most d + 1 support
points and l(ψ) = l(ψ0). As ϕ is unbounded, an optimal normalized design ψ∗ even allows to
choose ψ0 with at most d support points.

Due to smoothness of ϕ, convergence properties for all three types are automatically obtained
from P1-55.

Direct proofs of convergence for the VDM have been obtained by exact inequalities. Consider
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the Wynn-functions

hW (s, t) := −p log(1 + s) + log(1 + s(t+ p)), (5.6.1)

hF (s, t) := −(p− 1) log(1− s) + log(1 + s(t+ p− 1)). (5.6.2)

Inequality (3.6) in [77] implies that hW satisfies the properties of P1-53 for the specific sequence
βn = 1/n and λ = 1. Theorem 2.5.1 in [22] establishes the same property for hF and arbitrary
βn.

For the VDM with h0 = id, i.e. VDM with optimal search direction, the optimal step-length
can be explicitly calculated as

αn =
d(xn)

p(d(xn) + p− 1)
, (5.6.3)

as established in equation (2.5.11) in [22]. A direct proof of convergence for this particular
VDM, based on the properties of hF , can be found in [22], Theorem 2.5.3.

The VEM in this setting is due to [6] in which optimal step-lengths have been calculated, allowing
a direct proof of convergence based on this calculation.

5.7 Mixture NPMLE

Another application of the composite gradient method is the problem of establishing the non-
parametric maximum likelihood estimate (NPMLE) in a mixture model. A good account of this
problem can be found in [41].

Let P be a mixture model with component model P0 and parameter set Θ, as defined in section
2.9. Moreover, fixed distinct observations u1, .., uK with frequencies c1, .., cK are assumed and
references to them will be suppressed.

In this setting, it is convenient to choose the latent mixture parameter ψ as given in section
2.10.

As seen in (2.9.2), the mixture likelihood has exactly the form l = ϕ ◦ v as required by the
composite case gradient method, with v the likelihood vector and ϕ the secondary log-likelihood
function.

If the domain Ψ is chosen as the set of all possible distributions on Θ, the global maximizers of
l are called nonparametric maximum likelihood estimates (NPMLE) of the mixture model.

As in the optimal design case, Θ is identified with the set of all Dirac-measures on Θ, so that
conv(v(Θ)) is dense in v(Ψ). The compactness of v(Θ) ensures equality and makes the composite
gradient method applicable.

In the remainder of this section v(Θ) will be assumed to be compact.

For the latent parameter ψ, from (2.9.4), the mixture gradient function writes as

g(ρ | ρ0) =
K
∑

i=1

ci
vi(ψ)

vi(ψ0)
− n. (5.7.1)
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Its restriction to Θ considered as a subset of ψ exactly coincides with the restricted gradient
function g0 required in the gradient method for ϕ and can be written as

g0(θ | ρ0) =
K
∑

i=1

ci
f0(xi | θ)

f0(xi | ψ0)
− n, (5.7.2)

with the functions f0(· | θ) being the component model densities of P0.

Due to concavity and unboundedness of ϕ, any mixture ψ allows an equivalent finite mixture
ψ0 with l(ψ) = l(ψ0) with at most K + 1 components in general and at most K components if
ψ is an NPMLE.

Due to smoothness of ϕ, convergence properties for all three types are again directly obtained
from P1-55.

The selection of quasi-optimal search directions, or more exactly, sufficiently complete selection
of sets Vn of base search directions, will be investigated in detail in chapter 7.

An early application of the VDM in a mixture setting can be found in [64] without proof of
convergence. The latter has been established in [5] using a general formulation.

A direct proof of convergence for the VDM with h0 = id in the mixture setting can be found in
[7], which also contains a convergence proof for the VEM with h0 = id. The VDM proof can be
generalized to the convex setting, though it appears to require slightly stronger formal regularity
than P1-55 which is based on [77]. Another proof of VDM convergence in the mixture context
has been given in [39].

The convergence of the ISDM follows immediately from the one of the VDM, as the likelihood
increase achieved by the ISDM dominates the corresponding increase of the VDM at every step.
In [73] a specific implementation of the ISDM can be found along with a proof of convergence
for this version. This implementation directly maximizes on the space Ψ instead of v(Ψ) and
utilizes various numerical safeguards to control the number of support points that have to be
stored for each iterate.
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Chapter 6

The Lindsay bound

As described in section 5.5, the gradient method in the composite case with target function ϕ◦v
defined on Ψ provides a simple method to obtain a sequence (vn) of iterates on the effective
domain v(Ψ) of ϕ such that ϕ(vn) converges and typically increases to the optimal value.

Convergence depends on the selection of a suitable search direction zn, which in turn is con-
structed from a set Vn of basic search directions in a set v(Θ) for some suitable Θ ⊂ Ψ. As long
as the set Vn is quasi-optimal, i.e. contains an element v∗ such that the gradient value g(v∗ | vn)
is near enough to the optimal value d(vn), the convergence result holds. It therefore remains to
find a way to obtain such a quasi-optimal set Vn at each step.

An additional problem is to construct an element in {v = v∗} for the final iterate v∗. The
approach given in section 5.5 requires Vn to be complete, i.e. to contain all local maximizers of
the gradient g(· | v∗). This problem extends the problem of finding a quasi-optimal set.

Since any additional local maximizer in Vn typically increases convergence speed, it is reasonable
to consider the problem of finding all local maximizers.

It is to be expected that any full solution of this problem, if at all possible, will require intensive
numeric computations. A reasonable compromise for an actual implementation of such a method
would then be to use a simplified version with the option of obtaining additional local maximizers
at each iteration step and use a full search only for the final reconstruction step.

In this chapter the problem of determining the mixture NPMLE (see section 5.7) is considered,
in the special case of a univariate exponential family as component model.

It turns out that the special structure of the problem and a detailed analysis of zero order
properties allow to establish bounds on the number of zeroes of the gradient derivative on
certain intervals, which in particular bounds the number of local maximizers of the gradient
function itself. The pair of interval and associated bound will be referred to as zero bound in
the following.

The idea to determine such bounds is implicitly due to Lindsay (see [40]) who mainly used this
information as tool to establish that the number of local maximizers of the gradient function is
bounded by the number K of distinct observations available.

In [42] the latter result has been obtained in a much more elegant way and even for slightly
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more general model classes. Unfortunately, the method of proof therein does not seem to allow
the construction of bounds over subintervals, so is mainly of theoretic interest here.

The result in [40] is also not quite adequate yet to be used as tool for finding gradient maximizers,
as it only yields a result on the even and odd order zeroes.

In the following sections Lindsay’s original result will be extended to give a result in terms of
the actual zero orders themselves, which will in theory allow a construction of a partition of
the parameter space for each iterate vn that efficiently uses the additional information on the
number of zeroes to reliably obtain all desired local maximizers of g(· | vn).

Moreover, variations of the sequential argument on which the original proof is based, yields
additional zero bounds and potentially new information.

In addition, a rigorous proof is given of the extended result which replaces one specific implication
in Lindsay’s proof in [40], which appears to require the rather delicate (and far from obvious)
results on order properties of the quotient transformation, as summarized in section 3.2.

To more clearly illuminate the structure of the rather complex proof, it is broken into five stages,
described in subsections 6.2.1 to 6.2.5.

The chapter is concluded with the statement of a few useful sufficient conditions in section 6.3
that allow calculation of the right-hand side of the Lindsay bound. Actual zero bounds are then
obtained by checking these conditions which will be the focus of chapter 7.

6.1 The mixture NPMLE for exponential families

Remember the mixture notation from section 2.9, fixing a component model P0 and distinct
observations u1, .., uK with frequencies c1, .., cK .

More specifically, assume P0 as natural exponential family with densities f0(· | η) := exp(ηT −
κ(η)) as described in section 2.8. Instead of the parameter set Θ, the natural parameter set H
will be used in the following, as it indicates the choice of parametrization.

The gradient function gn required at step n of a gradient function has been evaluated in (5.7.2)
and for this specific problem becomes

gn(η) = g0(η | vn) :=
K
∑

i=1

ci
vni

exp(ηT (ui)− κ(η))− n. (6.1.1)

Remember that vn is the likelihood vector for the current estimate in Ψ and has the K compo-
nents vn1, .., vnK .

As motivated in the introduction of this chapter, the goal is to find all local maximizers of gn
over H, for each fixed xn. Formally only those local maximizers with nonnegative value are
required, though in [73] it has been observed that including the local maximizers with negative
value as potential search directions may have a stabilizing effect on subsequent iterations of the
gradient method.

A naive approach is to assign a more or less arbitrary grid on H and simply assume that the
grid is fine enough to ensure that there is at most one local maximum between consecutive grid
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points. An approach of this type for the case of exponential densities can be found in [59].

In [41] bounds on the possible variations of the gradient within a given interval have been
calculated involving second derivatives. These bounds can be used to construct an optimized
grid but it turns out that the number of required grid bounds quickly becomes prohibitively
large.

A more systematic approach is attempted in the remaining sections, which tries to determine
information about the locations of zeroes of the derivative

g′n(η) =:=
K
∑

i=1

ci
xni

(T (ui)− κ
′(η)) exp(ηT (ui)− κ(η)). (6.1.2)

Determining all zeroes of g′n automatically determines at least all local maximizers which yields
a solution of the problem at hand.

For better visualization of the intended procedure, consider a set of intervals S that still have
to be searched, another set T of intervals that have already been reliably searched and a set Z
of all zeroes contained in the intervals in T .

Initially S contains H, T is empty, as is Z. Let r = 0 and determine all intervals that can contain
at most r zeroes. Since no zeroes can be found in such intervals, remove all those intervals from
S and put them into T .

Increasing to r = 1, each obtained intervals may be intersected with each element in T as the
latter contain no zeroes. If something remains, search the interval for the single possible zero
and store it in Z, if found; in either case, move the interval from S to T , as it has been reliably
searched.

Increase to r = 2 and first check for each interval if it contains zeroes already found. If two such
zeroes are found, the interval can be considered searched, hence is moved from S to T . A single
such zero splits the interval into two r = 1 intervals. If no zeroes are covered, a zero search may
be performed and if successful, the split into two r = 1 intervals can be performed. Otherwise
it is reasonable to assume that there are in fact no zeroes in the interval, which moves it to T .

Along these lines, a reliable search can be performed, theoretically up to arbitrary bound r,
provided zero bounds are actually available for each fixed bound r.

This is of course a very simplified description, ignoring any efficiency and numerical problems
that may occur, and a more detailed description of a possible implementation will be given in
chapter 7.

For now the focus will be on the theoretical tools to determine zero bound information for
function types that contain the particular gradient derivatives defined by (6.1.2).

6.2 The Lindsay bound

In the previous section the problem statement has been reduced to finding all zeroes of the
functions g′n over an interval H, which is the natural parameter set of a natural exponential
family.
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The next step is to transform the expression (6.1.2) for g′n into a more manageable form. By
defining

wni :=
ci
xni

, yi := T (ui) (6.2.1)

and relabeling to obtain y1 < ... < yn, the expressions for gn and g′n are shortened to

gn(η) =
K
∑

i=1

wni exp(ηyi − κ(η))− n, (6.2.2)

g′n(η) =
K
∑

i=1

wni(yi − κ
′(η)) exp(ηyi − κ(η)). (6.2.3)

Using the concept of shifted derivative with respect to (y1, .., yK), as introduced in section 3.3,
and noting that (exp ◦κ)[i] = (κ′ − yi) exp ◦κ, a rearrangement of the expression for g′n leads to

g′n(η) = − exp(−2κ(η))
K
∑

i=1

wni(exp ◦κ)
[i](η) exp(ηyi), (6.2.4)

As far as zeroes are concerned, the factor before the sum is strictly negative and may be ignored.
Consequently, zero order properties of g′n are directly obtained by considering only the sum.

At the core of the subsequent argument is the simple identity proved in P6-1, which establishes
g′n, up to a non-vanishing factor, as a function of the form τL(wn, e), which in the next section will
be defined as quotient transformation (see section 3.2) of an exponential polynomial (see section
3.4) and e := exp ◦κ. The symbol L denotes the index set of summands under consideration,
initially L = {1, ..,K}. This allows to obtain zero order properties of g ′n at specific points by
considering the functions τL(w, e) instead, which will be done in stage 1 of the proof of the basic
Lindsay bound.

The Lindsay bound itself is a result on the order sums of the functions τL(w, e). It turns out
that the order sum of τL(w, e) can be bounded above by considering a modification σI,J(w, e) of
τL(w, e) (see 6.2.12), index sets I and J that form a partition of J . In certain special cases the
modified function σI,J(w, e) is itself of the form τJ(w

∗, e∗), with w and e modified to w∗ and e∗,
respectively. This allows iteration of the modification process that successively reduces the set
of summands to consider.

More specifically, the required modifications are of the form

w
[i]
j := wj(yi − yj) (j = 1, ..,K) (6.2.5)

e[i] := e′ − yie, (6.2.6)

for i ∈ L. Note that e[i] is a shifted derivative of e with respect to y and parameter function
v = id (see section 3.3). It is immediately clear that if w has strict sign over an index set L,
w[i] has the same strict sign over L \ {i} if i ≤ minL and opposite strict sign over L \ {i} if
i ≥ maxL.

The basic Lindsay bound can be concisely stated as

Zord (τL(w, e)) ≤ 1 + Zord (σI,J(w, e)) (6.2.7)
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over any open interval in H, where L = I + J with I = {l ∈ L : l ≤ l∗}, J = {l ∈ L : l > l∗} for
some l∗ ∈ L. The functions τL and σI,J will be defined exactly in (6.2.11) and (6.2.12), respec-
tively. The increment on the right-hand side may be considered as the cost of the modification,
worsening the best obtainable bound by 1.

The proof of this inequality is rather involved and will be broken into five stages that will be
presented in the subsequent sections. The first stage covers notation and elementary properties
while in the remaining stages special cases are proved which are ultimately combined into (6.2.7).

The original result of Lindsay in [40] proves this result not for the order sum but for the number
of sign-change zeroes, which are those zeroes with odd order. Inequality (6.2.7) contains the
original result.

Moreover, Lindsay only considered the special case l∗ = minL or I = {minL}, in which case
σI,J(w, e) reduces to a single summand and, after removing non-vanishing factors, the inequality

Zord (τL(w, e)) ≤ 1 + Zord

(

τJ(w
[l∗], e[l

∗])
)

(6.2.8)

is obtained. Now an iteration of this inequality is possible which in [40] ultimately leads to
a global bound on the number of sign-change zeroes of g′n and hence on the number of local
maxima of gn.

The more general version proved here also allows to choose l∗ = maxL instead, doubling the
possible options at each iteration step. While it may be expected that this extension holds, it is
not simple to prove this. The natural approach of reversing the order of L leads to y1 > ... > yK ,
which in turn reverses various local sign properties. It will ultimately turn out that all these
reversals indeed cancel out, as the exact value of δ = ±1 corresponding to the two choices of l∗

will play no role in the final result.

The approach to obtain zero bound information for g′n is to first turn g′n into a function τL(w, e)
as per (6.2.4) and use the Lindsay bound (6.2.7) to modify τL(w, e) until the order sum for
the modified function can be calculated explicitly. Sufficient conditions for such an explicit
calculation will be given in section 6.3 and as already mentioned, application of the sufficient
conditions is deferred to chapter 7.

To prepare notation for the iterative process, define the consecutive modifications of w and e by

w[i1,..,ik] := (w[i1,...,ik−1])[ik] (6.2.9)

e[i1,..,ik] := (e[i1,...,ik−1])[ik], (6.2.10)

with i1, .., ik ∈ {1..K}.

6.2.1 Proof of Lindsay bound: stage 1

Stage 1 of the proof of the Lindsay bounds establishes the notation used throughout all stages
of the proof and collects a few elementary key properties on orders and local signs of various
quantities.

Remembering the notation from 6.2, introduce the functions τL and σI,J required for the basic
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Lindsay bound as

τL(w, e) := q(εL(w), e) (6.2.11)

σI,J(w, e) :=
∑

i∈I

wi exp(yi·)τJ(w
[i], e[i]) (6.2.12)

for L ⊂ {1, ..,K}, y ∈ R
K with y1 < ... < yK , w ∈ R

K and e : H → R differentiable. The
quotient transformation q is defined in section 3.2, the exponential polynomials εL(w) in section
3.4 and the modifications w[i] and e[i] in (6.2.5).

Throughout the remaining stages L = I + J , y, w and e will be considered fixed. To shorten
notation, references to w and e as function arguments will be dropped. Additional terminology
includes the numbers

sL := sgn (wl : l ∈ L) (6.2.13)

δ := δ(I, J) = 1 {I < J} − 1 {I > J} , (6.2.14)

with the index set comparison to be interpreted elementwise. Note that sL may be undefined if
not all wl share the same sign. The condition δ = ±1 is now a simple way of saying that I and
J are obtained from L by splitting at some fixed element of L.

The first goal in stage 1 is to establish the core identity linking the function g ′n of interest to the
functions τL:

P6-1: The identity τL =
∑

l∈Lwl exp(yl·)e
[l] holds.

Proof: Apply the definition of the quotient transformation and simplify by using the definition of the

shifted derivative. ¦

Putting L = {1, ..,K} and e = κ and remembering (6.2.4), it is now obvious that τL differs from
g′n only by a non-vanishing factor function. The quotient transformation also links the function
τL with σI,J .

P6-2: The identity q(τI , τJ) = eσI,J is valid.

Proof: Dropping references to w and e, apply the definitions of q, τL and εL to obtain

q(τI , τJ ) =
∑

i∈I

∑

j∈J

wiwj exp((yi + yj)·)rij (6.2.15)

with rij = e[i]e[j,−j] − e[i,−i]e[j]. From P1-25 it consequently follows

q(τI , τJ ) = e
∑

i∈I

∑

j∈J

wiwj(yi − yj) exp(yj ·) exp(yi·)e
[i,j] (6.2.16)

and the definitions of w[i] and σI,J finish the proof after simple rearranging. ¦

From this connection and the property P1-21, the basic Lindsay bound almost follows directly.
What remains to do is to argue that the factor e has no influence on the order sum, which
requires considerably more effort.

The remainder of stage 1 deals with basic order properties of of τL in various points and then
deduce order and local sign properties of q(τI , τJ).
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The order properties of τL in zeroes t of e are easily established, using the order properties of q
for the simpler case of differing orders of the argument functions:

P6-3: If ordz (t | e) > 0 and sL = ±1, then

ordz (t | τL) = ordz (t | e)− 1, (6.2.17)

ords (t | τL) = sL ords (t | e) . (6.2.18)

Proof: Due to sL = ±1 and P1-27, ordz (t | εL). Since ordz (t | e) > 0 by assumption, the stated order

properties follow directly from P1-17. ¦

Considering zeroes t of τIτJ instead, the following fundamental property is crucial (see also
[40]):

P6-4: If t is any zero of τIτJ , sL ∈ {−1, 0,+1} and δ = ±1, then

sgn (τI − τJ) (t) = −sLδ sgn (e) (t). (6.2.19)

Proof: Trivial for s = 0, so s = ±1 may be assumed. Consider the case e(t) 6= 0, so e[l](t) is strictly

monotone in l by definition. If τI(t) = 0, P6-1 for L = I together with sL = ±1 implies that e[l](t)

attains positive and negative values for l ∈ I. Since δ = ±1, i.e. either I < J or I > J , e[l](t) has

strict sign for l ∈ J and it is easily seen for each of the two cases that this sign equals δ sgn (e(t)). Now

sgn (τI − τJ) (t) = − sgn (τJ(t)) = −sLδ sgn (e(t)) follows from P6-1 for L = J , finishing the proof for

the case τI(t) = 0. An analogous argument can be made if τJ(t) = 0, interchanging the roles of I and J .

If e(t) = 0, then e[l](t) equals e′(t), independently of l. Since either τI(t) or τJ(t) must vanish, P6-1 for

L = J and L = I, respectively, implies e′(t) = 0. Consequently τI(t) = τJ(t) = 0 in fact holds, concluding

the proof. ¦

As a consequence of this fundamental identity, it follows that for simultaneous zeroes of
τIτJ , i.e. zeroes of both τI and τJ , the zero order properties of τL are completely independent
of L.

P6-5: If t is a simultaneous zero of τIτJ , sL ∈ {−1, 0, 1} and δ = ±1, then

ordz (t | e) ≥ 2, (6.2.20)

ordz (t | τI) = ordz (t | τJ) = ordz (t | τL) = ordz (t | e)− 1, (6.2.21)

ords (t | τI) = ords (t | τJ) = ords (t | τL) = sL ords (t | e) . (6.2.22)

Proof: For a simultaneous zero t of τIτJ , P6-4 implies e(t) = 0. Consequently e[l](t) = e′(t) indepen-

dently of l and e′(t) = 0 can be deduced as in the proof of P6-4. This implies ordz (t | e) ≥ 2 and P6-3

applies, proving the remaining order properties. ¦

For non-simultaneous zeroes t of τIτJ , i.e. zeroes of τIτJ that are not simultaneous, the
following obvious result holds:

P6-6: For any non-simultaneous zero t of τIτJ , ordz (t | τL) = 0 holds.

Proof: Since t is non-simultaneous, τL = τI + τJ can not vanish in t. ¦

For both types of zeroes of τIτJ it is now possible to obtain order properties and, more impor-
tantly, local signs of q(τI , τJ). First the simpler case of non-simultaneous zeroes is considered:
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P6-7: If t is a non-simultaneous zero of τIτJ , sL ∈ {−1, 0,+1} and δL = ±1, then

ordz (t | q(τI , τJ)) = ordz (t | τIτJ)− 1 (6.2.23)

sgn+ (t | q(τI , τj)) = −sLδ sgn+ (t | TIe) if sgn+ (t | τIτJ) = +1 (6.2.24)

sgn− (t | q(τI , τj)) = sLδ sgn− (t | TIe) if sgn− (t | τIτJ) = +1. (6.2.25)

Proof: Trivial for sL = 0, so sL = ±1 may be assumed. Obviously orders of τI and τJ differ in non-

simultaneous zeroes t, so P1-17 and P1-18 are applicable, implying the order property and two sign

properties involving the difference τI − τJ . For non-simultaneous zeroes t moreover the value in the

equality in P6-4 does not vanish. Inserted into the obtained sign properties, this gives gives the desired

properties. ¦

To obtain the order properties of the quotient transformation, only the simpler variant of
differing orders has been needed here. Note the extra conditions for these particular expression
of the local signs.

Simpler in statement but more involved in proof is the case of simultaneous zeroes:

P6-8: If t is a simultaneous zero of τIτJ , sL = ±1 and δ = ±1, then

ordz (t | q(τI , τJ)) = 2 ordz (t | e)− 2 (6.2.26)

sgn+ (t | q(τI , τj)) = −sLδ sgn+ (t | τIe) (6.2.27)

sgn− (t | q(τI , τj)) = sLδ sgn− (t | τIe) . (6.2.28)

Proof: Let κ := εJ (t)/εI(t) and r = ordz (t | e). Since t is a simultaneous zero, P6-5 implies r ≥ 2. From
P1-28 obtain κ > 0 and

ordz (t | εJ − κεI) = 1, ords (t | εJ − κεI) = sLδ. (6.2.29)

Moreover, P1-15 implies τJ − κτI = q(εJ − κτI , e) and since ordz (t | e) = r ≥ 2, P1-17 implies the
properties

ordz (t | τJ − κτI) = r, ords (t | τJ − κτI) = sLδ ords (t | e) . (6.2.30)

These two equalities imply τ
(r−1)
J = κτ

(r−1)
I in t. But r− 1 = ordz (t | τA) for any A ⊂ L by P6-5, which

means ordv (t | τJ) = κ ordv (t | τJ ), hence κ = τJ(t)/τI(t). Moreover, local signs can be computed
directly as

sgn+ (t | τJ − κτI) = sLδ sgn+ (t | e) , sgn− (t | τJ − κτI) = sLδ sgn− (t | e) , (6.2.31)

utilizing ordz (t | τJ − κτI) = ordz (t | e). Finally apply P1-20 to obtain

sgn+ (t | q(τI , τj)) = sgn+ (t | τI(τJ − κτI)) , sgn− (t | q(τI , τj)) = − sgn− (t | τI(τJ − κτI)) , (6.2.32)

which finishes the proof. ¦

In this instance both cases, differing and coinciding orders, are needed to obtain the order
properties of the relevant quotient transformations. Note that the local signs are exactly equal
to those in the non-simultaneous case, there under additional conditions. This will be the key
element of the corresponding case in the proof of the Lindsay bound.

The far from trivial argument given in the proof of P6-8 is completely missing in [40] who instead
gave a short, apparently heuristic, explanation at the corresponding step in the proof (see stage
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3). This explanation appears to be hard to justify formally and it is not even obvious if the
argument here provides this formal justification. It definitely suffices to formulate a complete
and rigorous proof of the Lindsay bound, though, as will be seen in the remaining stages.

6.2.2 Proof of Lindsay bound: stage 2

Stage 2 combines some of the results in stage 1 to obtain a pointwise version of the basic Lindsay
bound, in zeroes of τIτJ .

First consider simultaneous zeroes t:

P6-9: If t is a simultaneous zero of τIτJ , then

ordz (t | τL) = 1 + ordz (t | σI,J) . (6.2.33)

Proof: If t is a simultaneous zero of τIτJ and letting r := ordz (t | e), P6-5 implies r ≥ 2 and

ordz (z | τL) = r − 1 on the one hand. On the other hand, in conjunction with P6-8 and P6-2, the

relation 2r − 2 = r + ordz (z | σI,J ) is obtained. Putting both equalities together yields the desired

equality. ¦

In case of non-simultaneous t, the pointwise Lindsay bound is obtained as follows:

P6-10: If t is a non-simultaneous zero τIτJ , in particular if ordz (t | τIτJ) is odd, then

ordz (t | τL) = 0 ≤ ordz (t | σI,J) . (6.2.34)

Proof: If t is a non-simultaneous zero, then P6-6 implies ordz (t | τL) = 0 and ordz (t | σI,J ) ≥ 0 is

trivially true. It remains to check that if ordz (t | τIτJ) is odd, t must be non-simultaneous. If it were

simultaneous, P6-5 ensures that each τA has zero properties independently of A ⊂ L. In particular, the

zero orders of τI and τJ would coincide, implying that ordz (t | τIτJ) is even, in contradiction to the

assumption. ¦

For special non-simultaneous t, the pointwise Lindsay bound can be improved.

P6-11: If t is a non-simultaneous zero τIτJ and τIτJ ≤ 0 locally in t, then

ordz (t | τL) = 0 ≤ −1 + ordz (t | σI,J) . (6.2.35)

Proof: From P6-10, it suffices to ensure that ordz (t | σI,J ) is odd, i.e. at least 1. Assume e(t) = 0.

By P6-3, τI and τJ have the same local sign behavior, so τIτJ ≥ 0 locally in t. By assumption

then τIτJ = 0 locally in t, contradicting finiteness of the order. Consequently, e has strict sign and

ordz (t | q(τI , τJ )) = ordz (t | σI,J ) by P6-2. On the other hand, ordz (t | τIτJ) must be even by assump-

tion, so ordz (t | q(τI , τJ )) = ordz (t | τIτJ) must be odd by P1-17. ¦

These results will be needed in stage 4 to extend the results from stage 2.

6.2.3 Proof of Lindsay bound: stage 3

Stage 3 of the proof restricts attentions to intervals with strict sign of τIτJ . The results of stage
2 are not needed here.
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First consider the case of positive sign, which is exactly the argument in [40] that may be in-
complete, as noted at the end of stage 1. The crucial element in this particular argument is the
fact that local signs of q(τI , τJ) in a zero t of τIτJ do not depend on the type of zero, under
certain conditions (see P6-7 and P6-8).

P6-12: Let (α, β) be an open interval on which τIτJ > 0, with zeroes in both α and β. If
sL = ±1 and δ = ±1, then

Zord (τL) ≤ −1 + Zord (σI,J) (6.2.36)

on (α, β).

Proof: Obviously τI and τJ share strict sign z on (α, β). Consequently Zord (τL) = 0 and it suffices to
show Zord (σI,J ) ≥ 1. Moreover it follows sgn+ (α | τIτJ) = sgn− (β | τIτJ ) = s2

L = +1, so by P6-7 and
P6-8, it follows

sgn+ (α | q(τI , τJ )) = −sδ sgn+ (α | τIe) , sgn− (β | q(τI , τJ )) = sδ sgn− (β | τIe) , (6.2.37)

regardless of the respective type of zero. Using P6-2 implies

sgn+ (α | σI,J ) = −szδ, sgn− (β | σI,J ) = szδ, (6.2.38)

so σI,J must have a sign change on (α, β). ¦

The case of strict negative sign is much more elementary. In particular, it does not require the
condition δ = ±1, hence works for arbitrary partitions of L.

P6-13: Let (α, β) be an open interval on which τIτJ < 0. If sL = ±1, then

Zord (τL) ≤ 1 + Zord (σI,J) (6.2.39)

on (α, β).

Proof: Both τI and τJ have strict sign on (α, β) and τL = τI + τJ , P1-21 implies Zord (τL) ≤ 1 +

Zord (q(τI , τJ )). Due to P6-2, it remains to show that e has strict sign. But if e(t) = 0 were true for some

t, then τI and τJ have the same local sign behavior in t due to P6-3. Consequently τIτJ ≥ 0 must hold

locally in t, contradicting τIτJ < 0. ¦

The two statements P6-12 and P6-13 complete the third stage. Together with the pointwise
Lindsay bounds derived in stage 2, the strictness assumptions will be removed next.

6.2.4 Proof of Lindsay bound: stage 4

In this stage the assumption of strict sign of τIτJ on the considered interval is dropped and
zeroes will now be allowed as well. The pointwise Lindsay bounds derived in stage 2 will be
utilized.

The case of nonnegative sign has three subcases, which depend on the number of zeroes in the
endpoints of the intervals:
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P6-14: Let (α, β) be an open interval on which τIτJ ≥ 0 with zeroes in both α and β. If
sL = ±1 and δ = ±1, then

Zord (τL) ≤ −1 + Zord (σI,J) (6.2.40)

on (α, β).

Proof: Let Z be the set of zeroes of τIτJ on (α, β), so that (α, β)−Z is a union of |Z|+1 open intervals
on which τIτJ > 0. By P6-12 obtain

Zord (τL) ≤ −(|Z|+ 1) + Zord (σI,J ) , (6.2.41)

on (α, β) − Z. Any element of Z is an even-order zero of τIτJ , due to τIτJ ≥ 0. For each z ∈ Z the
inequality ordz (z | τL) ≤ 1 + ordz (z | σI,J ) follows from the worst case of the pointwise Lindsay bound
P6-9, which leads to

Zord (τL) ≤ |Z|+ Zord (σI,J ) , (6.2.42)

on Z. Combining both inequalities concludes the proof. ¦

The second subcase allows the treatment of border intervals, for which one endpoint may not
be a zero of τIτJ .

P6-15: Let (α, β) be an open interval on which τIτJ ≥ 0 and with a zero in either α or β. If
sL = ±1 and δ = ±1, then

Zord (τL) ≤ Zord (σI,J) (6.2.43)

on (α, β).

Proof: Assume α is not a zero of τIτJ , so that β must be. If there is no zero of τIτJ on (α, β), (6.2.43)

holds trivially. So let z be the zero of τIτJ nearest to α, which must be an even-order zero of τIτJ due

to τIτJ ≥ 0. Consequently P6-14 applies on (z, β). Since there is no zero on (α, z) it therefore remains

to obtain ordz (z | τL) ≤ 1 + ordz (z | σI,J ), which follows from the worst case of the pointwise Lindsay

bound P6-9. ¦

The third subcase applies to the case that the border intervals on both sides coincide:

P6-16: Let (α, β) be an open interval on which τIτJ ≥ 0. If sL = ±1 and δ = ±1, then

Zord (τL) ≤ 1 + Zord (σI,J) (6.2.44)

on (α, β).

Proof: In case there is no zero of τIτJ at all, P6-12 applies. So fix a zero z of τIτJ in (α, β). On (α, z)

and (z, β) then P6-15 applies, so it suffices to consider the single zero z. But then the required inequality

follows from the worst case of the pointwise Lindsay bound P6-9. ¦

To complete the fourth stage of results, consider intervals on which τIτJ is non-positive.

P6-17: Let (α, β) be an open interval on which τIτJ ≤ 0. If sL = ±1 and δ = ±1, then

Zord (τL) ≤ 1 + Zord (σI,J) (6.2.45)

on (α, β).
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Proof: Let Z be the set of zeroes of τIτJ on (α, β), so that (α, β)− Z is a union of |Z|+ 1 intervals on
which τIτJ < 0 holds. Consequently, P6-13 implies

Zord (τL) ≤ (|Z|+ 1) + Zord (σI,J ) , (6.2.46)

on (α, β) − Z. For each z ∈ Z the inequality ordz (z | τL) ≤ 1 + ordz (z | σI,J ) follows from the worst
case of the pointwise Lindsay bound P6-9, which leads to

Zord (τL) ≤ − |Z|+ Zord (σI,J ) (6.2.47)

on Z. Combining both inequalities concludes the proof. ¦

The results obtained in this stage are now sufficient to obtain the full Lindsay bound, without
any restrictions on the interval.

6.2.5 Proof of Lindsay bound: stage 5

In this final stage, the results of stage 4 will be combined with the pointwise Lindsay bound
from stage 2 to obtain the final result.

P6-18: If sL ∈ {±1} and δ ∈ {±1}, then

Zord (τL) ≤ 1 + Zord (σI,J) (6.2.48)

holds on any open interval in H.

Proof: Fix an interval (α, β) ⊂ U and let S be the set of odd-order zeroes of τIτJ on (α, β). By P6-10
it then follows

Zord (τL) ≤ Zord (σI,J ) (6.2.49)

on Z, so it suffices to consider the set (α, β)−S, which is a finite union of open intervals. By choice of Z,

the signs of τIτJ alternate on consecutive intervals, though the sign within an interval need not be strict.

If Z is empty, then either the nonnegative variant P6-17 or the worst case non-positive variant P6-16

applies, each of which implying (6.2.48). Consequently Z is non-empty, ensuring two distinct border

intervals. If τIτJ ≥ 0 holds on such a border interval, P6-15 applies, so that such a border interval may

be ignored. If no interval remains (which may happen for |Z| = 1), (6.2.48) holds, even with 1 replaced

by 0. It may therefore be assumed that to all intervals either P6-17 or P6-14 applies, and that there is

exactly one more of the former. Combining the corresponding inequalities shows validity of (6.2.48). ¦

6.3 Direct criteria

As hinted at in section 6.2, the Lindsay bound P6-18 is applied iteratively to obtain zero bound
information for the function g′n defined in (6.2.4), until the term Zord (σI,J) appearing on the
right-hand side of the Lindsay bound can be calculated or bounded.

For this purpose several criteria will be collected in this section that allow a direct calculation
of the order sum of either σI,J or τL. Remember that σI,J essentially reduces to τJ if I consists
of a single point.
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A simple condition ensuring Zord (τL) = 0 can be formulated as follows:

P6-19: If e[minL]e[maxL] > 0 on an interval (α, β) and sL = ±1, then Zord (τL) = 0.

Proof: Fix t ∈ (α, β), so by assumption e[a](t) shares sign s(t) = ±1 with e[b](t). By P1-24 then e[l](t)

must have sign s(t) = ±1 for any l ∈ L. By continuity of e′, s(t) is independent of t and Zord (τL) = 0

follows from sL = ±1 and P6-1. ¦

A slightly more complicated argument leads to an upper bound of 1:

P6-20: Let l ∈ L be fixed and l + 1 denote its successor in L. If e[l], e[l+1] and e[l,l+1] have
either signs (+1,−1,−1) or (−1,+1,+1) on (α, β) and sL = ±1, then Zord (τL) ≤ 1.

Proof: Set I := {i ∈ L : i ≤ l} and J := {j ∈ L : j ≥ l + 1}. Both sign assumptions imply τIτJ < 0 on
(α, β), so that the special case P6-13 of the Lindsay bound suffices, provided it can be ensured that σI,J
has no zeroes on (α, β). Using the definition (6.2.12) of σI,J and inserting the definition (6.2.11) shows
that σI,J will have no zeroes on (α, β), if e

[i,j] ≤ e[l,l+1] < 0 on (α, β) for all i ∈ I and j ∈ J . The missing
inequalities follow from e[l,l+1] < 0

e[i,j] ≤ e[i,l+1] ≤ e[l,l+1] (i ∈ I, j ∈ J) (6.3.1)

on (α, β). The latter follows from e[i,·] being decreasing for i ∈ I and e[l+1,·] being increasing, using

the symmetry result P1-23. By P1-24 a sufficient condition is e[i] > 0 for i ∈ I and e[l+1] < 0. Using

P1-24 again yields the sufficient conditions e[l] > 0 and e[l+1] < 0 on (α, β). This is provided by the

sign assumption (+1,−1,−1). The alternate sign assumption is seen as sufficient by starting with the

condition e[i,j] ≤ e[l,l+1] < 0 on (α, β) for all i ∈ I and j ∈ J and following an analogous argument. ¦

These two results cover the most important sources for weight-independent zeroes bounds which
will be reusable for each g′n.

More complicated conditions can be found if the weights are taken into account, though this
prevents reusability and the obtained zero bounds are only guaranteed to hold for the currently
considered g′n.

One source of such refined conditions is the special case P6-13 of the Lindsay bound which
holds for arbitrary partitions L = I + J . If I and J are obtained by splitting at some element,
P6-20 is essentially obtained. For all other kinds of splitting the assumption τIτJ < 0 can only
hold if weights are taken into account. Note that as the modified weights have sign changes,
the Lindsay bound can not be applied again, so that such a split stops this particular iteration
sequence.

As the resulting zero bounds typically give rather small intervals, this line of generation will not
be investigated further here.

Another source of weight-dependent zero bounds is to consider the modified functions τL them-
selves and use a grid to determine consecutive grid points which appear strongly bounded away
from zero, so that only very extreme peaks can change the sign between such gridpoints. The
outer gridpoints of such consecutive gridpoint sets then can be used as approximative interval
on which Zord (τL) = 0 holds at least very probably.

The resulting zero bounds for g′n will be referred to as approximative zero bounds and are
potentially larger than their weight-independent counterparts, though they carry some measure
of uncertainty as to their actual validity.
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Chapter 7

Zero bounds

Based on the theoretical tools provided in chapter 6 in regard to zeroes of the gradient functions
g′n, the applicability of the Lindsay bound and the sufficient conditions derived in section 6.3 is
investigated.

By iterating the Lindsay bound and considering different variations of the iteration sequence, a
variety of sufficient conditions for zero bounds on g′n will be obtained in section 7.1.

Under the assumption of polynomial variance in the exponential family, it is then seen in 7.2
that these sufficient conditions can each be reduced into establishing strict sign intervals of given
polynomials.

A potential implementation of a structure is suggested in section 7.3 that efficiently represents
the total information contained in all zero bounds obtained.

Finally an algorithm is described in section 7.4 that utilizes the information structure suggested
in section 7.3 to reliably search for local maximizers of given functions.

7.1 Using the Lindsay bound

In this section an overview will be given concerning the actual usage of the basic Lindsay bound,
which will result in basic information structures that can be used to more efficiently search for
zeroes of each g′n or, alternatively, local extrema of gn.

Various choices regarding the optimization design have to be made.

First it should be established what kind of iteration sequences of the Lindsay bound will be
looked at and how many steps will be taken. For simpler formulas let l(k) := (1, .., k), r(k) :=
(K + 1− k, ..,K) for k = 0, ..,K − 1, with l(0) = r(0) denoting empty vectors. Note that both
l(k) and r(k) have exactly k components.

The minimum iteration is the particular sequence that splits off the minimal index of each
current L. The corresponding inequalities implied by the Lindsay bound are then

Zord

(

g′n
)

≤ a+ Zord

(

τ{a+1,..,K}(w
[l(a)], e[l(a)])

)

(7.1.1)
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for a = 1, ..,K − 1, requiring modifications of order l(a) for fixed a.

The maximum iteration analogously splits off the maximal index at each at each current L.
Consequently, the Lindsay bound implies

Zord

(

g′n
)

≤ b+ Zord

(

τ{1,..,K−b}(w
[r(b)], e[r(b)])

)

(7.1.2)

for b = 1, ..,K − 1, requiring modifications of order r(b) for fixed b.

The mixed iterations split off either the minimal or the maximal elements at each current
L. By permutation invariance of the modifications it turns out that it may be assumed that
minimal elements are split off first, then maximal elements. This results in the inequalities

Zord

(

g′n
)

≤ a+ b+ Zord

(

τ{a+1,..,K−b}(w
[l(a),r(b)], e[l(a),r(b)])

)

(7.1.3)

for a, b ≥ 0 with a+ b = 1, ..,K − 1. In case of a = 0 or b = 0, 1, .., a and K +1− b, ..,K denote
empty sequences of indices, respectively. Consequently, minimum and maximum iterations are
specific mixed iterations. Modifications of order (l(a), r(b)) are required for fixed a, b.

Choosing a maximal value for a + b limits the allowable depth of the iterations involving the
Lindsay bound, with K − 1 being the maximal reasonable choice. Note that the modifications
of order (l(a), r(b)) with constant value a + b = s can be used to obtain all modifications with
a + b = s + 1. Consequently, any depth limit can be chosen small at the start and be easily
incremented as the need arises.

Another choice involves the selection of criteria from section 6.3. In case of mixed iterations,
using P6-19 results in the two conditions

e[l(a+1),r(b)] > 0, e[l(a),r(b+1)] > 0 (7.1.4)

e[l(a+1),r(b)] < 0, e[l(a),r(b+1)] < 0 (7.1.5)

for fixed a, b ≥ 0 with a+ b = 0, ..,K − 1, Each of these conditions result in the inequality

Zord

(

g′n
)

≤ a+ b. (7.1.6)

Note that the case a + b = 0 is included, the resulting conditions directly verifiable from the
definition of g′n. The cases a = 0 and b = 0 correspond to maximum and minimum iteration,
respectively.

Inequality P6-20 similarly results in the two conditions

e[l(a),l,r(b)] > 0, e[l(a),l+1,r(b)] < 0, e[l(a),l,l+1,r(b)] < 0 (7.1.7)

e[l(a),l,r(b)] < 0, e[l(a),l+1,r(b)] > 0, e[l(a),l,l+1,r(b)] > 0 (7.1.8)

for fixed a, b ≥ 0, a+ b = 0, ..,K− 1 and l = a+1, ..,K− b− 1. Each of these conditions implies

Zord

(

g′n
)

≤ a+ b+ 1. (7.1.9)

It is now apparent that zero bounds in these two cases are determined only by the intervals on
which the relevant shifted derivatives of e have strict sign.
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Weight-dependent criteria based on P6-13 can be described in a similar way, employing an
additional intersection with an interval dependent on the weights. As these zero bounds will not
be considered, a precise statement will be omitted.

For approximative zero bounds, knowledge of the strict sign intervals is not sufficient and an im-
plementation of the full function is required. Such approximative bounds replace the conditions
given in (7.1.4) and hopefully yield accurate larger intervals for the specific g ′n.

For purposes of indexing the sufficient conditions for a given number r of total modification
steps, the index pair (a, l) suffices with a = 0, .., r and l = 0, a+1, ..,K − r+ a. Since b = r− a,
each such index pair identifies a pair of sufficient conditions, with l = 0 indicating the pair from
(7.1.4) and l > 0 the pair from (7.1.7). Iteration along the lexicographical ordering for fixed r
is not difficult to implement, allowing iteration through all possible sufficient conditions.

What still needs consideration is the calculation of relevant shifted derivatives for each index pair
(a, l) representing one pair of sufficient conditions. While it is always possible to manually calcu-
late and implement these functions directly, this quickly becomes prohibitively time-consuming
and a way to auto-generate these functions and intervals is required. Auto-generation will be
the topic of section 7.2, for exponential families with polynomial variance functions, which in
particular includes the standard exponential families. See [49] for all exponential families with
quadratic variance and [50] for additional statistical properties of such families.

Once the relevant shifted derivatives are available for a given index (a, l) at modification level r,
it remains to determine those subintervals for which the represented condition holds, returning a
set of zero bounds with bound r or r+1, depending on l = or l > 0. This will also be described
in section 7.2, for the specific auto-generation process described therein.

From this description it should be clear that, provided the remaining open questions have been
solved, an iteration through all sufficient conditions can be implemented with each iterate (r, a, l)
return a list of disjoint zero bounds with bound either r or r + 1. This information need to
be stored away in some information structure, ideally with redundant parts stripped away, to
optimize efficiency. For specific g′n any weight-dependent information can be temporarily added
to this information structure, obtaining an optimal information base for each step. Suggestions
on implementing such an informational structure will be given in section 7.3.

The application of this information will be considered in section 7.4 to reliably obtain the local
extrema of any function to which the zero bound information applies, which will conclude this
chapter and the thesis.

7.2 Generating shifted derivatives

In section 7.1 it has been observed that shifted derivatives of exp ◦κ need to be calculated to
obtain actual zero bounds.

For weight-independent zero bounds only intervals with strict sign are required, from which zero
bounds follow by appropriate intersecting.

The crucial observation is that these shifted derivatives are essentially special moment functions
of the underlying exponential family. More precisely:
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P7-1: For any y ∈ R
K and l ∈ {1, ..,K}n

(exp ◦κ)[l](η) = exp(κ(η))P (η)

[

n
∏

i=1

(T − yli)

]

= µ

[

exp(ηT )
n
∏

i=1

(T − yli)

]

(7.2.1)

for all η ∈ H.

Proof: The second equality is obvious from P (η) = exp(ηT − κ)µ. The first equality is trivial for n = 0.
The inductive step is finished by observing

(exp ◦κ)[l1,..,ln+1](η) =

(

η 7→ µ [exp(ηT )]
n
∏

i=1

(T − yli)

)[ln+1]

(η) (7.2.2)

= µ [exp(ηT )]T

n
∏

i=1

(T − yli)− yn+1µ [exp(ηT )]

n
∏

i=1

(T − yli) (7.2.3)

= µ [exp(ηT )]

n+1
∏

i=1

(T − yli). (7.2.4)

Note that interchangeability of differentiation and integration is justified and well-known for this partic-

ular integrand. ¦

As a consequence, the terms e[l] with l ∈ {1, ..,K}n appearing in the zero bound generating con-
ditions in 7.1 can be replaced by moment functions D(· | yl1 , .., yln) of the underlying exponential
family, defined by

D(· | y1, .., yn) := P (η)

[

n
∏

i=1

(T − yi)

]

. (7.2.5)

This function is called data moment of the exponential family P0 with respect to y1, .., yn.
Formally n = 0 will be indicated by using the argument () and setting D(· | ()) := 1.

In [40] these functions have been called mixture moments, but this is a mixture model specific
object, a more neutral terminus has been chosen instead.

Using total positivity of the function η 7→ exp(ηT ) (see [34] for more on the concept of total
positivity), it can be established that (exp ◦κ)[l] for an index vector l ∈ Ln behaves like a
polynomial in that it has no more than n zeroes. See [40] for the exact argument.

This completes the argument in [40] that establishes a global zero bound: applying the Lindsay
bound along the full minimum iteration, yields the final inequality

Zord

(

g′n
)

≤ K − 1 + Zord

(

τ{K}(w
[l(K−1)], e[l(K−1)])

)

= K − 1 + Zord

(

e[l(K−1)]
)

≤ 2K − 1,

(7.2.6)

see also (7.1.1) for a = K − 1. In particular, each gn can have at most K local maxima.

The next key observation is that for some exponential families parametrizations exist such that
the data moments are true polynomials.

To obtain this, let τ : Θ→ H denote any parametrization and write

p(· | y1, .., yn) := D(· | y1, .., yn) ◦ τ (7.2.7)
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for the transformed data moments. As with the untransformed data moments, p(· | ()) := 1 is
formally written for n = 0.

It is then obvious that the sufficient conditions from section 7.1 with p(· | yl1 , .., yln) instead of
e[l] and l ∈ {1, ..,K}n determine zero bounds for the transformed function g′n ◦ τ instead.

Moreover, a recursive identity can be established for the transformed data moments:

P7-2: If τ ′ does not vanish on Θ, then

p(· | y1, .., yn+1) =
1

τ ′
p′(· | y1, .., yn) + (κ′ ◦ τ − yn+1)p(· | y1, .., yn) (7.2.8)

holds for all y ∈ R
n+1 and n ∈ N0.

Proof: Directly from P7-1

(exp ◦κ)[1,..,k] ◦ τ = (exp ◦κ ◦ τ)p(· | y1, .., yk) (k = 0, .., n+ 1) (7.2.9)

is obtained, applying the definitions (7.2.5) and (7.2.7) and using shifted derivatives with respect to y
and v = 1. Using the transformation property P1-26, this can be written as

(exp ◦κ ◦ τ)[1,..,k] = (exp ◦κ ◦ τ)p(· | y1, .., yk) (k = 0, .., n+ 1), (7.2.10)

with shifted derivatives now with respect to y and 1/τ ′. Consequently, the chain of equalities

p(· | y1, .., yn+1) = exp ◦(−κ ◦ τ)(exp ◦κ ◦ τ)[1,..,n+1] (7.2.11)

= exp ◦(−κ ◦ τ)

(

1

τ ′
(exp ◦κ ◦ τ)[1,..,n+1])′ − yn+1(exp ◦κ ◦ τ)

[1,..,n]

)

(7.2.12)

= exp ◦(−κ ◦ τ)

(

1

τ ′
((exp ◦κ ◦ τ)p(· | y1, .., yn))

′

)

− yn+1p(· | y1, .., yn) (7.2.13)

=
1

τ ′
p′(· | y1, .., yn)−

(

(κ ◦ τ)′

τ ′
− yn+1

)

p(· | y1, .., yn) (7.2.14)

follows and (κ ◦ τ)′ = (κ′ ◦ τ)τ ′ finishes the proof. ¦

For a parametrization τ such that both 1/τ ′ and κ′ ◦ τ are polynomial, it then follows that any
transformed data moment p(· | y1, .., yn) is a polynomial itself. Since the recursive property in
P7-2 is easily implementable for polynomials, in such a case arbitrary transformed data moments
can easily be calculated.

For a possible way to implement such a calculation that matches with the indexing scheme
suggested in the previous section 7.1, define

pra := p(· | y1, .., ya, yK+1−r+a, .., yk) (7.2.15)

(7.2.16)

for fixed modification level r and a = 0, .., r. These polynomials suffice to resolve all condition
pairs represented by (a, l) with l = 0, a + 1, ..,K − r + a. For each such pair (r, a), define the
transformations

p[s]
ra :=

1

τ ′
p′ra + (κ′ ◦ τ − ys)pra (7.2.17)

p[s,t]
ra := (p[s]

ra)
[t]
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for s, t ∈ {1, ..,K}. Remembering b = r − a, for l = 0 the relevant condition pair is

p[a]
ra > 0, p[K−b]

ra > 0 (7.2.18)

p[a]
ra < 0, p[K−b]

ra < 0

for upper bound r and

p[l]
ra > 0, p[l+1]

ra < 0, p[l,l+1]
ra < 0, (7.2.19)

p[l]
ra < 0, p[l+1]

ra > 0, p[l,l+1]
ra > 0

for upper bound r+1. For modification level r it therefore suffices to store the r+1 polynomials
pra for a = 0, .., r to quickly obtain all polynomials required in (7.2.19) and (7.2.19). Switching
to modification level r + 1 is performed via the identities

pr+1,r+1 = p[r+1]
rr , pr+1,a := p[K−r−a]

ra (a = 0, ..r). (7.2.20)

It remains to ensure that the transformations (7.2.17) can be performed at each step.

Specifically choosing the mean parametrization of the univariate family defined by τ := (κ′)−1,
if it is defined, establishes κ′ ◦ τ as identity, so it remains to check that

p2 :=
1

τ ′
= κ′′ ◦ τ (7.2.21)

is a polynomial. Since κ′′ is the variance function of the exponential family P0, this requirement
is equivalent to a polynomial variance function in mean parameter. Consequently, the auto-
generating process for the relevant polynomials is ensured by determining the characterizing
polynomial p2 for each exponential family with polynomial variance in the mean parameter.

To actually generate zero bound information the strict sign regions of given polynomials need to
be determined. Then all conditions occurring in (7.2.18) and (7.2.18) can be turned into unions
of intervals, determining zero bounds of bound r and r + 1, respectively.

Since zeroes of polynomials are not hard to obtain, a simple way to obtain strict sign intervals
of a given polynomial p is to determine all real zeroes t1 < .. < tk of p and evaluate the signs
of p at the midpoints of the the intervals (tl, tl+1) for l = 1, .., k − 1 and separately at t1 − 1
and tk + 1. The latter two evaluations may be replaced by determining the sign of the highest
coefficient and for t1 − 1, multiply with −1 in case of odd degree. This results in k + 1 open
intervals with individual signs. Note that the signs need not alternate as the polynomial may
have even zeroes.

In some software packages only calculation of all complex zeroes is available by default and some
real zeroes may be identified as complex zeroes. Since the sign evaluation above relies on the
fact that all real polynomial zeroes have been found, a conservative approach is to consider all
real parts of the complex zeroes, even if they are not actual zeroes. As a compromise, only real
parts with imaginary part near enough to 0 may be considered instead.

Alternative methods that directly determine all real zeroes may be considered instead. It may
also be conceivable to investigate algorithms that ignore zeroes and directly determine intervals
with strict sign. For practical purposes and ease of implementation, the simple approach given
above will be used exclusively.
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It may be possible to consider other transformations τ , but the mean transformation already
includes the standard exponential families. See [49] for a derivation of all exponential families
for which the variance function as function of the mean is (at most) quadratic.

As examples, the constant function p2 = σ2 characterizes the normal family with fixed variance
σ2, p2 the identity on (0,∞) characterizes the Poisson family of distributions and the quadratic
defined by p2(θ) = θ2 on (0,∞) implies the exponential family of distributions.

Note that for more general exponential families without polynomial variances in suitable parametriza-
tions, the recursion property P7-2 can still be used to manually obtain transformed data moment
functions to be used for approximative zero bounds. The polynomial structure just ensures that
an automatic calculation is easily possible.

7.3 Collecting zero bounds

In this section it will be assumed that for given observations a set of weight-independent zero
bounds (I, r) has been obtained that apply to every g′n in the corresponding implementation of
the gradient method.

It will be investigated how this information can be efficiently arranged in a structure, that is
(relatively) easy to implement.

The special structure of the sufficient conditions giving rise to these zero bounds (I, r) actually
produce sequences (I1, r), ..., (Ik, r) of k zero bounds for a fixed bound r, where the Il are disjoint
and ordered in increasing order, i.e. sup Il ≤ inf Il+1 for 1 ≤ l < k. To make use of ordering
properties, these sequences should be stored as a whole and not be broken up.

One possible way to implement this kind of information is a four-dimensional array Z consisting
of entries Z[b, e, i, f ], each of which are intervals I. The possible choices D of the four indices
in N will vary as new information becomes available and information will be used. The object
Z will be referred to as zero bound structure (ZB).

The corresponding sub-arrays Z[b], Z[b, e] and Z[b, e, i] can be interpreted as zero bounds with
fixed bound b (ZBB), zero bound entry (ZBE) with index e for bound b and zero bound interval
(ZBI) with index i for the zero bound entry Z[b, e]. The individual intervals Z[b, e, i, f ] are
referred to as zero bound fragments (ZBF). The reasons for this somewhat complicate structure
will be explained in the following.

The interpretation of a ZB Z is then as follows: its ZBB Z[b] contain all zero bound information
corresponding to the fixed upper bound b, presorting the available information by upper bound.
Each Z[b] contains a number of ZBE Z[b, e], each of which represent a single sequence of zero
bounds, as described above. The index e is a simple reference number which may be used
describe the order of insertion, unless a reuse of removed ZBE will be allowed. The ZBE Z[b, e]
are represented as sequences of ZBI Z[b, e, i], which represent unions of intervals to which the
upper bound b applies. The intervals of such a union are the ZBF Z[b, e, i, f ].

In contrast to a simple list of zero bounds (I, r), this structure has the following advantages:

• Presorting the zero bounds by upper bound simplifies the pre- and postprocessing steps

78



during the insertion process for which certain upper bounds need not be considered. More-
over, searching for extrema is naturally performed for a single upper bound at a time.

• Partitioning a ZBB into separate ZBE keeps information arising from the same source
together, in particular any ordering remains intact. The ordering can be used to more
efficiently implement the two processing steps.

• Letting a ZBE be represented by unions of intervals instead of single intervals, allows to
handle fragmentation of the intervals, which will be described in more detail below.

The fragmentation effect occurs when intervals are to be excluded from consideration which
happens if zero bounds with upper bound 0 are determined, either directly via a sequence of
new zero bounds or indirectly by searching a ZBF and finding all possible zeroes.

In such a case, these intervals are directly cut out of each single ZBF in the ZB. While this may
be costly in terms of memory space, the alternative would be to check every potential search
interval against the ZBF contained in Z[0] to see if parts or all of the interval have already been
searched, which incurs a performance penalty during searches. Since the memory cost appears
to be more acceptable, the option of taking fragmentation into account has been chosen.

The general way of building a ZB Z can be summarized as follows: first initialize Z as empty
structure with no ZBB in it. As ordered sequences of zero bounds (I1, r), .., (Ik, r) become
available, discard those zero bounds that do not provide new information first (preprocessing).
The remaining entries are transformed into the structure of a ZBE for bound r and scheduled for
insertion in the next available ZBE slot of Z. Before actual insertion, the original ZB should be
searched for ZBI that will become redundant by the insertion, keeping the size of the structure
as minimal as possible.

The information in a zero bound (I, r) can be considered fully contained in another zero bound
(J, s) if r ≥ s and J ⊂ I.

In terms of ZBF, a zero bound (I, r) is said to be covered by a ZBF Z[b, e, i, f ] =: J if (I, r)
is contained in the zero bound (J, b).

More generally, a zero bound (I, r) is covered by a ZBI Z[b, e, i] if (I, r) is contained in (J, b),
where J is the convex hull of the ZBF in Z[b, e, i]. Note that it is sufficient to consider the convex
hull instead of the union, as any gaps are produced solely by the cutting process described above
which does not invalidate the bound property for the convex hull.

Finally define a zero bound (I, r) to be covered by a ZBE Z[b, e] if (I, r) is covered by at least
one ZBI in Z[b, e].

Since the upper bounds have to be kept as small as possible, the zero bound information will be
generated from smallest r to largest r. An indicator for stopping may be the complementary
set C which is the complement of the union of all fragments Z[b, e, i, f ] in Z. Once the maximal
length of the individual intervals in the complement is small enough, it can be argued that a
standard search without zero bound may be sufficient.

For a given bound (I, r) the preprocessing step in the insertion process described above then
means to search for ZBI Z[b, e, i] in Z such that (I, r) is covered by Z[b, e, i]. By definition only
b ≤ r needs to be considered and if such a ZBI is found, (I, r) can be discarded.
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The zero bounds remaining after preprocessing, if any, are renumbered to again have a sequence
(I1, r), .., (Ik, r), now with potentially smaller k. Since the zero bound r applies to each of the Il
separately, this can be formally transformed into a ZBE E with k ZBI, each of which consisting
of a single ZBF.

To determine the location for this new information within Z, the ZB Z[r] is searched and the
first unused index e∗ is determined, i.e. the smallest empty Z[r, e]. If Z[r] itself is empty, this
will be e∗ = 1. Note that the cutting and both processing steps may remove ZBI from the Z and
cause the containing ZBE to become empty, potentially causing gaps. These gaps are closed as
fast as possible by this choice of e∗.

Before setting Z[r, e∗] := E, the ZB Z should be postprocessed, which means to remove all ZBI
Z[b, e, i] in Z that will be covered by any of the order bounds (I1, r), .., (Ik, r). Apparently only
b ≤ r needs to be considered here.

Setting Z[r∗, e] := E now ensures that the updated Z efficiently represents all available zero
bound information.

A convenient addition to the ZB Z is an associated set C of intervals, which is essentially a
ZBI object. It represents the union of intervals making up the complement of the union of all
ZBF in Z, i.e. describes the set for which no zero bound information is available. A complete
zero search based on Z will have to search these intervals separately. The set C can be updated
appropriately at insertion step.

Some visual representations of such zero bound structures can be found in [62].

7.4 Searching for local maxima

Consider now the situation that for given g′n a ZB Zn has been determined. In general, such
a ZB is obtained by taking a base ZB Z of all weight-independent information and add any
specific information for the particular iteration n.

The goal is to determine the local maxima of g′n reliably and the general idea is to remove
individual ZBI Z[b, e, i] from Z with smallest possible bound b. These are searched completely,
effectively moving all Z[b, e, i, f ] into Z[0]. Any zeroes obtained can be used to reduce upper
bounds in other ZBIs and cutting out the search interval from those ZBIs ensures that the
remaining ZBIs will not find the same zero again, if used in later searches.

This will be repeated until either Z becomes empty or a prespecified upper bound b has been
reached. In either case, any remaining ZBF will be added to the complementary set C, the
intervals of which will be searched in some predetermined manner, independently of any zero
bounds.

Finally a list of zeroes will be obtained or a list of local extrema (minima and maxima), if zeroes
are obtained by optimizing gn. In the latter case, since local extrema must alternate in type,
two consecutive minima will indicate the existence of a local maximum, triggering an additional
search to complete the sequence.

For general minimal bound b ≥ 3 and ZBI Z[b, e, i], the approach will be to reduce the bound
of the ZBI until the case b = 1 or b = 2 is reached.
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First consider the fragments I = Z[b, e, i, f ] in turn:

• Evaluate values u1 and u2 and signs s1 and s2 of g′n on the boundary of I.

• If s1 = s2, consider the next fragment.

• If s1 6= s2, establish a zero by maximizing gn if s1 > 0 and minimizing if s1 < 0.

• Split the ZBF I around the zero to obtain a modified ZBI I with upper bound b− 1.

If all fragments satisfy s1 = s2, reconsider the fragments I = Z[b, e, i, f ]:

• Search for a local maximum t+ of gn on I; start from the left endpoint if s1 > 0, otherwise
from the right endpoint.

• The point t+ is a zero of g′n if there is a local minimum t− ∈ I to the right (s1 > 0) or left
(s1 < 0) of t+.

• Search for a local minimum appropriately.

• If found with correct properties, split the ZBF I around the two zeroes t±, obtaining a
modified ZBI of bound b− 2.

• Otherwise, g′n may be assumed to have no zeroes.

The starting choices for the local maximization ensure that a maximum found near the other
endpoint strongly suggests gn to be monotone up to the maximum, justifying the assumption of
no zeroes, if no suitable local minimizer is found.

In the cases b = 1 and b = 2, the same arguments apply and can even be strengthened.

If b = 2 and s1 = s2, then there are exactly two possibilities: either gn is strictly monotone
(increasing for s1 > 0, decreasing for s1 < 0) or gn has exactly one local maximizer and local
minimizer each in known order (max-min for s1 > 0, min-max for s1 < 0). Consequently, finding
both local extrema and checking the order of occurrence, determines which case applies.

If b = 1, then s1 = s2 allows to immediately discard the fragment I. To see this, first assume
that g′n(t) has sign −s1. Then the intermediate value theorem implies a zero on (inf I, t) and
(t, sup I), hence order sum at least 2, contradicting the upper bound b = 1. Any zero of g ′n
would consequently be of even order, also contradicting the order bound.

If b = 1 and s1 6= s2, then the zero established by maximizing and minimizing is unique and all
remaining fragments can be discarded, as they cannot contain further zeroes.

In particular, for b = 1 the second loop will never be required, as either the unique zero has
been found or no zero can possibly exist in the complete ZBI.

Always choosing a ZBI with smallest bound possible, ideally b = 1 and b = 2, will lead to a very
reliable search, so these cases should be considered first.

After a single ZBI has been searched, any newly established zeroes z can be used to decrement
the bound of any ZBI Z[b, e, i] of Z for which z is contained in the represented union (not the
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convex hull), removing Z[b, e, i] and reinserting it as new ZBE in Z[b − 1]. In addition, the
ZBF of the searched ZBI should be cut out of each ZBF in Z, to avoid researching of the same
interval. In particular, the searched ZBI is removed itself.

The optimal case is that the newly established zeroes create new ZBI with bounds 1 or 2.

Using a prespecified bound for the maximal b to be considered is not quite the same as only
establishing zero bounds information up to this bound. As the number of zeroes obtained may
decrease the original bounds, zero bounds with larger upper bounds may ultimately become
relevant for the search.

As to dealing with the complement set, which will not be searched by the above procedure,
one possibility is to simply assume that a zero bound 1 applies, which basically is the standard
assumption for standard search methods without zero bound information.

To achieve a greater probability of this assumption to be true, each interval in the complementary
set may additionally be split equidistantly into a predetermined number of intervals.
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Appendix A

Proofs

A.1 Proofs for zeroes

See section 2.11 on the definitions of order properties and local signs required in this section.

(local signs arise from order signs)

P1-1: Let f : U → R and t ∈ U ⊂ R. If ords (t | f) exists, then

r := ordz (t | f) <∞, sgn+ (t | f) = ords (t | f) , sgn− (t | f) = (−1)r ords (t | f) . (A.1.1)

Proof: If r = ∞, then certainly ords (t | f) is undefined. For r = 0 first f(t) 6= 0 holds, implying
sgn+ (t | f) = sgnf(t) = ords (t | f) and sgn− (t | f) = sgnf(t) = (−1)0 ords (t | f). Assuming the
validity of both equalities for r = k. Considering r = k + 1, then f(t) = 0 and

sgn+ (t | f) = ( sgnf)(t+) = lim
h↓0

sgnf(t+ h) = lim
h↓0

sgn
1

h
(f(t+ h)− f(t) (A.1.2)

= lim
h↓0

sgnf ′(t+ h∗) = sgn+ (t | f
′) (A.1.3)

is obtained, where h∗ = h∗(t) ∈ (0, h) are appropriately chosen via the mean value theorem. Similarly

sgn− (t | f) = sgn− (t | f) can be shown, the negative sign arising in the mean value theorem. By

induction assumption sgn+ (t | f
′) = ords (t | f ′) = ords (t | f) and sgn− (t | f

′) = (−1)r ords (t | f ′) =

(−1)r ords (t | f), respectively, finishing the proof. ¦

(order properties for derivatives)

P1-2: Let f : U → R and t ∈ U ⊂ R. If r ≤ a := ordz (t | f), then

ordz
(

t | f (r)
)

= a− r, (A.1.4)

ordv
(

t | f (r)
)

= ordv (t | f) , (A.1.5)

ords
(

t | f (r)
)

= ords (t | f) . (A.1.6)

If r > a, then ordz
(

t | f (r)
)

may be any value.

Proof: In case r ≤ a this follows from the definitions. For r > a, the value a = ordz (t | f) contains no

83



information about f (k)(t) for k ≥ r. ¦

(zero order sum for derivatives)

P1-3: If f : U → R with U ⊂ R convex, then Zord

(

f (r)
)

≥ Zord (f)− r.

Proof: For r = 0 there is nothing to show. For r = 1 consider the case of f has infinitely many zeroes,

in particular an increasing sequence of zeroes. Since between each two consecutive zeroes there must be

a zero of f ′ by Rolle’s theorem, it follows Zord (f
′) = ∞ and the inequality holds trivially. Otherwise

let t1 < .. < tn denote the finite set of zeroes of f , with orders r1, .., rn summing to Zord (f). Now

ordz (ti | f
′) = ri − 1 for i = 1..n and Rolle’s theorem implies existence of n − 1 zeroes between two

consecutive ti. Consequently ordz (t | f
′) ≥

∑n
i=1(ri − 1) + (n − 1) = Zord (f) − 1 holds, as required.

If the inequality has been proved for r = k ≥ 1, then Zord

(

f (k+1) ≥ Zord (f
′)− k ≥ Zord (f)− (k + 1)

)

,

implying the inequality for r = k + 1. ¦

(order properties for products)

P1-4: Let f : U → R, t ∈ U ⊂ R and a := ordz (t | f), b := ordz (t | g). Then:

ordz (t | fg) = a+ b, (A.1.7)

ordv (t | fg) = ordv (t | f) ordv (t | g)
(

a+b
a

)

, (A.1.8)

ords (t | fg) = ords (t | f) ords (t | g) . (A.1.9)

Proof: For any r ∈ N0, the Leibniz rule establishes (fg)
(r)(t) =

∑

i,j c(i, j, r)f
(i)(t)g(j)(t) with c(i, j, r) :=

(

r
i+j

)

, which vanishes unless i + j ∈ {0, .., r}. If r < a + b, each such pair (i, j) satisfies either i < a

or j < b, otherwise i + j ≥ a + b > r. Consequently ordz (t | fg) ≥ a + b holds. For r = a + b, the

only pair (i, j) with non-vanishing coefficient is (a, b), so ordv (t | f) = f (a)(t)g(b)(t)c(a, b, a + b). Since

c(a, b, a+ b) > 0, this also establishes the order sign result. ¦

(order properties for differences)

P1-5: Let f, g : U → R, t ∈ U ⊂ R and set a := ordz (t | f) and b := ordz (t | g). If either
a 6= b or ordv (t | f) 6= ordv (t | g), then

ordz (t | f − g) = a ∧ b, (A.1.10)

ordv (t | f − g) = ordv (t | f) 1 {a ≤ b} − ordv (t | g) 1 {a ≥ b} . (A.1.11)

If in addition a 6= b and ords (t | f) = ords (t | g) holds, then

ords (t | f − g) = ords (t | f) sgn (b− a) = ords (t | g) sgn (b− a) . (A.1.12)

Otherwise ordz (t | f − g) > a ∧ b holds and may be infinite.

Proof: Obviously (f − g)(r)(t) = 0 for r < a ∧ b. For r = a ∧ b consider a < b first. Then (f −

g)(r)(t) = f (a)(t) 6= 0, implying the order and order value result in this case. If a > b instead, then

(f − g)(r)(t) = g(b)(t) 6= 0, which implies the stated order and order value for this case. If a = b, then

(f−g)(r)(t) = f (a)(t)−g(b)(t). In case of differing order values, this difference does not vanish, establishing

order and order value. In the remaining case, a = b and coinciding order values, the order is at least
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a + b + 1, finishing the proof for order and order value. For s := ords (t | f) = ords (t | g) and a 6= b,

applying the sign function to the order value expression yields ords (t | f − g) = s1 {a < b}−s1 {a > b} =

s sgn (b− a) ¦

(local sign properties for special case)

P1-6: Let f, g : U → R, t ∈ U ⊂ R and set a := ordz (t | f) and b := ordz (t | g). If a 6= b and
sgn+ (t | fg) = 1, then

sgn+ (t | f(f − g)) = sgn+ (t | f(f − g)) = sgn (b− a) . (A.1.13)

Similarly, if a 6= b and sgn− (t | fg) = 1, then

sgn− (t | f(f − g)) = sgn− (t | f(f − g)) = sgn (b− a) . (A.1.14)

Proof: Since a 6= b, ords (t | f − g) has a defined value in both cases by P1-5. Now sgn− (t | fg) = 1
implies ords (t | f) = ords (t | g), so that

sgn+ (t | f(f − g)) = ords (t | f) ords (t | f − g) (A.1.15)

= ords (t | g) ords (t | f − g) = sgn+ (t | g(f − g)) (A.1.16)

follows easily using P1-4. A little more involved is the remaining case sgn+ (t | fg) = 1, which implies
ords (t | f) = (−1)a+b ords (t | g). Setting r := ordz (t | f(f − g)) = a+a∧b and s := ordz (t | g(f − g)) =
b+ a ∧ b, the identity

sgn+ (t | f(f − g)) = (−1)r ords (t | f) ords (t | f − g) (A.1.17)

= (−1)r+a+b ords (t | g) ords (t | f − g) = (−1)r+a+b+s sgn+ (t | g(f − g)) (A.1.18)

is obtained. Since r + a+ b+ s is even, the proof is finished. ¦

A.2 Proofs: KL-information

Please refer to section 3.1 for the definition of KL-information.

(existence of KL-information)

P1-7: If α and β are finite measures, then KLµ (β | α) exists in [−∞,∞).

Proof: Set h = g/f1 {f > 0} which is well-defined α-almost everywhere due to α {f = 0} = 0. Then
0 ≤ α[h] = µ[fh] = µ[g1 {f > 0}] = β {f > 0} <∞, so Jensen’s inequality implies existence of

KLµ (β | α) = α[log h] ≤ α[1] log
α[h]

α[1]
<∞, (A.2.1)

if α[1] > 0. In case α[1] = 0, then α is the null-measure and trivially KLµ (β | α) = 0. ¦

(finiteness of KL-information)

P1-8: If α and β are finite measures, then KLµ (β | α) > −∞ if and only if β dominates α, i.e.
if {β = 0} ⊂ {α = 0}.

Proof: If β dominates α, then α = hβ by the Radon-Nikodym theorem. If α = 0, finiteness is obvious.
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Otherwise KLµ (β | α) = β[h log h] and Jensen’s inequality implies a finite lower bound due to β[h] > 0.

If β does not dominate α, let α(B) > 0 but β(B) = 0. Consequently, f > 0 but g = 0 on a set of positive

α-measure, so f log g/f = −∞ on that set. Existence of KLµ (β | α) then implies equality to −∞. ¦

(non-positive KL-information)

P1-9: If α and β are finite measures with β {f > 0} ≤ α[1], then KLµ (β | α) ∈ [−∞, 0].

Proof: This follows directly from (A.2.1). ¦

(vanishing KL-information)

P1-10: If α and β are finite measures, then KLµ (β | α) = 0 holds if and only if either α = 0
or the measures α and 1 {f > 0}β coincide.

Proof: The case α = 0 is obvious, so α[1] > 0 may be assumed. Inequality (A.2.1) holds with equality

if g/f = c, in particular it follows that g = cf holds α-almost everywhere on {f > 0}. Integrating with

respect to µ gives β {f > 0} = cα[1]. This implies that equality holds in (A.2.1) with value log c, which

vanishes for c = 1. This implies f = g on {f > 0}, hence α = 1 {f > 0}β. Conversely, if these two mea-

sures coincide then necessarily f = g on {f > 0} with respect to µ, giving KLµ (β | α) = α {f = 0} = 0.

¦

(algebraic property of KL-information)

P1-11: Let fi, gj ≥ 0 be such that βij := figjµ are finite measures. Then KL (β11 | α) =
KL (β01 | α) + KL (β10 | α) for α := β00.

Proof: Evaluate the KL-informations on the right-hand side and use existence to apply additivity of the

µ-integral to obtain the left-hand side. ¦

(algebraic property of KL-information, special case)

P1-12: If α, fα, gα and fgα are finite measures, then KL (fα | α)+KL (gα | α) = KL (fgα | α)
holds.

Proof: If α {fg = 0} > 0, then either α {f = 0} > 0 or α {g = 0} and both sides equal −∞. If
α {fg = 0} = 0, then

KL (fα | α) + KL (gα | α) = α[log h] + α[log g] = α[log gh] = KL (ghα | α) (A.2.2)

holds. ¦

(additivity property of KL-information)

P1-13: If hP1, .., hPn are finite measures, then
∑n

i=1 KL (hPi | Pi) = KL (hS | S) for S =
∑n

i=1 Pi.

Proof: This follows directly from KL (hPi | Pi) = Pi[log h]. ¦

(maximizing measures in special case)

P1-14: Let α be a finite measure and consider the function h 7→ KL (hα | α) over all h ≥ 0
with α[h] <∞. Any g ≥ 0 with α[g] <∞ is then an α-unique global maximizer over the subset
of all h that satisfy α[h/g] ≤ α[1] and α[h] = α[g].

Proof: Since α[g/g] ≤ α[1], g is feasible. Next show KL (hα | α) ≤ KL (gα | α) whenever the left side is
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finite. Evaluating shows that this inequality is equivalent to α[log h/g] ≤ 0, which follows from Jensen’s

inequality and α[h/g] ≤ α[1]. Moreover, equality can only hold if h = g is satisfied with respect to α. ¦

A.3 Proofs for quotient transformation

Consult section3.2 for the definition of the quotient transformation q and the binomial differences
B.

(elementary properties of quotient transformation)

P1-15: Let f, g, h : U → R be differentiable of any order and κ ∈ R. Then

qij(f, g) = −qij(g, f), (A.3.1)

qij(κf, g) = κqij(f, g) = qij(f, κg), (A.3.2)

qij(f, f + h) = qij(f, h), (A.3.3)

qij(f, g) = qij(f, g − κf) = qij(f − κg, g), (A.3.4)

for any i, j ∈ N0.

Proof: To obtain the first equality observe

qij(f, g) = f (i)g(j) − f (j)g(i) = −(g(i)f (j) − g(j)f (i) = −qij(f, g). (A.3.5)

The second equality follows from

qij(κf, g) = κf (i)g(j) − (κf)(i)g(j) = κ(f (i)g(j) − f (i)g(j)) = κqij(f, g) (A.3.6)

and

qij(f, κg) = −qij(κg, f) = −κqij(g, f) = κqij(f, g). (A.3.7)

The third equality is obtained from

qij(f, f + h) = f (i)(f + h)(j) − f (i)(f + h)(j) = f (i)h(j) − f (j)h(i) = qij(f, h). (A.3.8)

For the final equality κ 6= 0 may be assumed, so that

qij(f, g) =
1

κ
qij(κf, g) =

1

κ
qij(κf, κf + (g − κf))) =

1

κ
qij(κf, g − κf) = qij(f, g − κf) (A.3.9)

follows. Conclude qij(g, f) = qij(g, f − κg) and hence qij(f, g) = qij(f − κg, g) as well. ¦

(elementary properties of binomial difference)

P1-16: For any r ∈ N and k ∈ R the identity

B(r, k) =
1

r + 1

(

r + 1

k

)

(r + 1− 2k) (A.3.10)

holds. Moreover B(r, k) = −B(r, r + 1− k) and B(r, (r + 1)/2) = 0.

Proof: The first equality is certainly true if k is not in 0, .., r+1, in which case both sides vanish. If k = 0
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or k = r + 1 both sides evaluate to +1 and −1, respectively. For k = 1, .., r − 1, the regular definition of

binomials as quotient of factorials applies, proving the equality. The remaining two properties are now

immediate consequences of this identity. ¦

(order properties of q, differing orders)

P1-17: Let f, g : U → R, t ∈ U , a = ordz (t | f) <∞ and b := ordz (t | g) <∞. If a 6= b, then

ordz (t | q(f, g)) = a+ b− 1, (A.3.11)

ordv (t | q(f, g)) = ordv (t | fg)B(a+ b− 1, a), (A.3.12)

ords (t | q(f, g)) = ords (t | fg) sgn (b− a) . (A.3.13)

The zero order property also holds in case of a+b =∞, where order value and sign are undefined.

Proof: Use the Leibniz rule on each term of q(f, g) and rearrange to obtain the equation

q(f, g)(r)(t) =
r
∑

k=0

B(r, k)f (k)(t)g(r+1−k)(t). (A.3.14)

It can be easily checked that each summand must vanish for r < a+b−1. For r = a+b−1 all summands

with index k 6= a vanish and due to a 6= b, this particular summand does not vanish. This establishes the

exact order as a+ b− 1 and determines the order value and sign as stated. ¦

(local sign properties of q, differing orders)

P1-18: Let f, g : U → R, t ∈ U , a = ordz (t | f) < ∞ and b := ordz (t | g) < ∞. If a 6= b and
sgn+ (t | fg) = 1, then

sgn+ (t | q(f, g)) = sgn (b− a) = sgn+ (t | f(f − g)) . (A.3.15)

If a 6= b and sgn− (t | fg) = 1, then

sgn− (t | q(f, g)) = − sgn (b− a) = − sgn− (t | f(f − g)) . (A.3.16)

Proof: Using P1-17 and P1-6, sgn+ (t | fg) = 1 implies ords (t | fg) = 1, hence

sgn+ (t | q(f, g)) = ords (t | q(f, g)) = ords (t | fg) sgn (b− a) (A.3.17)

= sgn (b− a) = sgn+ (t | f(f − g)) . (A.3.18)

Analogously, sgn− (t | fg) = 1 implies ords (t | fg) = (−1)
a+b, hence

sgn− (t | q(f, g)) = (−1)
a+b−1 ords (t | q(f, g)) = (−1)a+b−1 ords (t | fg) sgn (b− a) (A.3.19)

= − sgn (b− a) = − sgn− (t | f(f − g)) , (A.3.20)

finishing the proof. ¦
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(order properties of q, equal orders)

P1-19: Let f, g : U → R, t ∈ U , a = ordz (t | f) = ordz (t | g) < ∞. If κ :=
ordv (t | g) / ordv (t | f), then s := ordz (t | κf − g) > a. If s is finite, then

ordz (t | q(f, g)) = a+ s− 1, (A.3.21)

ordv (t | q(f, g)) = κ ordv (t | f(g − κf))Ba+s−1(a), (A.3.22)

ords (t | q(f, g)) = sgn (κ) ords (t | f(g − κf)) . (A.3.23)

The zero order property also holds for s = ∞, in which case the order value and sign are
undefined.

Proof: By definition of κ, P1-5 ensures the strict inequality s > a. Using the Leibniz rule as in the
proof of P1-17 and also utilizing the symmetry property of binomial differences established in P1-16,
rearranging leads to

q(κf, g)(r)(t) =

r
∑

k=0

1

{

k <
r + 1

2

}

B(r, k)qk,r+1−k(κf, g)(t). (A.3.24)

Since qij(κf, g)(t) = 0 if i < a or j < a or i < s, j < s, it is easily established that for r < a + s − 1 all

summands vanish. For r = a+s−1 only summand k = a remains, noting that a < s implies a < (r+1)/2.

This proves the result for the pair (κf, g) instead of (f, g), without the first factor for order value and

sign. The elementary properties of q established in P1-15 imply q(κf, g) = κq(f, g), so κ amounts to a

simple extra factor. ¦

(local sign properties of q, equal orders)

P1-20: Let f, g : U → R, t ∈ U , a = ordz (t | f) = ordz (t | g) < ∞. If κ :=
ordv (t | g) / ordv (t | f), then

sgn+ (t | q(f, g)) = sgn (κ) sgn+ (t | f(g − κf)) , (A.3.25)

sgn− (t | q(f, g)) = − sgn (κ) sgn− (t | f(g − κf)) . (A.3.26)

Proof: Application of P1-19 leads to

sgn+ (t | q(f, g)) = ords (t | q(f, g)) = sgn (κ) ords (t | f(g − κf)) = sgn+ (t | f(g − κf)) (A.3.27)

and

sgn− (t | q(f, g)) = (−1)
a+s−1 ords (t | q(f, g)) = (−1)a+s−1 sgn (κ) ords (t | f(g − κf)) (A.3.28)

= − sgn (κ) sgn− (t | f(g − κf)) . (A.3.29)

¦

(order sum bound in terms of quotient transform)

P1-21: Let f, g : U → R for convex U be such that either Zord (f) = 0 or Zord (g) = 0. Then
Zord (f + g) ≤ 1 + Zord (q(f, g)) on U .

Proof: By symmetry it may be assumed the Zord (f) = 0, in particular f has strict sign. Then

Zord (f + g) = Zord

(

1 +
g

f

)

≤ 1 + Zord

(

(

g

f

)′
)

= 1 + Zord (q(f, g)) (A.3.30)

is obtained using P1-3 and the quotient rule. ¦
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A.4 Proofs for shifted derivatives

This section contains the proof of statements in section 3.3. The latter section contains the
definition of shifted derivative.

(shifted derivative of order 2)

P1-22: If e : U → R is twice differentiable, then e[l] = e′v−xle and e
[k,l] = e′′v2− (xk+xl)e

′v+
xkxle holds for shifted derivatives with respect to any x ∈ R

L and v : U → R.

Proof: From e[] = e obviously e[l] = e′ − xle. This implies

e[k,l] = (e[k])′v − xle
[k] = e′′v2 − xke

′v − xle
′v + xlxke, (A.4.1)

proving the equality for n = 2. ¦

(permutation invariance of shifted derivative)

P1-23: If e : U → R has derivatives up to order n, then e[l] = e[lσ(i):i=1..n] for l ∈ Ln and any
permutation σ of L, with shifted derivatives with respect to any x ∈ R

L and v : U → R.

Proof: Obviously this holds for n = 1 and n = 2. For arbitrary n this implies the statement for σ the

identity or being the transposition of two consecutive indices in L. Consequently invariance holds for any

transposition and thus for any permutation. ¦

(monotonicity of shifted derivative)

P1-24: If e : U → R has derivatives of order n+ 1, then for any li, k, l ∈ L

e[l1..ln,k] − e[l1..ln,l] = −(xk − xl)e
[l1..ln] (A.4.2)

holds for shifted derivatives with respect to any x ∈ R
L and v : U → R. If x is strictly increasing

on L, then e[l1..ln,·](t) is either strictly increasing, constant or strictly decreasing on L, depending
on e[l1..ln](t) having sign −1, 0 or +1, respectively.

Proof: The equality follows directly from the definition (3.3.1). The monotonicity property is then

obvious, if x is strictly increasing. ¦

(a useful identity involving shifted derivatives)

P1-25: If e : U → R is twice differentiable, then e[i]e[j,−j] − e[i,−i]e[j] = (xi − xj)ee
[i,j] holds

with respect to any x ∈ R
L and v = 1.

Proof: Expanding the second order shifted derivatives, obtain

e[i]e[j,−j] − e[i,−i]e[j] = q(e[i], e[j]) + (xj − xi)e
[i]e[j]. (A.4.3)

Using properties of q it is seen that

q(e[i], e[j]) = q(e[i] − e[j], e[j]) = (xi − xj)q(e, e
[j]) = (xi − xj)q(e, e

′) = (xi − xj)(ee
′′ − (e′)2), (A.4.4)

which combined with

e[i]e[j] = (e′)2 − (xi + xj)e
′e+ e2 (A.4.5)

shows the claimed equality. ¦
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(transformation formula for shifted derivatives)

P1-26: Let e : U → R and τ : V → U be differentiable. If e(r) exists, then (e ◦ τ)[l] = e[l] ◦ τ for
any l ∈ Lr, where shifted derivatives are taken with respect to y ∈ R

L and τ ′v : U → R on U
and with respect to y and v on V .

Proof: For r = 0 this is obviously true, so consider r = 1 and l ∈ L. By definition of the shifted derivative

(e ◦ τ)[l] = (e ◦ τ)′v − yle ◦ τ = e′ ◦ ττ ′v − yle ◦ τ = (e
′τ ′v − yl) ◦ τ = e[l] ◦ τ, (A.4.6)

taking into account the differing choices of V depending on the domain. If this identity is true for r = k,
let e(k+1) exist and l ∈ Lk+1 and obtain

(e ◦ τ)[l1,..,lk+1] =
(

(e ◦ τ)[l1,..,lk]
)[lk+1]

=
(

e[l1,..,lk] ◦ τ
)[lk+1]

= e[l1,..,lk+1] ◦ τ, (A.4.7)

using validity for r = k and r = 1. ¦

A.5 Proofs for exponential polynomials

See section 3.4 for the definition of the exponential polynomial εL(w) and the number of sign
changes sc (w) of a vector w.

(order properties of exponential polynomials with no sign changes)

P1-27: If sc (w) = 0, then sL := sgn (w) = ±1 and

ordz (t | εL) = 0, (A.5.1)

ordv (t | εL) = εL(t), (A.5.2)

ords (t | εL) = sL (A.5.3)

for all t.

Proof: The condition sc (w) = 0 implies existence of sL = ±1. The definition of εL then implies the

stated order properties. ¦

(order properties of exponential polynomials with one sign change)

P1-28: If sc (w) = 1, then a unique zero t of εL exists with

ordz (t | εL) = 1, ords (t | εL) = sgn (wmaxL) . (A.5.4)

Proof: The rule of Descartes shows Zord (εL) = 1, as strict inequality is only possible with an odd dif-

ference of 1 in this case. Consequently, there is exactly one zero t of εL, which moreover must satisfy

ordz (t | εL) = 0. To obtain the order sign, remember ords (t | εL) = sgn+ (t | εL) and since εL has no

further zeroes, it must have strict sign on (t,∞). It therefore follows ords (t | εL) = sgn (εL(s)) for any

s > t. For large enough s, the exponential with the largest exponent dominates over all summands,

which corresponds to the maximal index maxL, as x is strictly increasing. The sign of this summand is

sgn (wmaxL), as required. ¦
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A.6 Proofs for the EM

Please refer to chapter 4 and in particular section 4.1 for any missing definitions.

(existence of densities for general EM)

P1-29: If Pc = fcµc and µ := µTc is σ-finite, then any element of µ [fc | T = ·] is a µ-density of
P := P T

c .

Proof: This follows from

P (B) = Pc {T ∈ B} = µc[1 {T ∈ B} fc] = µc[1 {T ∈ B} f(T )] = µ[1Bf ] (B ∈ B). (A.6.1)

¦

(choice of EM-function for general EM)

P1-30: A version of q as defined in (4.1.1) always exists with the additional property q <∞.

Proof: To ensure a version with q(·, γ | γ0) <∞, the unconditional expectation needs to exist and to be
bounded from above. This is true as

Pc(γ0) [lc(· | γ)− lc(· | γ0)] = KL(Pc(γ) | Pc(γ0)) (A.6.2)

is a KL-information of distributions, hence always exists in [−∞, 0] by P1-9. ¦

(existence of simple EM-function for general EM)

P1-31: A simple EM-function q0 exists as defined in (4.1.2) if and only if Pc(γ0)[lc(· | γ)] exists
for all γ0, γ ∈ Γ.

Proof: For any fixed γ0, γ ∈ Γ an element of Pc(γ0)[lc(· | γ) | T ] exists if and only if the unconditional

expectation exists. ¦

(construct EM-function from simple version)

P1-32: If Pc(γ0)[lc(· | γ)] − Pc(γ0)[lc(· | γ0)] is defined for all γ0, γ ∈ Γ, then a version of q0 as
defined in (4.1.2) exists. Moreover q defined by

q(·, γ | γ0) := q0(·, γ | γ0)− q0(·, γ0 | γ0), (A.6.3)

the right-hand interpreted as zero if undefined, satisfies (4.1.1).

Proof: For fixed γ, γ0 ∈ Γ and B ∈ B obtain the equality

Pc(γ0)[1 {T ∈ B} q0(·, γ | γ0)]− Pc(γ0)[q0(·, γ0 | γ0)] (A.6.4)

= Pc(γ0)[1 {T ∈ B} lc(·, γ)]− Pc(γ0)[1 {T ∈ B} lc(· | γ0)], (A.6.5)

where existence of both sides is ensured by the assumptions and the definition of q0. Setting B = X
implies that the difference defining q is well-defined outside some P (γ0)-null set depending on the current
γ and γ0. For arbitrary B the equation reduces now to

Pc(γ0)[1 {T ∈ B} q(·, γ | γ0)] = Pc(γ0)[1 {T ∈ B} (lc(·, γ)− lc(· | γ0)], (A.6.6)
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showing that q is an EM-function. ¦

(general M-step is closed)

P1-33: If q(x, · | ·) is jointly continuous, then Mg satisfies (4.1.3) and Mg(· | x) is closed over
Γ.

Proof: Since γ ∈Mg(x | γ), (4.1.3) is satisfied. If γn → γ and γ∗n → γ∗ with γ∗n ∈Mg(γn | x) are given,

then q(x, γ∗n | γn) ≥ 0 for each n. Continuity implies q(x, γ∗ | γ) ≥ 0, hence γ∗ ∈Mg(γ | x), as required.

¦

(default M-step is closed)

P1-34: The operator Md satisfies (4.1.3) except possibly for the condition of non-emptiness. If
q(x, · | ·) is jointly continuous, then the operator Md(· | x) for the EM is closed over Γ.

Proof: Property (4.1.3) ignoring the non-emptiness condition is obvious. If γn → γ and γ∗n → γ∗

with γ∗n ∈ Md(γn | x), then q(x, γ∗n | γn) ≥ q(x, γ0 | γn) for each n and each γ0. Continuity implies

q(x, γ∗ | γ) ≥ q(x, γ0 | γ) for all γ0, hence γ∗ ∈Md(γ | x). ¦

(stationary M-step is closed)

P1-35: The operator Ms satisfies (4.1.3) except possibly for the condition of non-emptiness. If
(γ, γ0) 7→ Dq(x, · | γ0)(γ) is jointly continuous, then the operator Ms(· | x) for the EM is closed
over Γ.

Proof: Property (4.1.3) without the non-emptiness condition is obvious. If γn → γ and γ∗n → γ∗ with

γ∗n ∈Md(γn | x), then Dq(x, · | γn)(γ
∗
n) ≤ 0 for each n. Continuity implies Dq(x, · | γ)(γ∗) ≤ q(x, γ0 | γ),

hence γ∗ ∈Ms(γ | x). ¦

(theoretical property of conditional densities)

P1-36: Let Pc(γ)[v] exist for some v. Then any version of µc [vk(T, · | γ) | T ] is a version of
Pc(γ)[v | T ]. Since versions of µc [v

±k(T, · | γ) | T ] always exist, their difference is a version of
Pc(γ)[v | T ] (even though µc [vk(T, · | γ) | T ] may be empty).

Proof: Let g(T ) be a version of µc [vk(T, · | γ) | T ]. Fix B ∈ B and set B0 := B ∩ {f(· | γ) > 0}. Using
Pc(γ) {f(T | γ) = 0} = 0 it follows

Pc(γ) [v1 {T ∈ B}] = Pc(γ) [v1 {T ∈ B0}] = µc [vfc(· | γ)1 {T ∈ B0}] (A.6.7)

= µc [vk(·, T | γ)f(T | γ)1 {T ∈ B0}] . (A.6.8)

For B = X the existence of µc [vk(T, · | γ)f(T | γ)] = Pc(γ)[v] follows, so by definition of g(T ) conclude
that

Pc(γ) [v1 {T ∈ B}] = µc [g(T )f(T | γ)1 {T ∈ B0}] = µ [gf(· | γ)1B0
] (A.6.9)

= P (γ) [g1B0
] = Pc(γ) [g(T )1 {T ∈ B0}] = Pc(γ) [g(T )1 {T ∈ B}] . (A.6.10)

¦

(link equality between log-likelihoods)

P1-37: The inequality (4.2.1) holds for any pair x, y with k(x, y | γ0) > 0 and f(x | γ) > 0. If
f(x | γ) = 0, the left-hand side equals l(x | γ) = −∞.
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Proof: Under the conditions on x and y only fc(y | γ) may vanish which leads to

k(x, y | γ)

k(x, y | γ0)
=

fc(y | γ)

f(x | γ)

f(x | γ0)

fc(y | γ0)
=

fc(y | γ)

fc(y | γ0)

f(x | γ0)

f(x | γ)
. (A.6.11)

Under f(x | γ) = 0 the quotient on the left-hand side vanishes. Taking logarithms finishes the proof. ¦

(choice of conditional KL-information for general EM)

P1-38: If µ is σ-finite, then a function h satisfying (4.1.9) can always be chosen with the
property h ≤ 0.

Proof: Fix γ, γ0 and define v := log k(T, · | γ)/k(T, · | γ0). Moreover fix B ∈ {µ <∞} and de-
fine auxiliary measures µ∗c(B, γ) with µc-density 1 {T ∈ B}K(T, · | γ). Due to the complexity of the
proof, an outline is given first. These auxiliary measures will turn out to be finite with pairwise KL-
information values lying in [−∞, 0] via P1-9. Explicit calculation of the KL-information values shows
that rB(T ) ∈ µc[1 {T ∈ B} vk(T, · | γ0) | T ] with rB(T ) <∞ can be chosen. After establishing existence
of Pc(γ)[1 {T ∈ B} v], it follows rB(T ) ∈ Pc(γ)[v | T ] by P1-36. Revisiting the KL-informations then
allows to actually show rB ≤ 0. Finally use σ-finiteness to construct a version r(T ) ∈ Pc(γ0)[v | T ] with
r ≤ 0. In order to fill in the details to the above argument, first observe that

µ∗c(γ,B)[w(T )] = µc[1 {T ∈ B}w(T )k(T, · | γ)] (A.6.12)

= Pc(γ)

[

1 {T ∈ B}
w(T )

f(T | γ)
1 {f(T | γ) > 0}

]

= µ[w1B1 {f(· | γ) > 0}] (A.6.13)

for any measurable w ≥ 0. Setting w = 1 in particular implies finiteness of the measures µ∗
c(B, γ), while

for w = 1 {f(· | γ0) > 0} the inequality

µ∗c(B, γ) {T ∈ B, k(T, · | γ) > 0} ≤ µ∗c(B, γ)[w1B ] ≤ µ[1B1 {f(· | γ0) > 0}] = µ∗c(B, γ0)[1] (A.6.14)

establishes pairwise existence of the Kullback-Leibler informations in [−∞, 0] by P1-9. Explicitly calcu-
lating the KL-informations gives

0 ≥ KL(µ∗c(B, γ) | µ∗c(B, γ0)) = µc[1 {T ∈ B} k(T, · | γ0)v]. (A.6.15)

Jensen’s inequality applied to the finite measure µ∗
c(B, γ0) then implies the existence of µc[1 {T ∈ B} k(T, · |

γ0)v] = µ∗c(B, γ0)[v] <∞, hence existence of rB(T ) <∞. To verify the existence of Pc(γ0)[v] first observe

0 ≤ Pc(γ0)

[

k(T, · | γ)

k(T, · | γ0)

]

≤ µc [f(T | γ0)k(T, · | γ)] = Pc(γ)

[

f(T | γ0)

f(T | γ0)

]

≤ P (γ0)[1] = 1. (A.6.16)

By Jensen’s inequality then the existence of Pc(γ0)[v] ≤ log 1 = 0 follows. Consequently rB(T ) ∈
Pc(γ0)[v1 {T ∈ B} | T ] follows by P1-36. To prove existence of a version with rB ≤ 0 check that

Pc(γ0)[1 {T ∈ B0} rB(T )] = µc[1 {T ∈ B0} fc(· | γ0)rB(T )] = µc[1 {T ∈ B0} f(T | γ0)rB(T )] (A.6.17)

= µc[1 {T ∈ B0} f(T | γ0)k(T, · | γ0)v] ≤ 0 (A.6.18)

for all B0 ∈ B. Note the existence of the left-hand side which justifies the last three steps using basic

properties of conditional expectations, the final step being based on (A.6.15). ¦

(link equality between log-likelihood and EM-function)

P1-39: The inequality (4.2.2) holds for x with f(x | γ) > 0 outside P (γ0)-null sets.

Proof: Apply Pc(γ0)-conditional expectations with respect to T in (4.2.1) for (x, y) = (T, id) to obtain

(4.2.2) Pc(γ0)-almost surely on {f(T | γ) > 0}, with x replaced by T . ¦
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(basic monotonicity for general EM)

P1-40: The basic monotonicity property holds for the GEM at γ0 for P (γ0)-almost all x. It
holds strictly at those x if q(x, γ1 | γ0) > 0 for the selected update γ1.

Proof: Apply (4.2.2) with h ≤ 0 (see P1-38) and be aware that γ ∈ Mg(x | γ0) implies q(x, γ | γ0) ≥ 0

and f(x | γ) > 0. ¦

(strict basic monotonicity for DEM)

P1-41: If Dl(x | ·)(γ0) 6≤ 0 and Dh(x | · | γ0)(γ0) = 0 exist, the strict monotonicity property
holds for the DEM at γ0 for x.

Proof: Taking derivatives on both sides of (4.2.2), the given conditions imply Dq(x, · | γ0) = Dl(x | ·) 6≤ 0

at γ0. In particular there must be a tangent v with Dq(x, · | γ0)(γ0)(v) > 0, so that a strictly positive

value is attained by q(x, ·, | γ0). Since the DEM selects the largest value possible, q(x, γ | γ0) > 0 follows

for all γ ∈Md(x | γ0). Repeating the argument given in the proof P1-40, then implies a strict likelihood

increase in this case. ¦

(strict basic monotonicity for DEM, open)

P1-42: If Γ is open, Dl(x | ·)(γ0) 6≤ 0 and Dq(x | · | γ0)(γ0) exist, then the strict monotonicity
property holds for the DEM at γ0 for x.

Proof: Taking derivatives on both sides of (4.2.2), the given conditions imply existence of Dh(x, · | γ0) at

γ0. But since h(x, · | γ0) ≤ h(x, γ0) | γ0) = 0 and γ0 is an interior point, this implies Dh(x | · | γ0)(γ0) = 0

and the proof is finished by applying P1-41. ¦

(strong monotonicity for general EM)

P1-43:
If the exceptional sets N := N(γ, γ0) in (4.2.2) can be chosen independently of γ and γ0, then
the strong monotonicity property holds for the GEM at γ0 : X → Γ for any P (γ∗).

Proof: If N is an independent version for fixed x ∈ N the basic monotonicity property holds in particular

for γ0(x), hence with respect to arbitrary P (γ) due to P (γ∗)(N) = P (γ)(N(γ, γ∗)) = 0 by definition of

N(γ, γ∗). ¦

(strong monotonicity, countable case)

P1-44: If Γ is countable and parameter selections occur measurably, the strong monotonicity
property holds for the GEM with respect to µ.

Proof: Consider a measurable starting choice γ0 and a measurable GEM-update γ1 satisfying q(x, γ1(x) |
γ0(x)) ≥ 0 for all x. This implies

Pc(γ0) [1 {T ∈ B} (lc(· | γ1)− lc(· | γ0))] ≥ 0 (A.6.19)

for all B ∈ B. Choose B measurable sets on which both γ0 and γ1 are constant. Now use log x ≤ x− 1
on the combined logarithms and Pc(γ0) = fc(· | γ0)µc to obtain

µ[1 {T ∈ B} (fc(· | γ1)− fc(· | γ0))] ≥ 0. (A.6.20)

For given density choices this implies the basic monotonicity property µ-almost everywhere on each

measurable set on which both γ0 and γ1 are constant. Countability of Γ then finishes the proof. ¦
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(compactness condition)

P1-45: If {l(x | ·) ≥ l0} for any l0 > −∞ is compact and the basic monotonicity property holds
over Γ for x, then condition (C5) in section 4.2 is satisfied.

Proof: By definition of the M-step the inequality f(x | γ1(x)) > 0 holds for the first update γ1, so basic

monotonicity ensures that the sequence (γn : n ≥ 1) is contained in the compact set {l(x | ·) ≥ l0} with

l0 := l(x | γ1(x)) > −∞. ¦

(regular density function)

P1-46: The regular density function f defined by (4.1.11) is well-defined with values in [0,∞)
and f(· | γ) is a µ-density of P (γ) for all γ.

Proof: Since µc[fc] = 1 exists and is finite, x 7→ L(x, ·)[fc(· | γ)] is well-defined and finite for µ-almost all

x and a version of µc[fc | T = ·], hence it is a µ-density of P (γ) by P1-29. The regular density f differs

from this function only outside a µ-null set such that 0 ≤ f <∞ is satisfied. ¦

(regular conditional distribution)

P1-47: The regular conditional distributionK(· | γ) defined in (4.1.10) is an element of Pc(γ)
id|T

such that K(x, · | γ) is either the null measure or a distribution.

Proof: First, let K∗(· | γ) be defined by (4.1.10) for all x, possibly producing infinite measures. It is im-

mediately established by checking the definition that K∗(·, C | γ) is an element of µc[1Ck(T, · | γ) | T = ·]

for all C ∈ C. Since µ[1C ] exists, P1-36 implies that K∗(·, C | γ) is also included in Pc(γ)[1C | T = ·].

Setting C = Y and integrating with respect to Pc(γ) shows that K
∗(x, · | γ) is finite Pc(γ)-almost every-

where. Consequently, K is a modification that is still in Pc(γ)
id|T such that K(x, · | γ) is a finite measure

for all x. If it is not the null measure, the definition of the regular density f , ensures that the measure

is automatically normed to mass 1. ¦

(regular EM function)

P1-48: The regular EM function q(· | γ) given in (4.1.12) has well-defined values in [−∞,∞)
and is in fact an EM-function, i.e. it satisfies (4.1.1).

Proof: Due to P1-47 it is sufficient to verify the existence of Pc(γ0)[lc(· | γ) − lc(· | γ0)] < ∞ to obtain

that the integrals defining q satisfy (4.1.1) and are Pc(γ0)-almost surely in [−∞,∞). But this value in

fact is identical to KL (Pc(γ) | Pc(γ0)) which exists in [−∞,∞) by P1-7. It is now obvious that q(·, γ | γ0)

is just a modification of this function, hence it also satisfies (4.1.1). ¦

(regular conditional KL-information)

P1-49: The regular conditional KL-information h defined in (4.1.13) satisfy h ≤ 0 everywhere.

Proof: Due to P1-47 the right-hand side of (4.1.13) is KL (K(x, ·γ) | K(x, · | γ0)) and since theK(x, · | γ)

have either mass 0 or 1, this value always exists in [−∞, 0] by P1-9. ¦

(simplification of exceptional sets)

P1-50: Under existence of L, the exceptional set N(γ, γ0) defined by (4.2.2) can always be
taken as NK(γ0).

Proof: Integrate (4.2.1) with respect to K(x, · | γ0) to obtain validity of (4.2.2) with the regular versions
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of h and q for all x outside NK(γ0), remembering that h is defined everywhere. ¦

(conditional measure for two-staged models)

P1-51: In the two-stage model L(x, ·) := δ(x)⊗ ν defines an element of µ
id|T
c .

Proof: Since µc = µ ⊗ ν, it is obvious that ν ∈ µZ|T . Hence L defines a version of µ(T,Z)|T , see section

2.6. ¦

A.7 Proofs for gradient method

Please consult to chapter 5 and in particular section 5.1 for any definitions.

(basic concave convergence criterion)

P1-52: If f is concave and (xn) is a sequence of iterates with d(xn)→ 0, then f(xn)→ sup f .

Proof: For any n ∈ N and x ∈ U , concavity of f implies

f(x)− f(xn) ≤ Df(xn)(x− xn) ≤ d(xn), (A.7.1)

Taking the supremum over x, then shows lim inf f(xn) ≥ sup f . Together with f(xn) ≤ sup f then

f(xn)→ sup f follows. ¦

(Wynn convergence property)

P1-53: If f is concave, (xn) is a sequence such that a Wynn-function h (see 5.2.1) and a sequence
(βn) exists with f(xn+1)− f(xn) ≥ h(βn, d(xn)), βn → 0 and

∑

n βn =∞, then f(xn)→ sup f .

Proof: For fixed ε > 0, a second order Taylor expansion using βn → 0 and (5.2.1) shows existence of
n0(ε) such that

f(xn+1)− f(xn)h(βn, d(xn)) ≥ h(βn, ε) = βna(ε)/2 > 0 (A.7.2)

for all n ≥ n0(ε) with d(xn) ≥ ε. If d(xn) ≥ ε were true for large enough n, then
∑

n βn = ∞ implies
unboundedness of f and f(xn) → ∞ Otherwise d(xn) < ε must hold infinitely often. If n1(ε) is the
smallest n ≥ n0(ε) with d(xn) < ε, then for every n > n1(ε) there is m(n) ≤ n such that d(xm(n)) < ε.
For arbitrary x then

f(x)− f(xn) ≤ f(x)− f(xm(n)) ≤ d(xm(n)) < ε (A.7.3)

for all n ≥ n1(ε). Consequently f is bounded and f(xn)→ sup f . ¦

(Wynn-convergence, auxiliary)

P1-54: If D(2)f is jointly continuous and V compact, then

f((1− α)xn + αyn)− f(xn) ≥ h(α, d(xn)) (A.7.4)

holds for any α, with h a Wynn-function.

Proof: For α ∈ [0, 1] a Taylor expansion implies

f((1− α)xn + αyn)− f(xn) = αDf(xn)(yn − xn) +
1

2
α2D(2)f(x∗n)(y − xn, y − xn) (A.7.5)
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with x∗n an element on the line segment from xn to y. Compactness of v(Θ) implies compactness of v(Ψ),
so the possible argument triples of D(2)f vary in a single compact set independent of n. Continuity shows
existence of a lower bound γ > −∞ such that

f((1− α)xn + αyn)− f(xn) ≥ h(α, d(xn)) (A.7.6)

holds for a function h defined by h(s, t) := sh0(t) − γs2/2. But the conditions (5.1.2) defining h0

immediately show that h is a Wynn-function. ¦

(Wynn-convergence property, convex)

P1-55: If f is concave, D(2)f jointly continuous and V compact, then a sequence of iterates
(xn) obtained from a gradient method has the property f(xn) → sup f , for type QF, and
f(xn) ↑ sup f , for type QO or O.

Proof: For type QF, P1-54 implies the inequality f(xn+1) − f(xn) ≥ h(αn, d(xn)) holds with αn → 0

and
∑

n αn = ∞ and P1-53 is applicable. For type QO, choice of optimal steplengths αn ensures an

increase in target value provided that g(v | xn) > 0 for at least one v ∈ Vn; otherwise d(xn) = 0 from

the properties of h0, which makes xn the global maximum. Moreover, optimality together with P1-54

implies f(xn+1) − f(xn) ≥ h(1/n, d(xn)) so that P1-53 is again applicable. For type O, joint optimal

choice of αn and yn clearly implies f(xn+1)− f(xn) ≥ f((1− βn)xn + βnvn) ≥ h(1/n, d(xn)) for any βn
by P1-54. Choosing βn = 1/n allows to apply P1-53. ¦

(Böhning convergence, composite case)

P1-56: Consider the VDM with optimal steplengths. If ϕ concave, v(Θ) compact, both Dϕ
and D(2)ϕ jointly continuous and g(yn | xn) ≥ h0(d(xn)) with h0 satisfying (5.1.2), then ϕ(xn) ↑
supϕ.

Proof: Obviously, by optimal selection, l(xn) increases to some value l∗. Assume l∗ < supϕ, so there is
ε > 0 such that

d(xn) ≥ supϕ− ϕ(xn) ≥ supϕ− l∗ ≥ ε (A.7.7)

for all n. Let hn(α) := ϕ(xn + α(yn − xn)), so that the optimal αn is obtained by maximizing hn over
[0, 1]. Now

h′n(α) = Dϕ(xn + α(yn − xn))(yn − xn), h′′n(α) = D(2)ϕ(xn + α(yn − xn))(yn − xn, yn − xn).
(A.7.8)

Hence h′n(0) = g(yn | xn) ≥ h0(d(xn)) ≥ h0(ε) > 0, so the maximal value can not be obtained in 0, i.e.
αn > 0. By concavity then either αn = 1 or αn is determined uniquely by h′n(αn) = 0. Now if αn → 0
along some subsequence, compactness of v(Θ), hence of v(Ψ), and continuity of Dϕ imply that h′n(αn)
and h′n(0) have the same limit. But the first sequence has limit 0 while the second is bounded away from
0 by at least ε > 0. Therefore no such subsequence can exists, so αn is bounded away from 0, i.e. which
means that αn ≥ γ for all n for some γ > 0. By the maximization property the equality

ϕ(xn+1)− ϕ(xn) ≥ h′n(γ)− h′n(0) = g(yn | xn)γ +
1

2
γ2h′′n(ξnγ) (A.7.9)

is obtained from a Taylor approximation. By joint continuity and compactness the second order derivative
can be bounded below by C > −∞ independently of n, so choosing a specific γ > 0 small enough ensures

ϕ(xn+1)− ϕ(xn) ≥ h0(d(xn))γ −
1

2
Cγ2 ≥

1

2
h0(ε)γ, (A.7.10)
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immediately implying unboundedness of (ϕ(xn)), contradicting the existence of l
∗ < ∞. As a result

ϕ(xn) must in fact increase to supϕ. ¦
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[20] Dieudionné, J. (1960): Grundzüge der modernen Analysis. Vieweg, Braunschweig.

[21] Everitt, B.S.; Hand, D.J. (1981): Finite Mixture Distributions. Chapman & Hall, London.

[22] Fedorov, V.V. (1972): Theory of Optimal Experiments. Academic Press, New York.

[23] Fischer, W., Lieb, I. (1994): Funktionentheorie. Vieweg, Braunschweig.

[24] Feng, Z.D.; McCulloch, C.E. (1996): Using Bootstrap Likelihood Ratios in Finite Mixture
Models. Journal of the Royal Statistical Society B 58, No.3, p.609–617.

[25] Gänssler, P.; Stute, W. (1977): Wahrscheinlichkeitstheorie. Springer, Berlin.

[26] Halmos, P. (1974): Measure Theory. Springer, New York.

[27] Hathaway, R. (1985): A Constrained formulation of Maximum-Likelihood Estimation for
Normal Mixture Distributions. The Annals of Statistics 13, No. 2, p. 795–800.

[28] Hathaway, R. (1986): A constrained EM Algorithm for Univariate Normal Mixtures. J.
Statist. Comput. Simul. 23, p.211–230.

[29] Heuser, H. (1980): Lehrbuch der Analysis, Teil 1. Teubner, Stuttgart.

[30] Holdgrün, H. S. (1998): Analysis I. Leins, Göttingen.

[31] Ingrassia, S. (2004): A likelihood-based constrained algorithm for multivariate normal mix-
ture models. Statistical Methods & Applications 13, p.151–166.

[32] Jahn, J. (2004): Vector Optimization. Springer, Berlin.

[33] Jewell, N.P.: Mixtures of Exponential Distributions. The Annals of Statistics 10, No. 2,
p.479–484.

[34] Karlin, S. (1968): Total Positivity. Stanford University Press, California.

[35] Kiefer, J.; Wolfowitz, J. (1955): Consistency of the maximum likelihood estimate in the
presence of infinitely many incidental parameters. Annals of Mathematical Statistics 27,
No.4, p.887–906.

101



[36] Kirsch, A.; Warth, W.; Werner, J. (1978): Notwendige Optimalitätsbedingungen und ihre
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