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Abstract

The invention of spatial audio playback techniques dates back to the 1930s
and today 3D playback systems are commonly available in cinemas, event
venues and even in the consumer’s home cinema or car audio system. While
the movie industry quickly adopted new formats to support multi-channel
loudspeaker installations, music has been produced and distributed almost
exclusively as two-channel stereo for decades and still is today. To gain
benefit from multi-channel spatial audio playback systems, for example an
enhanced envelopment of the listener and a more precise localisation of
sound sources, it is necessary to remix or upmix such legacy content.
The building of an automatic upmix processor is described in the course

of this thesis and involves three main components that have to be devel-
oped and integrated: time-frequency transformation, spatial signal analysis
and decomposition as well as decorrelation and repanning strategies under
consideration of the target loudspeaker configuration.
Two approaches to transform a signal into a time-frequency representa-

tion are compared initially. The short-time Fourier transform is easy to
implement due to widely-available and optimised FFT libraries. But it
also introduces a processing latency of one sample block and is limited to
linearly-spaced subbands. Furthermore, an alternative solution based on a
filter bank is described. It offers a flexible configuration of subbands and
can achieve a group delay that allows for real-time applications.
A novel method is proposed to decompose the time-frequency domain

signal by its spatial characteristics into an amplitude-panned direct and an
uncorrelated ambient component. The direct signal source directions are es-
timated from the stereo input signal power and afterwards steer the decom-
position into the direct and ambient part. Different to similar algorithms
which frequently suffer from out-of-phase ambient signals, the ambient sig-
nal phase relationship is a free parameter and can be adjusted to achieve
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an optimal left and right ambient signal correlation close to zero.
The separated ambient signal is further decorrelated into a sufficient

amount of channels to feed all available loudspeakers and yield a diffuse
and three-dimensional ambient sound field. A frequency domain decorrela-
tion strategy is introduced for that purpose where the signal is processed
with a tree of magnitude-complementary filters. By inclusion of vector base
amplitude panning into the framework, the separated direct signal compo-
nent can be repanned easily on varying target loudspeaker configurations.
The complete upmix processor has been implemented in a real-time en-

vironment and the computational demands are analysed and discussed. A
considerable performance gain could be achieved after embedding a highly-
optimised FFT library and by making use of manual or automatic vectori-
sation. The upmix received positive feedback in frequent informal listening
sessions and in particular the naturalness of the source rendering and the
clean and diffuse ambient sound field was rated positively.
A simplified low-cost variant of the upmix processor is finally described

and makes use of a filter bank for the time-frequency transform. Already
a few logarithmically-spaced subbands turned out to be sufficient to yield
a decent separation of overlapping sound sources. The filter bank imple-
mentation does not offer the same sonic possibilities compared to using the
STFT but is computationally more efficient and due to sample-by-sample
processing the latency and memory consumption is reduced significantly.



Zusammenfassung

Die Erfindung räumlicher Audiowiedergabe reicht zurück in die 1930er Jah-
re. Heutzutage sind dreidimensionale Wiedergabesysteme weit verbreitet
und in Kinos, Veranstaltungsräumen und sogar in Wohnzimmern und Au-
tos zu finden. Während sich in der Filmindustrie schnell neue Formate eta-
blierten die eine Wiedergabe auf mehrkanaligen Lautsprecherinstallationen
unterstützen, wird Musik seit Jahrzehnten fast ausschließlich in einem zwei-
kanaligen Format produziert und verkauft. Um die Vorteile von mehrkanali-
gen räumlichen Wiedergabeystemen, beispielsweise eine bessere Einhüllung
des Hörers und eine präzisere Lokalisation von Quellen, zu genießen, ist es
entweder nötig altes Material komplett neu zu mischen oder manuell bzw.
automatisiert hochzumischen (englisch „upmix“).
Die Entwicklung eines automatischen Upmix-Prozessors wird im Rahmen

dieser Arbeit beschrieben und beinhaltet drei Hauptkomponenten die da-
zu entworfen und integriert werden müssen: Zeit-Frequenztransformation,
räumliche Signalanalyse und Zerlegung sowie Strategien zur Dekorrelation
und Neuverteilung der einzelnen Klangkomponenten unter Berücksichtigung
der finalen Lautsprecheranordnung.
Zunächst werden zwei Ansätze verglichen, welche ein Signal in eine Zeit-

Frequenzdarstellung überführen. Die Kurzzeit-Fouriertransformation ist ein-
fach zu implementieren da hoch optimierte FFT-Bibliotheken weithin ver-
fügbar sind. Allerdings entsteht durch die blockweise Verarbeitung eine La-
tenz und die Darstellung ist beschränkt auf Bänder mit linearer Rasterung.
Weiterhin wird eine alternative Lösung mit einer Filterbank beschrieben.
Diese erlaubt eine flexible Konfiguration der Bandabstände und erreicht
entsprechend niedrige Gruppenlaufzeiten, so dass auch Echtzeitanwendun-
gen möglich sind.
Es wird eine neue Methode vorgeschlagen die ein Signal im Zeit-Frequenz-

bereich nach räumlichen Charakteristiken in Direktschall mit zugehöriger
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Richtungsinformation der Quellen sowie unkorrelierten Raumschall sepa-
riert. Die Richtung der Direktschallquellen wird mit Hilfe der Leistung des
Stereosignals geschätzt und steuert anschließend die Zerlegung in Direkt-
signal und Raumanteile. Im Unterschied zu ähnlichen Algorithmen welche
häufig phaseninverse Raumanteile extrahieren, ist die Korrelation zwischen
dem linken und rechten Raumanteil ein einstellbarer Parameter und ideale
Korrelationswerte nahe Null werden erreicht.
Das separierte Raumsignal wird weiter dekorelliert, um eine ausreichen-

de Anzahl Signale für alle verfügbaren Lautsprecher zu erhalten und so-
mit ein diffuses, dreidimensionales und einhüllendes Klangfeld zu erzeu-
gen. Zu diesem Zweck wird eine Strategie vorgestellt mit der das Signal
durch einen Baum aus komplementären Dekorrelationsfiltern direkt im Zeit-
Frequenzbereich bearbeitet werden kann. Durch die Integration von vector
base amplitude-panning wird es möglich das separierte Direktsignal schnell
und einfach auf verschiedensten Lautsprecheranordnungen korrekt wieder-
zugeben.
Der Upmix-Prozessor wurde in einer Echtzeitumgebung implementiert

und die Rechenlast analysiert. Nach der Einbindung einer hochoptimier-
ten FFT-Bibliothek und durch manuelle und automatische Vektorisierung
konnte ein deutlicher Geschwindigkeitszuwachs erreicht werden. Der Upmix
wurde in regelmäßigen informellen Hörtests positiv bewertet und vor al-
lem die Natürlichkeit der Quellenwiedergabe sowie das saubere und diffuse
Raumsignal hervorgehoben.
Eine vereinfachte Variante des Upmix-Prozessors wird beschrieben und

verwendet eine Filterbank um eine Zeit-Frequenzdarstellung zu erhalten.
Bereits wenige Frequenzbänder mit logarithmischen Abständen erwiesen
sich als ausreichend um eine brauchbare Trennung überlappender Quellen zu
erreichen. Die Implementierung mit einer Filterbank bietet nicht die gleichen
akustischen Möglichkeiten wie mit einer Kurzzeit-Fouriertransformation aber
ist weniger rechenaufwendig und durch die sampleweise Verarbeitung wer-
den Latenz und Speicherbedarf deutlich reduziert.



CHAPTER 1

Introduction

It is surprising what amount of detail the human auditory system can reveal
by analysing the surrounding sound field. We are used to be surrounded by
sounds all the time and we constantly sense and explore our environment
based on audible cues. Point-like sound sources like a driving by car, a
speaking person or a musician, interact with the environment and when
such a directed sound event arrives at our ear it is overlaid with a complex
pattern of reflections. This enables us to precisely localise the sound source
in space but also reveals a lot of details about the physical nature of the
environment and immediately allows to recognise if the current setting is
a cathedral, a cosy room or a forest without actually seeing it. On top of
this, diffuse ambient sound events like chatting people, dropping rain, wind,
singing birds and traffic noise reach our ears from all directions and add a
lot of further impressions and emotions to the scenery.
Compared to the experience of sitting in a concert hall and listening

to a symphonic orchestra, playing back a recording of the same situation
over loudspeakers in a living room usually is perceived as flat and one-
dimensional. The term immersion or listener envelopment is frequently
used to describe how close a sound reproduction is compared to such a
real-life experience. It was always the goal of music producers, recording
engineers and audio equipment manufacturers to provide the most detailed
and immersive experience for the listener. After stereophonic playback has
been invented in the 1930s, spatial audio recording and reproduction has
seen many improvements. Today, 3D audio playback systems can provide
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Figure 1.1.: Block diagram of a blind automatic upmix processor.

a highly immersive listening experience and are available in cinemas, event
venues, car audio systems and even consumer living rooms. This devel-
opment was largely driven by the movie and computer game industry and
in these fields enhanced multi-channel loudspeaker setups are widely sup-
ported. But when it comes to music, the limiting factor nowadays is not
the availability of a capable playback system but the existence of record-
ings in an adequate format. Music is still produced and distributed mostly
in the same two-channel stereo format that became a standard for music
production in the early 1970s. Even if the music industry would adopt
new surround sound formats in the near future, a huge amount of iconic
and popular recordings exists and will still be in use for a long time. In
many cases it is not possible to rerecord them and a considerable amount
of manual work would be involved to remaster or remix existing content.
Most of the new multi-channel loudspeaker arrangements are backwards-

compatible to formats with less channels and can still be used to play back
legacy content without impairments. But at the same time the listener will
not get any benefit like an increased envelopment of the listener and a more
precise localisation of sound sources independent of the listening position.
A simple duplication of channels to multiple loudspeakers is usually not
convincing and can even degrade the listening experience. Automatic up-
mix algorithms have been developed to produce further output channels by
means of signal processing techniques which can then be used to drive the
additional loudspeakers. Ideally, this leads to an increased envelopment and
a more precise source localisation while maintaining the original character
of the recording.
The goal of this thesis is to provide the complete system description for

a flexible upmix processor. As visualised in the block diagram Fig. 1.1, it
compromises the following main building blocks:
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1. Time-frequency analysis and synthesis to convert between time do-
main signals and an appropriate intermediate representation for the
processing. The ability to separate overlapping sound sources in the
input mixture is mainly determined by the time-frequency resolution
of this transform.

2. Panning estimation. A precise estimation of direct signal source posi-
tions is the basis for an accurate repanning and reproduction of sound
source positions in the upmix.

3. Signal decomposition to separate the direct from the diffuse ambient
signal parts. The direct signal is meant to be reproduced on the frontal
loudspeakers while the ambient signal is used to create an enveloping
sound field mostly from the rear and side loudspeakers.

4. Decorrelation of the extracted ambient signal. Each loudspeaker in a
setup should receive a separate decorrelated ambient signal to create
an overall diffuse sound field.

5. Repanning of the extracted direct signal component considering the
target loudspeaker layout and remixing with the ambient sound.

Among others, the major design goals can be summarised as follows:

• Blind processing. No need for a-priori knowledge of the input source
mixing procedure or side-channel metadata.

• Be flexible and generic. The proposed upmix should not be bound
to a specific output channel layout. Moreover, it should be possible
to output various 2D and 3D channel configurations with only minor
adaptions of the algorithm.

• Provide a convincing audio quality. In particular this means that the
extracted signals and decorrelated ambient signal should be clean and
free of unpleasant artefacts (e.g. phase cancellations or amplitude
modulations).

• Preserve the original sound source positions and characteristics. The
upmix should only redistribute the incoming audio but not add addi-
tional effects like reverberation.

• Allow block-based processing to yield fast code with little implemen-
tation effort by taking advantage of widely-available and optimised
modules like FFT libraries and vectorised instruction sets of modern
processors.
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The following Chapter 2 will introduce and compare two different time-
frequency transforms that can be used to build an upmix application: the
short-time Fourier transform and a filter bank. Chapter 3 provides a brief
overview about the mechanisms of spatial hearing, virtual source position-
ing and immersive audio reproduction with loudspeakers. Afterwards, a
novel stereo signal directionality analysis and a direct/ambient signal de-
composition approach are derived and discussed in Chapter 4. A position
index value is introduced to generalise the description of source positions in
the azimuth plane. With the help of this index the mathematical derivation
of various other approaches to estimate direct signal source directions are
unified and compared to the developed one. The remaining building blocks
and the fusion of the individual parts into a complete end-to-end upmix
system are described in Chapter 5. This mainly involves the development
of a new and efficient method to decorrelate the ambient signal in horizon-
tal and vertical direction. A real-time prototype implementation will be
presented and its computational demands are discussed based on theoretic
analysis as well as practical measurements. Furthermore, a simplified time
domain variant of the upmix algorithm is proposed which can be used with
low-cost embedded systems and for low-latency applications.



CHAPTER 2

Time-frequency Analysis and Synthesis

Time-frequency analysis and synthesis systems are the basis of many audio
processing applications and algorithms [Zöl11,Ler12,PK15]. Most audio and
music signals of interest are non-stationary and both time- and frequency-
dependent. Analysing such a signal in the time domain does not reveal any
information how the energy is distributed over frequency, whereas a spec-
trum would not provide any indication how the signal energy is distributed
over time. A time-frequency representation allows to find a balanced trade-
off between both dimensions for an optimal visualisation of the signal con-
tent. For example, the time domain signal plot of the recording of a viola
playing a short melody in Fig. 2.1 a) merely allows to guess the temporal
structure of the individual notes and their amplitude envelope. The spec-
trum of the same signal in Fig. 2.1 b) only indicates that most frequencies
are above 200Hz and one can guess from the existence of various sinusoidal
peaks that it is not a wide-band noisy sound.
The time-frequency representation of the recording is displayed as a spec-

trogram in Fig. 2.1 c), where time is shown along the horizontal axis and
frequency along the vertical axis. The brightness of each time-frequency
coordinate is proportional to the energy in this frequency band at the given
instant of time. Now, the rhythmic structure as well as the individual
fundamental frequencies, harmonics and expression (vibrato) of the viola
recording are clearly visible.
In general, a time-frequency processing system as depicted in Fig. 2.2 can

be split into three stages [Zöl11]. First, the signal is transformed into a



6 2. Time-frequency Analysis and Synthesis

0 2 4 6 8

−0.1

0

0.1

Time in seconds

x(
n)

(a) Time domain

100 200 400 1000 2000 4000
−20

0

20

40

60

Frequency in Hz

|X
(k

)|
in

dB

(b) Frequency domain

0 2 4 6 8
0

1000

2000

3000

4000

Time in seconds

Fr
eq

ue
nc

y
in

H
z

0

20

40

M
ag

ni
tu

de
in

dB

(c) Time-frequency domain

Figure 2.1.: Different visualisations of a recorded viola playing a short melody.
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Figure 2.2.: Time-frequency processing system.

two-dimensional time-frequency representation in the analysis step. Then
it is processed and modified in the time-frequency domain and finally trans-
formed back into time domain by the synthesis step.
Such systems are also referred to as phase vocoder [FG66], analysis-

synthesis [SR73] or overlap-add processors [Smi]. A wide variety of au-
dio effects [Zöl11] like pitch shifting, time stretching, source separation and
many signal analysis applications, for example chord recognition and pitch
tracking in the area of music information retrieval [Ler12], work in the time-
frequency domain. Perceptual audio codecs, for example AAC and MP3,
are based on time-frequency processing as well [Bra99].
Two time-frequency transform schemes will be discussed in the remain-

der of this section. First, the short-time Fourier transform (STFT) is in-
troduced. Afterwards a transform that is based on a recursive filter bank
is described and compared to the STFT. Both are chosen and described
for the reason that they are later on used in the context of the signal de-
composition and upmixing algorithm in Chapter 4 and 5. Manifold other
transform schemes are known in the literature. A detailed discussion and
comparison of various filter banks and transforms is beyond the scope of
this work but a few should be mentioned and referenced for further reading.
For example, in the area of perceptual audio coding, the modified discrete

cosine transform (MDCT) [PJB87] is used in the AAC and MP3 codecs
[Bra99]. Closely related to the STFT is the Gabor transform [BDH+11].
It is a more strict mathematically founded approach around the theory of
Gabor frames and unifies the STFT, wavelets and other block-based trans-
forms into a broad framework. The main focus is on the formulation of
constraints and conditions to assure a perfect reconstruction by an inverse
transform. Several non-stationary transform schemes are proposed to allow
for a non-uniform and signal-adaptive time or frequency resolution. An-
other frequent choice are quadrature mirror filter banks (QMF) [Vai87] to
create a subband decomposition of a time domain signal. They can be de-
signed to allow perfect reconstruction and are computationally efficient due
to subsampling and multirate processing.
The distinction between filter banks and other transforms in the narrower
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sense is mostly based on the implementation strategy and less on the general
approach. For example, an STFT can be implemented equivalently with a
Fourier transform as well as with a filter bank [Zöl11]. Broadly speaking
and throughout this thesis, filter banks perform sample-by-sample process-
ing and can optionally include down- and upsampling stages. Transforms
are based on block-processing schemes, inherently create critically sampled
subband signals and employ optimisation strategies like the fast Fourier
transform (FFT) to lower the computational complexity.

2.1. Short-time Fourier Transform

The short-time Fourier transform analysis/synthesis processing, amongst
others introduced by [SR73, Por76, Cro80], is probably the most common
scheme in that area. It is simple to implement, can easily be made com-
putationally efficient due to the wide availability of optimised FFT imple-
mentations and the output can directly be interpreted and visualised in an
intuitive fashion.

2.1.1. Processing Scheme
To perform a discrete short-time Fourier transform, a time domain input
signal x(n) with a discrete sample index n is first split into blocks

xb(l) = x(l + bH), l ∈ [0,L− 1], b ∈ Z (2.1)
of length L. The variable l denotes the local time index inside each block
and b is a consecutive block index. The distance in samples between two
blocks is determined by the hop size H.
Each block is weighted with an analysis window wa(l), transformed into

the frequency domain with a discrete Fourier transform (DFT) and ar-
ranged in a time-frequency matrix

X(b, k) =
L−1∑
l=0

wa(l) xb(l) · e−j2πkl/L (2.2)

where k ∈ [0,L−1] is the discrete frequency bin index. This analysis process
from a time domain signal x(n) to the time-frequency matrix X(b, k) is
visualised in Fig. 2.3 a).
The inverse transform from a time-frequency matrix Y (b, k) to a time

domain signal y(n) is depicted in Fig. 2.3 b). To recreate the full-length
time domain signal, each time domain block

yb(l) = 1
L

L−1∑
k=0

Y (b, k) · ej2πkl/L (2.3)
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(a) Transformation of a time domain signal x(n) into the STFT time-frequency
matrix X(b, k).

(b) Inverse transformation from an STFT time-frequency matrix Y (b, k) back
to a time domain signal y(n).

Figure 2.3.: Short-Time Fourier Transform analysis a) and synthesis b) scheme.
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is reconstructed with an inverse DFT of the spectrum in column b. The
final output signal

y(n) =
∞∑

b=−∞

ws(n− bH) yb(n− bH) (2.4)

is the overlapped sum of all individual blocks after being weighted with a
synthesis window ws(l).
If no modifications are applied and Y (b, k) = X(b, k), the recovered signal

is given by

y(n) =
∞∑

b=−∞

ws(n− bH) · wa(n− bH) · x(n) (2.5)

and it can be seen that a perfect reconstruction of x(n) is possible if the
windows are designed according to the condition

w̃(n) =
∞∑

b=−∞

ws(n− bH) · wa(n− bH) != 1. (2.6)

This is also known as the constant overlap-add (COLA) requirement and
a list of common windows and necessary overlap to enable a perfect recon-
struction can be found in [Smi].

2.1.2. Parametrisation
The two key parameters of the STFT are the block length L and the hop
size H. They need to be adapted to the requirements of the processing
algorithm and expected audio signal characteristics. Important properties
like the resulting processing latency as well as frequency and time resolu-
tion are directly determined by the block length. Cutting L samples out of
a signal and calculating the DFT of this block results in a spectrum with
L data points uniformly distributed over the signal bandwidth. This spec-
trum shows the frequency-dependent distribution of signal energy inside
the analysed block but does not contain any information how this energy
is distributed over the block length. Hence, the ability to localise the spec-
tral content in time is limited by the block boundaries. For shorter block
lengths L, the localisation of the block content in time is more precise but
the frequency resolution decreases and vice versa. This fundamental trade-
off between time and frequency resolution is sometimes referred to as the
Fourier uncertainty principle (e.g. [Smi]) due to its similarity to the Heisen-
berg uncertainty principle. For real-time applications, the block size L also



2.1. Short-time Fourier Transform 11

sets the lower boundary of the overall system latency because a full block of
samples has to be buffered before the processing can start with the trans-
formation of the first block.
The hop size H does not influence the time resolution as the uncertainty

of localising the spectral block content in time only depends on L. Based
on the hop size and block length, the overlap ratio O = 1−H/L is defined
and it has to be greater than zero to capture the complete signal without
gaps between the blocks. But as will be demonstrated in the next section,
the overlap ratio has a major influence on the computational complexity
and therefore should be kept as low as possible. The optimal overlap ratio
is usually determined by the choice of the analysis and synthesis window
shape. For example, the common Hamming or Hann windows would require
a minimum overlap O = 0.75 to fulfil the COLA requirement [Smi].

2.1.3. Arithmetic Complexity
The direct calculation of the discrete Fourier transform with the summation

X(k) =
L−1∑
l=0

x(l) · e−j2πkl/L (2.7)

has a quadratic complexity and is rarely implemented directly in applica-
tions [JF08]. More efficient FFT algorithms with a logarithmic complexity
usually are a better choice, while most of them are variants of the one
proposed by Cooley and Tukey [CT65].
A simple Radix-2 Cooley-Tukey FFT requires L log2(L) complex addi-

tions and L/2 log2(L) complex multiplications. Most processors natively
only support real-valued arithmetic operations (named ADD and MULT in
the following). Hence, for each complex-valued addition two ADD opera-
tions have to be executed, while a complex-valued multiplication requires
four MULT and two ADD operations1. This results in 2L log2(L) MULT
operations and 3L log2(L) ADD operations to calculate an FFT of length
L [JF08] and overall transform costs of

KT = 5L log2(L) (2.8)

arithmetic operations per sample block.
In an STFT framework, the overlap ratio O between consecutive blocks

and further L real-valued multiplications for the time domain windowing
1A different implementation with three MULT and five ADD operations may be bene-
ficial on platforms where a MULT is considerably slower than an ADD. However, to-
day the cost of MULT and ADD can be considered equal on most platforms [Fog17a].
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Figure 2.4.: Average number of operations per sample k̄T for an STFT analysis
with different overlap ratios O and transform lengths L.

have to be considered as well. The average number of operations per sample
for an STFT analysis is then given by

k̄T = KT + L

(1−O) · L = 5 log2(L) + 1
1−O (2.9)

and the resulting costs for typical parameter combinations are shown in
Fig. 2.4. Due to the logarithmic complexity, the FFT length L only has a
minor influence on the overall cost while the overlap ratio O linearly affects
the resulting number of operations. When processing speed is important,
choosing an analysis and synthesis window shape that already fulfils the
COLA requirement at a low overlap ratio can be an effective measure. In
contrast, the block length L can simply be chosen according to the desired
time and frequency resolution without worrying too much about the com-
putational costs.
The input and output of a DFT is strictly defined and the internal im-

plementation details are not of interest in many applications. Therefore,
it is mostly treated as a black box module that can be exchanged easily.
Researchers and companies have put a lot of effort in the optimisation of
the FFT for various target platforms and a wide-variety of libraries and
implementations is available to choose from. The best of these highly op-
timised FFT libraries can be about ten times more efficient than textbook
implementations [JF08]. Even direct hardware implementations are some-
times available, e.g. in the Analog Devices SHARC ADSP-2158x [ADS17]
family of processors. It also has to be noted that the time domain signals
in audio processing usually are real-valued which results in symmetric spec-
tra. Hence, up to half of the computations can be saved by simply using
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a transform variant that neglects the complex-valued part of the input and
only outputs the lower half of the spectrum.

2.1.4. Discussion
Time-frequency processing with an STFT is straightforward to implement
and thanks to widely available and highly optimised FFT libraries, a high
computational efficiency is achieved with minimum development effort. The
block-based processing allows for an easy vectorisation of many operations
and the single instruction, multiple data (SIMD) capabilities of modern
processors can be utilised. Both is later demonstrated at the example of
an upmix algorithm in Sect. 5.7.2. One major downside of STFT analysis-
synthesis systems in real-time applications is the fact that they always in-
duce a minimum latency of L samples. At the same time the frequency
resolution is bound by the block size L and linear over the whole spectrum
while in most music applications a logarithmic resolution would better fit
the content. Typical STFT block lengths are in the range of 20ms up to
80ms. These times will result in a corresponding frequency resolution of
50Hz down to 12.5Hz which is the minimum to get a decent separation in
the lower frequency regions of music signals. Therefore, real-time and low-
latency applications are not possible because they would require at least an
overall analogue-to-analogue system latency below 10 – 20ms.

2.2. Recursive Filter Bank

A recursive filter bank can work around some of the drawbacks of an STFT
analysis-synthesis system in a real-time scenario. Arbitrary frequency res-
olutions can be chosen and adapted to the expected signal content. The
group delay and latency is different for each band and can be adjusted in-
dividually to find an optimal trade-off between bandwidth, band separation
and center frequency. In the remainder of this section, the design of an
infinite impulse response (IIR) filter bank according to [FF10,FF11] is sum-
marised and analysed. In parts, this was already published by the author
of this thesis in [KZ16c].
The filter bank is built of complementary filter blocks that are arranged

in a binary tree structure. As the individual subband outputs are not down-
sampled, the reconstruction can be achieved with a simple summation of
the subband signals. Additional allpass sections are inserted into the tree to
obtain a flat magnitude reconstruction and to let the overall sum transfer
function become allpass. It has to be noted that this sum allpass has a
non-linear phase response and special care has to be taken when mixing a
processed wet signal with an unprocessed dry signal.
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2.2.1. Complementary Allpass Filter Structure
The filter bank is constructed from pairs of complementary filters that split
an input signal into a lower and higher band. The transfer functions F and
F̃ of such a filter pair are known to be power-complementary when they
satisfy the condition ∣∣∣F (ejω)

∣∣∣2 +
∣∣∣F̃ (ejω)

∣∣∣2 = 1 (2.10)

and when the sum of the transfer functions has an allpass response

A(ejω) = F (ejω) + F̃ (ejω), |A(ejω)| = 1 (2.11)

they are called doubly-complementary [MNV85]. Consequently, the summa-
tion of the outputs of such complementary filters allows to properly recon-
struct the common input signal except for the phase shift introduced by the
allpass response A(ejω).

Allpass Decomposition

It is widely known (e.g. from [Sar85, VMN86]) that an IIR filter trans-
fer function F (z), with a numerator polynomial P (z) and a denominator
polynomial D(z), can be decomposed into a parallel sum

F (z) = P (z)
D(z) = 1

2

(
A1(z) +A2(z)

)
(2.12)

of two allpass filters A1(z) and A2(z) when the following requirements are
fulfilled:

1. the order N of F (z) is odd

2. P (z) is a mirror symmetric polynomial, P (z−1) = zN P (z)

3. F (z) has real-valued coefficients and |F (ejω)| ≤ ∞ (bounded real
transfer function)

Among others, classical IIR filter designs like the Butterworth, Chebyshev
and elliptic filters fall into this category. An implementation as a parallel
allpass structure can have several advantages but most interesting for the
application in a filter bank is the fact that a doubly-complementary filter

F̃ (z) = Q(z)
D(z) = 1

2

(
A1(z)−A2(z)

)
(2.13)



2.2. Recursive Filter Bank 15

Figure 2.5.: Filter structure with allpass sections A1(z) and A2(z) to create
doubly-complementary outputs y(n) and ỹ(n).

simply is the difference of the same two allpass filters [VMN86]. Hereby,
as shown in the block diagram in Fig. 2.5, it is possible to obtain a second
filter output ỹ(n) which is complementary to y(n) with just one additional
subtraction. As postulated in (2.11), the summed transfer function of the
filters (2.12) and (2.13)

H(z) = F (z) + F̃ (z) = A1(z) (2.14)

is again an allpass. This means that a summation of the complementary
outputs perfectly reconstructs the signal magnitude but the phase shift and
group delay of A1(z) will remain in the reconstructed signal.
The magnitude and phase responses of an exemplary complementary filter

pair F (z) and F̃ (z) are plotted in Fig. 2.6 a) and b). The filters are derived
from a 5th-order Butterworth lowpass which has been decomposed into
parallel allpass sections A1(z) and A2(z) with the phase responses shown in
Fig. 2.6 c). The summed magnitude response of both filters in a) is flat and
the remaining phase response in b) is the phase response of A1(z).

Allpass Filter Design

The transfer functions of the two allpass filters

A1(z) =
N1∏
j=1

z−1 − pj
1− z−1 pj

=
N1∏
j=1

1− zj z−1

z−1 − zj

A2(z) =
N∏

j=N1+1

z−1 − pj
1− z−1 pj

=
N∏

j=N1+1

1− zj z−1

z−1 − zj
(2.15)

are fully defined either by the poles pj or the zeros zj = p−1
j because for

an allpass filter the latter are the inverse of the poles. The respective order
of the allpass sections is N1 = (N − 1)/2 and N2 = (N + 1)/2.
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Figure 2.6.: Magnitude response a) and phase response b) of a 5th order But-
terworth lowpass F and its doubly-complementary filter F̃ . The phase responses
of the allpass filters in a parallel allpass decomposition of F and F̃ are shown
in c).
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Figure 2.7.: Alternating selection of poles in the z-plane to decompose a filter
into two allpass sections A1(z) and A2(z).

An algorithm do derive the allpass zeros from the filter polynomials P (z)
and D(z) is described in [VMN86]. First the polynomial Q(z) is found with
a recursive process and afterwards the zeros of P (z) +Q(z) are determined.
The zeros located outside of the unit circle will become the zeros of the
first allpass A1(z) and the zeros inside the unit circle will be the poles of
the second allpass A2(z). The algorithm to calculate Q(z) requires several
polynomial multiplications and together with the recursive calculation it is
vulnerable to numerical errors. In particular Butterworth filters can have
very small-valued coefficients and it appeared that filter orders above 5
frequently lead to unstable decompositions.
From (2.12) and (2.13) it is apparent that F (z) or F̃ (z) have a common

denominator D(z) and therefore also have the same poles. Rewriting a
transfer function as a sum or difference of two fractions does not affect
the individual pole locations. Hence, the poles of the allpass filters A1(z)
and A2(z) are only subgroups of the poles already contained in F (z) and
the allpass decomposition problem is reduced to a distribution of the poles
from a prototype filter F (z) to the allpass sections A1(z) and A2(z). The
pole locations of Butterworth, Chebyshev and elliptic lowpass filters are
typically derived during the filter design process. Therefore, the poles could
directly be splitted into two groups and it is not necessary to use the error
prone transfer function coefficients for the decomposition procedure. It was
found in [Gaz85] that for this family of filters, where the poles are located
on an ellipsoid curve inside of the unit circle in the z-plane, an alternating
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MULT ADD Overall
Compl. allpass struct. 2 N + 4 N + 4 3 N + 8
2× Direct-form filters 4 N + 2 2 N + 2 6 N + 4

Table 2.1.: Number of multiplications, additions and overall operations per
sample for a filter stage of order N with two complementary outputs.

separation of poles as illustrated in Fig. 2.7 directly yields the poles for the
allpass sections. The smaller group with (N − 1)/2 poles is assigned to
A1(z) and the remaining (N + 1)/2 poles are assigned to A2(z).

Arithmetic Complexity

A brief discussion about choosing an optimal structure to implement the
allpass-decomposed filter is given in [VMN86] together with further refer-
ences for the interested reader. For simplicity and to have a common basis,
a standard transposed direct-form II (TDF2) implementation of the allpass
sections will be assumed in the following. These numbers are worst case
estimates and do not exploit potential optimisations like for example ne-
glecting unity multiplications, zero coefficients, or summarising symmetric
coefficient sets. In general, a filter of order N which is implemented as
TDF2 requires 2N + 1 multiplications and N + 1 additions. If it is decom-
posed into parallel TDF2 allpass sections as in Fig. 2.5, the overall number
of multiplications and additions

MULT = (2N1 + 1) + (2N2 + 1) + 2 = 2N + 4
ADD = (N1 + 1) + (N2 + 1) + 2 = N + 4

is slightly above the counts of a direct TDF2 implementation. However, in
a scenario where a band split is required it already provides complementary
output signals, whereas a direct implementation with a second independent
filter would double the overall cost. Table 2.1 lists the resulting instructions
per sample for the complementary allpass filter structure compared to a
TDF2 implementation with two separate filters.

2.2.2. Filter Bank Tree Structure
The complementary filter stages are cascaded in a binary tree structure to
successively divide the input signal into narrower subbands as illustrated
in Fig. 2.8. Thus, a tree of M filters can create M + 1 separate subband
outputs. The complementary filter stages Fm(z)/F̃m(z), enumerated by the
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Figure 2.8.: Complementary filter stages cascaded in a binary tree to form a
filter bank with 4 output channels.

filter index m ∈ [1 . . .M ], are implemented with the previously introduced
allpass decomposition. The respective allpass sections of the m-th filter will
be denoted as Am,1(z) and Am,2(z). The transfer function from the input
x(n) to the k-th output yk(n) is Hk(z) and the overall transfer function
after summation of the outputs

H(z) =
M∑
k=0

Hk(z) != A(z), |A(z)| = 1 (2.16)

ideally shows an allpass characteristic. However, determining the summed
transfer function of the exemplary 4-band filter bank from Fig. 2.8

H(z) =
M∑
k=0

Hk(z) = H0(z) +H1(z) +H2(z) +H3(z)

= F2(z) ·
(
F1(z) + F̃1(z)

)
+ F̃2(z) ·

(
F3(z) + F̃3(z)

)
= F2(z) ·A1,1(z) + F̃2(z) ·A3,1(z) (2.17)

it becomes apparent that the overall transfer function is not yet an allpass.
It was shown for example in [FF10] that the addition of further allpass sec-
tions can solve this problem. For the given example, the additional allpass
sections A3,1(z) and A1,1(z) have to be inserted after F2/F̃2 to guarantee
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(a) M = 3 filters, 4 output bands

(b) M = 5 filters, 6 output bands

Figure 2.9.: Two example filter banks with 3 (a) and 5 (b) complementary
filter stages. Allpass sections Am,1(z) have been inserted to ensure a constant-
magnitude reconstruction after summation.
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an overall allpass transfer function

H(z) =
M∑
k=0

Hk(z) = . . . =

=
[
F2(z) ·A3,1(z)

]
·A1,1(z) +

[
F̃2(z) ·A1,1(z)

]
·A3,1(z)

=
(
F2(z) + F̃2(z)

)
·A1,1(z) ·A3,1(z)

= A2,1(z) ·A1,1(z) ·A3,1(z) (2.18)

after summing the subband outputs for reconstruction. This filter bank
with the inserted allpass sections is shown in Fig. 2.9 a). Following the same
principle, filter banks with more outputs can be designed and an example
with six doubly-complementary bands is sketched in Fig. 2.9 b).
The interested reader will find more general design guidelines for this type

of filter banks in [FF11]. The basic rules can be summarised as follows:

• The summed transfer function for a bank of M filters is

H(z) =
M∑
k=0

Hk(z) =
M∏
m=1

Am,1(z). (2.19)

and therefore the overall group delay only depends on the Am,1(z)
sections. It can be minimised by always assigning the lower number
of poles to Am,1(z) during the allpass decomposition.

• Every subband output signal should have passed once through each
allpass section Am,1(z), m = [1 . . .M ] on its path through the filter
bank. Either implicitly in case the allpass is part of a complementary
filter stage or explicitly by insertion of the missing allpass sections
into the tree.

• In theory, the missing allpass sections could simply be added right
before each subband output. But to avoid the duplication of common
allpass sections it is advised to follow a simple pattern which min-
imises the number of required allpass insertions: At each branch, add
the corresponding allpass sections of all filter stages in the opposite
branch.

2.2.3. Parametrisation
The design parameters for the filter bank are the cut-off frequencies of the
complementary filters and the filter order. Both affect the resulting group
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MULT ADD Overall
Compl. filters M · (2 N + 4) M · (N + 4) M · (3 N + 8)
Add. allpass MA · (2 N1 + 1) MA · (N1 + 1) MA · (3 N1 + 2)

Table 2.2.: Number of multiplications (MULT), additions (ADD) and overall
arithmetic operations per sample for a filter bank with M complementary filter
sections of order N. MA denotes the required number of allpass sections for a
perfect magnitude reconstruction.

delay as well as the band separation. Increasing the filter order will reduce
crosstalk between the bands but at the same time increase the group delay
and therefore the latency of the overall system. It also has to be considered
that the group delay rises for lower cut-off frequencies in a similar fashion as
it can be observed for standalone lowpass filters. Hence, the lowest band cut-
off should be chosen to be as high as possible to not unnecessarily increase
the low frequency group delay.
The magnitude response of an octave filter bank with a structure as in

Fig. 2.9 b) and cut-off frequencies fc = {220, 440, 880, 1760, 3520}Hz is plot-
ted in Fig. 2.10 a) to provide an example. All complementary allpass filter
poles have been derived from Butterworth filter designs of order N = 5. As
expected from a 5th-order Butterworth filter, the slopes of the subbands de-
cay with 30 dB per octave and result in a 15 dB suppression of neighbouring
bands at the center frequencies. The corresponding group delay for filter
orders 3, 5 and 7 is compared in Fig. 2.10 b). It linearly increases with the
filter order N while it always considerably decreases for higher frequencies.

2.2.4. Arithmetic Complexity

The number of operations required for a single complementary allpass filter
stage have already been listed in Tab. 2.1. For the described filter bank,
these counts have to be scaled by the number of filters M and further MA

TDF2 allpass sections of reduced order N1 have to be taken into account
when a perfect magnitude reconstruction is required. The final arithmetic
complexity in terms of multiplications and additions is given in Table 2.2.
Overall, this results in

k̄F = M · (3N + 8) +MA · (3N1 + 2)
= M · (3N + 8) +MA · (3 (N − 1)/2 + 2)
= M · (3N + 8) +MA · (3N + 1)/2 (2.20)
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Figure 2.10.: Magnitude response and group delay for a filter bank with octave-
spaced cut-off frequencies fc = {220, 440, 880, 1760, 3520}Hz.
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arithmetic operations per sample. Figure 2.11 visualises the dependency
between the required operations per sample and the number of filters for
a filter bank of order N = 5. The thin line shows the costs without the
inserted allpass sections and it can be seen that for an increasing number
of complementary filters the overhead introduced by the additional allpass
sections rises significantly. This is mainly due to the non-linear rise of the
required number of compensating allpass sections for a higher number of
complementary filter stages as shown in Fig. 2.12.

In Sect. 2.1.3, k̄T = 220 average operations per sample have been counted
for an STFT analysis with a block length of L = 2048 samples and O = 0.75
overlap. In this configuration an STFT analysis outperforms the described
filter bank for already M = 9 filters of order N = 5. However, it has to
be considered that for a complete analysis/synthesis step the STFT frame-
work requires an additional inverse transform of the same complexity as the
analysis. But the synthesis with the filter bank is a simple summation of
the subband signals and introduces only a marginal increase of complexity.
This ability to allow for a cheap inverse transform is particularly beneficial
if more output than input signals have to be generated. A typical example
for such an application is the upmix processor that will be introduced in
Chapter 5.
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2.2.5. Subband Power Estimation
The subbands of an STFT are already critically-sampled and the absolute
value |X(b, k)| of each time-frequency tile corresponds to the current magni-
tude at that point. The momentary signal power P (b, k) = |X(b, k)|2 simply
is the squared magnitude. In contrast, the subbands of the described filter
bank are not sub-sampled and further processing is required to estimate the
current magnitude or signal power. A simple recursive averaging can yield
an estimate of the momentary signal power

Py(n, k) = λ · Py(n− 1, k) + (1− λ) · yk(n)2 (2.21)

in each of the subband outputs yk of the filter bank. The smoothing factor
λ = exp (−1/(τ · fs)) is calculated from a time constant τ and the signal
sample rate fs. Ideally, the time constant and smoothing factor is different
for each subband to allow an optimal trade-off between accurate power
estimate and quick response to fast signal changes. The smoothing factor
for the k-th band then becomes

λ(k) = exp
(

−1
τ(k) · fs

)
, τ(k) = ν

fc,k
(2.22)

where fc,k with k = 1, 2, 3, ...,M are the cut-off frequencies between the
bands. The cut-off frequency for the lowpass band k = 0 is undefined and
has to be chosen appropriately. The factor ν can be used to adjust the
strength of the smoothing. To balance attack against release speed, one can
choose different factors νA/νR for the attack and release phase

ν(n, k) =
{
νA, yk(n)2 > Py(n− 1, k)
νR, yk(n)2 ≤ Py(n− 1, k)

(2.23)

similar to the level detector in a compressor algorithm [GMR12].
This recursive averaging basically is a one-pole lowpass but higher order

IIR filters, e.g. a 2nd order Buttwerworth lowpass, could be used instead.
The steeper rollof leads to a better suppression of ripple and a smoother
power estimate. The normalised cut-off frequency of the lowpass filters

ω(k) = 2π · νF · fc,k
fs

(2.24)

should again be chosen differently for each band and is optionally scaled by
a factor νF to add some safety-margin. Combinations of different dynamic
and static filter stages, for example a dynamic level detector followed by a
first-order Butterworth lowpass, are possible as well.
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Examples

An octave filter bank with cut-off frequencies fc = {220, 440, 880, 1760, 3520}
is constructed from Butterworth filters of order N = 7 and used as an ex-
ample in the following. A test signal with two decaying sine tones of 330Hz
and 2640Hz and a sample rate fs = 44.1 kHz is processed by the filter bank.
Both tones start at second 0.1 and stop at second 0.3. The estimated sig-
nal power from the dynamic level-detector with νA = 0.05 and νR = 0.2 is
shown in Fig. 2.13 a). Additional smoothing with a 1st-order Butterworth
lowpass (νF = 0.5) has been applied in Fig. 2.13 b). An STFT (L = 2048
and O = 0.75) of the same signal is shown in Fig. 2.13 c), where the sub-
bands have been summarised and the amplitudes are scaled to result in a
comparable frequency resolution and dynamic range as in the filter bank
plots. It is clearly visible how the upper bands of the filter bank have a
significantly faster response than the lower bands and even the lower bands
more accurately follow the onset of the sine waves than the STFT. The addi-
tional lowpass filtering in Fig. 2.13 b) further reduces the remaining ripple.
An obvious downside of the filter bank is the worse band separation com-
pared to the STFT. The intermediate bands still contain considerable bleed
from the sine wave signals although quite steep 7th-order filters are already
used.
A second example with a half-octave spaced filter bank (Butterworth,

N = 7, νA = 0.05, νR = 0.2 and νF = 0.5) is given in Fig. 2.14 a) and
compared to an STFT-based visualisation in Fig. 2.14 c). The corresponding
time domain signal, a short excerpt of a spanish guitar piece, is plotted in
Fig. 2.14 b). It is visible that the band separation in the filter bank image is
again worse compared to the STFT but high-frequency attacks are sharper
and more precisely separated. Overall, both time-frequency visualisations
are comparable from the level of detail.

2.2.6. Discussion

When considering the computational costs it was shown that a filter bank is
not necessarily the fastest option. In terms of arithmetic operations, a filter
bank is only clearly advantageous over an STFT for less than 6 bands and
comparable for about 12 bands. But as most musical and audio applications
require a logarithmic band-spacing this is not a severe limitation. Ten bands
are already sufficient to create an octave-spaced subband decomposition
over the full audible bandwidth starting at 55 Hz. Even something close
to a third-octave or Bark band spacing is feasible if it can be limited to
the perceptually most important frequencies in a range between 150 Hz and
10 kHz.
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Frequently, computational demands are not the only consideration. For
example, block-based STFT processing is not possible on all platforms, e.g.
low-cost DSP chips with only little memory. In contrast, time-frequency
processing with a recursive filter bank is possible on virtually any DSP
or processor that supports the implementation of simple recursive filters.
No FFT library has to be available or needs to be implemented and the
sample-by-sample processing in the filter bank reduces the memory footprint
compared to an STFT block processing.

2.3. Conclusion

In the end, the choice for a time-frequency transform is a trade-off between
ease of implementation, processing latency, memory requirements and avail-
able computational resources. Speed is not the only argument when decid-
ing for a transform but mostly it is an important one. Due to the manifold
potential optimisations that would be specific to a target platform and im-
plementation, the arithmetic complexities given in the previous sections
should only be seen as a guidance to estimate and compare the costs on a
unified basis. The numbers suggest that a filter bank can compete and is
in a similar order of magnitude as an STFT for musical applications with
logarithmic band-spacings. The biggest advantage of the STFT framework
is the simple implementation and its flexibility when an optimized FFT
algorithm is already available. For more specific needs and low-cost ap-
plications, a filter bank can be a viable alternative solution that achieves
similar results with the additional benefit of low processing latencies.
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(a) Dynamic level-detector (νA = 0.05 and νR = 0.2)
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(b) Same as (a) with additional 1st-order Butterworth (νF = 0.5)
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(c) STFT Spectrogram (L = 2048 and O = 0.75)

Figure 2.13.: Time-frequency visualisations generated with a filter bank (But-
terworth, N=7) compared to a downsampled STFT.
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(a) Filter bank (Butterworth, N = 7, νA = 0.05, νR = 0.2, νF = 0.5)
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(c) STFT Spectrogram (L = 2048 and O = 0.75)

Figure 2.14.: Time-frequency visualisation of a short spanish guitar piece using
a half-octave filter bank (a) compared to a downsampled STFT spectrogram
shown in (b).
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CHAPTER 3

The Stereophonic Principle

The principles of stereophonic sound recording and playback have been de-
veloped in the 1930s by Blumlein [Blu58] and are still widely utilised in
sound recording and reproduction nowadays [RM09]. Stereophonic record-
ings consist of two or more independent signals which are played back by
spatially distributed loudspeakers [Rum01]. Thus it is possible to create
a spatial sound scene with multiple sources in a playback situation. The
perceived sound sources not necessarily have to be identical to the physical
loudspeakers but can also appear as virtual sources between the loudspeak-
ers if the feeding signals are generated accordingly.
This chapter provides an introduction into the psycho-acoustic effects of

spatial hearing and how these can be employed to create convincing spatial
sound scenes in a playback situation. Two books should be highlighted
and have served as the main references for this chapter: Spatial Hearing by
Blauert [Bla97] which is an elaborate guide on all aspects of spatial hearing,
and Spatial Audio by Rumsey [Rum01] which summarises the history and
present principles of spatial audio recording and playback techniques.
In the following, the position of sound sources will be described from the

point of view of a listener as shown in Fig. 3.1. The horizontal or azimuth
angle is denoted as θ ∈ [−180◦, 180◦] and the height or elevation angle is
given by ϕ ∈ [−90◦, 90◦]. An angle of 0◦ is defined to be in viewing direction
at the intersection of the median and the horizontal plane. Azimuth angles
are counted positive in clockwise direction and negative in anti-clockwise
direction. The origin of the spherical coordinate system lies in the centre of
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Figure 3.1.: Head coordinate system describing sound source locations on a
sphere by azimuth angle θ and elevation angle ϕ relative to the listener.

the head at the height of the ear canals.

3.1. Localisation of Sound Sources

The human ability to localise a sound source in three-dimensional space
is a complex process and has been extensively studied for example by
Blauert [Bla97]. The following will only provide a brief overview of the basic
principles as it is described in common literature [Bla97,Rum01,PK15]. Lo-
calisation in the horizontal plane is mainly determined by inter-aural time
differences (IATD) and inter-aural level differences (IALD). Both are closely
related to the shape and extent of the human head as well as the position
of the ears on the head. The ear distance evokes a time delay between both
ear signals with a maximum IATD of about 700µs for lateral sound sources
at an angle θ = ± 90◦. No significant influence of frequency can be observed
when the IATD is measured for different bands. The IALD between the ear
signals is caused by shadowing and scattering effects which occur when the
sound waves hit the head. For this reason the IALD exhibits a significant
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frequency-dependent behaviour and is only relevant for wavelengths which
are small compared to the human head.
Further spectral cues (also called monaural cues) are added by reflections

from the shoulders but also from the complex-shaped pinna before the sound
waves enter the ear canal. These cues are most important for a proper front-
back discrimination and the perception of elevation.
The combined effect of all localisation cues for a fixed source position can

be captured with a head-related impulse response (HRIR) pair. It describes
the acoustic path from a sound source to the left and the right ear canal
entrance.

3.2. Virtual Source Positioning

While recording and mixing sound and music, it is often desired to recreate
a certain spatial impression during playback and to let the listener perceive
sounds coming from controlled directions. This process to place virtual
sound sources in the auditory panorama is called panning and the virtual
sources are also named phantom sources. Two fundamentally different lis-
tening situations have to be differentiated: binaural playback over head-
phones and stereophonic playback with loudspeakers in a room. In the first
case, every ear is fed by only a single distinct signal of the recording. In
the latter case, this fixed assignment does not exist because of the inherent
crosstalk appearing between the loudspeakers in the room.
For headphone playback, a monophonic source signal can be convolved

with an HRIR pair to apply exactly the required localisation cues for each
ear such that a listener perceives the sound source in a certain direction.
The playback of binaural signals is therefore limited to headphones as the
cross-talk between loudspeakers in a room would destroy the subtle local-
isation cues. In theory, this binaural rendering and playback allows for a
highly realistic impression and accuracy of the virtual source localisation.
In practice, several drawbacks and potential problems arise [Rum01]. The
applied HRIR has to closely match the HRIR of the listener to achieve a
proper localisation and externalisation of the sound sources without timbral
colourisation. In particular the spectral cues for a clear front-back discrim-
ination and the perception of elevation are quite fragile and have to closely
match the expected cues of the individual listener. The direct approach to
obtain a suitable set of HRIRs is to measure the impulse response from a
sound source to both ear canal entries of a dummy head (or a real head) in an
anechoic chamber. To avoid the time consuming and cumbersome measure-
ments, HRIRs can also be calculated and approximated for example with
a basic spherical head model and few dominant pinna reflections [PD98].
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More advanced techniques make use of 3D head scans and magnetic reso-
nance images [GZE+12] to derive accurate and highly personalised HRIRs.
Due to the involved complexity, poor generalisation for a bigger audience
and inherent restriction to headphone playback, binaural source positioning
is only rarely used in music production.
The more widely used stereophonic virtual source positioning for loud-

speaker playback relies on simpler techniques and is not based on the idea
to exactly mimic the mechanisms of human hearing. Although less realistic
and accurate in theory, stereophonic techniques turned out to be a good
compromise between an enjoyable spatial impression, reasonable effort in
recording and a high compatibility with a wide range of playback situations
including headphone playback.
The perception of virtual sources during playback on loudspeakers is still

based on IALD and IATD cues. However, in contrast to binaural playback,
inter-channel level differences (ICLD) and inter-channel time differences
(ICTD) between the loudspeaker signals will not directly translate into well-
defined IALD and IATD localisation cues at the ears of the listener. Each
ear can receive sound from multiple loudspeakers and the resulting cues
are a complex mixture that depends on the source signal characteristics,
loudspeaker placement and room influences. Many experiments have eval-
uated the dependency between applied ICLD and ICTD and the perceived
direction of the sound source under various circumstances [Bla97]. From
practical experience and theoretic considerations, two main panning meth-
ods have evolved and considering the complex physical effects that occur
in loudspeaker playback situations they are surprisingly simple: time-delay
panning relies on the generation of ICTD while amplitude panning only
creates ICLD.

3.2.1. Amplitude Panning
Amplitude panning denotes the distribution of a monophonic source signal
s(n) to C loudspeaker channels

xc(n) = gc · s(n), c ∈ [1, 2, . . . ,C] (3.1)

by weighting it with corresponding gain factors gc (also called panning coef-
ficients) [PK15]. The gains are usually positive and real-valued which means
that all channels are in-phase with the source signal. Although the signals
radiated by the loudspeakers only exhibit level differences, the resulting ear
signals have both time and level differences and are similar to what a lis-
tener is used to receive from a natural sound source [Rum01]. Amplitude
panning traditionally has been, and still is today, the most used panning
method in music production. It was easy to realise in analogue mixing desk
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Figure 3.2.: Amplitude panning of a source signal s(n) by weighting it with
coefficients gL and gR . A virtual sound source appears at an azimuth angle θ.

circuits by the use of pan potentiometers and it avoids phase issues in the
downmix.

Panning Laws

The dependency between applied level differences, the loudspeaker posi-
tions and the resulting perceived source direction is called a panning law.
Considering a setup with two loudspeakers symmetrically arranged around
a listener as shown in Fig. 3.2, a virtual sound source will be perceived at
an angle θ if the two panning coefficients gL and gR for the left and right
loudspeaker follow the sine law [Bau62]

sin θ
sin θ0

= gL − gR
gL + gR

(3.2)

where θ0 ∈ [−90◦, 0◦] is the angle between the median plane and the left
loudspeaker. The possible angles θ to place a virtual source are bound by
the loudspeakers (|θ| ≤ |θ0|) and an amplitude-panned source cannot be
perceived outside of the arc between the loudspeakers. The very similar
tangent law [BBE85]

tan θ
tan θ0

= gL − gR
gL + gR

(3.3)
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Figure 3.3.: Vector Base Amplitude Panning (VBAP) [Pul97]. The source
position vector p is the sum of the weighted loudspeaker base vectors li and lj .

was designed to yield a more accurate localisation. Although the differences
are probably imperceptible for the typical stereo loudspeaker setup with
θ0 = −30◦ [Pul01].
Panning laws that incorporate more than two loudspeakers have been

developed and discussed for example by Gerzon [Ger92a]. However, for
surround sound applications with many loudspeakers the sine or tangent
panning law is usually simply applied to the two loudspeakers which are left
and right from the desired pan position. This pairwise panning approach
[Cho71] was generalised for arbitrary 2D and 3D loudspeaker arrangements
by Pulkki [Pul97] with the vector base amplitude panning (VBAP) method.
It requires that the loudspeakers are placed on a circle or sphere around
the listener and the angular position of each loudspeaker c ∈ [1, . . . ,C] is
known. In a two-dimensional layout, the loudspeaker position is defined by
the unit length vector

lc =
[

sin(θc)
cos(θc)

]
(3.4)

where the loudspeaker’s azimuth angle θc is measured relative to the listen-
ing position. The sound source unit length vector

p =
[

sin(θ)
cos(θ)

]
(3.5)

is given by the target azimuth angle θ where the sound source should be
perceived. In a scenario where a source signal s(n) is panned between two
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loudspeakers i and j as depicted in Fig. 3.3, the two nearby loudspeaker
vectors li and lj that enclose the virtual sound source form a vector base.
The source position vector can then be expressed as a linear combination
of the bases

p = gi li + gj lj (3.6)

and the weightings in the linear combination correspond to the panning
coefficients gi and gj . Rewriting (3.6) into a vector and matrix form

p = gi li + gj lj

=
[
li, lj

] [ gi
gj

]
=
[

sin(θi) sin(θj)
cos(θi) cos(θj)

][
gi
gj

]
= Lij g (3.7)

yields a simple dependency between the source position and panning coef-
ficients via the loudspeaker base matrix Lij . This matrix is constant for a
stationary loudspeaker setup and independent of the source positioning. To
determine the panning coefficients

g = L−1
ij p (3.8)

for a given source angle, the corresponding source vector p has to be mul-
tiplied with the inverted loudspeaker base matrix L−1

ij . Because Lij is con-
stant, the inverted matrix can be pre-calculated and modulating the source
position during the audio processing turns into a simple vector-matrix mul-
tiplication. For loudspeakers arranged symmetrically around the median
plane, it was shown in the appendix of [Pul97] that the coefficients calcu-
lated with (3.8) follow the tangent panning law (3.3).

Listening tests with pairwise amplitude panning and loudspeakers not
symmetrically arranged around the median plane (e.g. when a virtual source
is panned between the front right and center loudspeaker in a 5.1 surround
setup) revealed that virtual sources can appear significantly shifted by up to
10◦ towards the median plane [Pul02]. An improved VBAP variant called
non-unitary vector base amplitude panning (NVBAP) with an empirically
matched compensation curve was proposed in that same paper and can
increase the accuracy of the virtual source localisation in such situations.
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Coefficient Normalisation

Panning coefficients are usually normalised in such a way that their sum

C∑
c=1

gpc = 1, 1 ≤ p ≤ 2 (3.9)

is equal to one, whereas the choice of the exponent p can be motivated
from various viewpoints. Choosing p = 1 results in a constant-amplitude
panning behaviour and the sum over all output channels (downmix) will
always be identical to the source signal independent of the actual coefficient
values. While this assures downmix compatibility, the disadvantage is that
loudness differences of up to 3 dB may occur between different pan positions.
With p = 2, the sum of the individual channel powers will be equal to
the power of the source signal. This constant-power panning leads to an
approximately constant overall perceived loudness independent of the actual
distribution to the individual channels. Other exponents may be chosen for
more accurate results depending on the acoustic properties of the listening
environment [LVJ+14].

Position Index

In the remainder of this thesis, source positions are frequently described by
a normalised position index

Ψ = −gL − gR
gL + gR

= − sin(θ)
sin(θ0) (3.10)

based on the panning law of sines (3.2). Its dependency to the source angle
and panning coefficients is visualised in Fig. 3.4. It describes the normalised
position of a source on an arc between two loudspeakers and ranges from a
value of minus one for sources at the far left up to a value of one for sources
at the far right position. Sources in the center have a position index of
zero. The position index is independent of the actual normalisation of the
panning coefficients and therefore well suited to compare various panning
coefficient notations and signal models (cf. Appendix A).
The dependency between Ψ and source angle θ is shown in Fig. 3.4 a). It

can be seen that it is quite linear for the typical loudspeaker angles of a
2-channel stereo setup (−45◦ ≤ θ0 ≤ −30◦) and

θ̃ = |θ0| ·Ψ (3.11)

can be a good linear approximation of the source angle. When θ0 = −30◦,
the resulting maximum error is only about 0.5◦ and below the azimuthal
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Figure 3.4.: Dependency between position index Ψ and source angle θ as well
as panning coefficients gL/gR .

resolution capabilities of human hearing. A precise calculation of the source
angle

θ = arcsin (− sin(θ0) ·Ψ) (3.12)
from the position coefficient Ψ is usually not required and the computa-
tionally expensive inverse sine can be avoided or replaced with a very basic
lookup table.
While the position index is a convenient and intuitive description of a

source position, the respective constant-power panning coefficients

gL = 1−Ψ√
2 Ψ2 + 2

(3.13)

gR = 1 + Ψ√
2 Ψ2 + 2

(3.14)

are still required to actually generate the panned stereo signal by weighting
the source signal. The resulting panning coefficients gL and gR in depen-
dency to the position index Ψ are shown in Fig. 3.4 b).

3.2.2. Time Delay Panning
When a loudspeaker signal in a symmetric 2-channel stereo setup, as de-
picted in Fig. 3.5, is delayed relative to the other loudspeaker signal, the
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Figure 3.5.: Time-delay panning of a source signal s(n). The perceived virtual
source position is shifted towards the loudspeaker radiating the earlier signal.

perceived virtual source position is shifted towards the loudspeaker radiat-
ing the earlier signal. A maximum virtual source shift is achieved with a
delay in the range of 1ms [Bla97]. Apart from this rule of thumb, a prac-
tical panning law similar to the sine or tangent amplitude panning relation
from (3.2) and (3.3) is not known. Small changes in the listening position
can already change or impair the perceived source localisation [PK15]. The
inter-channel phase shift introduced by the time-delay can also lead to can-
cellations and comb filtering artefacts in the following processing stages (e.g.
downmix) or during playback. Due to the involved complexity and unpre-
dictable behaviour, time delay panning is only seldom used in the everyday
sound production workflow [RM09].

3.3. Perception of Spatial Properties

The sound perceived by a listener in a room is always the result of the
interaction of a sound source with the surrounding space. The received
sound event at the position of a listener after a source has radiated a pulse-
like signal can be separated into three parts:

1. Direct or primary sound that only occurs if a free line of sight exists
between the sound source and the listener. It is the first signal com-
ponent that arrives at the listener and has not been influenced by the
room.
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2. Early reflections are the first indirect sound components that arrive
after a single or a few low-order reflections. If the amplitude and
time delay (≈ 80 ms) is below a certain threshold, these reflections
are merged into a single auditory event with the direct sound [Bla97].
They are not perceived as individual echoes but add timbral coloura-
tion, contribute to the localisation of directions and the perception of
space [Rum01].

3. Late reverberation is the exponentially decaying tail of a received
sound event where the higher order reflections densely overlap such
that it is mostly considered a stochastic signal. The energy ratio be-
tween the late reverberant part and the rest is an important cue for
the perception of source distance [Bla97].

The combination of all events allows the listener in an enclosed space to
spontaneously arrive at an image of the room properties and is summarised
as the spatial impression [Bla97] . This image also includes the position and
orientation of the listener himself as well as the distance and position of the
sound sources. The acoustic properties and physical interactions in a room
can be described very well by a linear time invariant system. A measured
room impulse responses can be used to analyse room acoustics or to model
and virtualise room properties.

3.3.1. Attributes and Measurements
The assessment of sound perception in an enclosed space and the evalua-
tion of its perceptual quality historically arose from the construction and
analysis of concert halls. It is difficult to put such a complex subjective
sound experience into words and to find attributes that precisely describe
certain aspects. Among others, apparent source width (ASW) and listener
envelopment (LEV) have emerged as attributes to describe a spatial listen-
ing experience. Several studies tried to correlate them to physical measures
like inter-aural cross-correlation (IACC) and lateral energy fraction (LF)
(e.g. [BS95, HBO95]). The interpretation of the results is a bit contro-
versial between various authors but in summary one can recognise certain
trends [Rum01]:

• ASW was found to be closely related to IACC measurements in a time
window up to 80ms after the direct sound. A low IACC value leads
to a bigger ASW which was preferred by the subjects when rating
concert hall acoustics.

• LEV mainly depends on the existence and strength of lateral reflec-
tions that reach the listener 80ms after the direct sound. Hence, it
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directly correlates with the LF measurements.

The measurement and calculation of IACC is not exactly defined in the
literature. It is often determined from captured binaural ear signals, e.g.
from a dummy head, or from simulated binaural signals. The IACC is the
magnitude peak in a range of [−l0, l0] samples around the zero lag

IACCuv = max
|l|<l0

|ruv(l)| (3.15)

of the normalised cross-correlation

ruv(l) = 1
Eu · Ev

∞∑
n=−∞

u(n) · v(n+ l) (3.16)

between two signals u(n) and v(n). Due to the normalisation with the signal
energies Eu =

∑
n
u(n)2 and Ev =

∑
n
v(n)2 it is bound between 0 and

1. The two signals are fully correlated for an IACC of one and completely
decorrelated for an IACC of zero. Some authors apply bandlimiting to the
input signals, use subband decompositions or different window lengths for an
IACC that more precisely correlates to perceptual properties (e.g. [HBO95]).
If two signals are not binaural ear signals but for example the signals

driving a pair of loudspeakers, the inter-channel cross-correlation (ICC) is
defined in a similar manner. The playback of uncorrelated signals with an
ICC close to zero over loudspeakers usually translates into a low IACC at
the ears of a listener. Contrary, a playback of correlated signals in a room
does not necessarily lead to a high IACC at the listening position because
reflections and scattering in the room will decorrelate the signals.

3.4. Stereophonic Microphone Recording

Apart from the virtual positioning of monophonic source signals, it is also
possible to directly capture the spatial information of an acoustic scene by
a recording with multiple microphones. Depending on the microphone ar-
rangement, selection of the directional characteristics and routing of the
recorded signals to the loudspeakers, a different spatial perception will be
achieved while listening [Rum01,RM09]. Every method has its own charac-
teristics and advantages or disadvantages and it is the art of the recording
engineer to choose the microphone technique which best suits the acoustic
scene and leads to the desired result.
Altogether, there are two main classes: coincident and spaced (or non-

coincident) microphone techniques. In a coincident arrangement, the di-
aphragms of all microphones are placed as close as possible. Therefore, all
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Figure 3.6.: Simplified schematic model of a typical music production signal
chain.

microphone signals are in phase and only exhibit level differences which
arouse from the directional characteristic of the microphone capsules. In
other words, the captured signals show strong ICLD but only little or no
ICTD and create signals similar to amplitude panning (Sec. 3.2.1). A spaced
arrangement with omni-directional microphones introduces ICTD but only
little ICLD why it is often compared to time delay panning (Sec. 3.2.2).
When directional microphones are arranged in a non-coincident manner,
ICLD as well as ICTD will occur and the result resembles a mixture of both
amplitude and time delay panning. Sphere and dummy head microphones
are a special case where the resulting complex spatial cues in the micro-
phone signals are intended to mimic the real cues in a human listener’s ear
signals.

3.5. Stereophonic Music Production

In the area of today’s music production, recordings are rarely made with
a single stereophonic microphone setup that captures all the performing
musicians in a room at once. Moreover, each instrument and vocalist is
captured with one or multiple microphones and the monophonic microphone
signals are recorded separately on individual tracks. Each monophonic track
is then processed by filters and dynamic compressors before it is positioned
in the stereo panorama by amplitude panning. The output of all panned
sources is finally summed on a 2-channel stereo master bus as depicted in
Fig. 3.6. Ambience is added by natural or artificial reverb, either from a
reverb processor or by adding multi-channel room microphone tracks to the
final output. In a simple approximation, both techniques to add ambience
can be described by an additive and linear process. The signal flow as shown
in Fig. 3.6 also is a simple model for a typical mixing desk as it is usually
used for music production, either as standalone analogue desk or as a virtual
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Figure 3.7.: Standard stereo loudspeaker setup with a left and right loud-
speaker. An additional center loudspeaker can improve localisation of central
sources.

mixing desk in a digital audio workstation (DAW).
Movie sound tracks are nowadays almost always produced natively in

multi-channel surround sound formats. Surprisingly, 2-channel stereo is
still the standard recording and distribution format even for modern mu-
sic productions. Exceptions are live concert recordings with accompanying
video or rare releases of artists that explicitly make use of the possibilities
of surround sound playback (e.g. the album collection "Kraftwerk 3D" by
the German band Kraftwerk).

3.6. Sound Reproduction

Stereophonic sound reproduction requires at least two loudspeakers and
over the past decades the number of loudspeakers and signal channels in
spatial audio playback systems has increased constantly. While in the be-
ginning only a few frontal loudspeakers have been used, three-dimensional
loudspeaker setups today easily make use of 10 to 20 separate loudspeakers
and signal channels.

3.6.1. Frontal Stereo

In a standard 2-channel stereo arrangement both loudspeakers and the lis-
tener are placed at the corners of an equilateral triangle (Fig. 3.7). Hence,
both loudspeakers have the same distance to the listener, are symmetric
in respect to the median plane and enclose an angle of 60◦. The term
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stereo became synonymous for such a 2-channel stereo configuration al-
though stereophonic playback in the narrower sense is not limited to only
two loudspeakers [Rum01].
Prominent sound sources, like for example the main singer or solo instru-

ment in a song as well as actors in a movie dialogue, are commonly mixed
to appear as a phantom source in the center between the two stereo loud-
speakers. This imposes the problem that only a listener in the intended
listening position, called sweet spot, can properly localise these important
central sources. Listeners outside of this area will perceive all virtual sources
shifted towards the closest loudspeaker which is widely explained with the
precedence effect [Bla97]. Placing a third loudspeaker as a real physical
sound source in the center can stabilise localisation and timbral quality
of central sources [Rum01]. Such a LCR (left, center, right) loudspeaker
configuration has already been used quite early in cinemas and theatres to
improve localisation and to extend the optimal listening area for the audi-
ence. Several circuits (e.g. [Kli58]) or algorithms (e.g. [Ger91,Gun01]) to
synthesise an additional center signal from standard 2-channel recordings
have been proposed.
Apart from the problem of only providing a small listening area, stereo

playback with two loudspeakers exhibits further limitations as summarised
by Theile [The90]:

1. Localisation of sources is limited to the area between both loudspeak-
ers and therefore the panorama width is constrained.

2. Lateral reflections are not the actual ones from the recording situation
but arise from the loudspeaker signals interacting with the listening
room.

These limitations can be compensated by adding further loudspeakers in
particular behind the listener and on the side.

3.6.2. Surround Sound
Quadraphonic sound systems where the loudspeakers are placed at the
corners of a square around the listener [Rum01] appeared in the 1970s.
They promised to increase the listener envelopment and have been the
first commercial surround sound application for consumers. As 2-channel
vinyl LPs were the standard distribution media at that time, most of the
recordings used a downmix matrix to encode the four loudspeaker chan-
nels into a 2-channel stereo signal. A decoding matrix on the playback side
then extracted the rear channel signals from the downmix. Some circuits
could also be used to generate pseudo-quadraphonic signals from standard
stereo recordings. Due to the multitude of incompatible and competing
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Figure 3.8.: 5-channel surround loudspeaker arrangement following the ITU-R
Recommendation BS.775-1 [IR94].

formats and an impaired audio quality compared to standard stereo (even
worse frontal localisation, matrixing artefacts), quadraphonic systems never
gained a considerable market share and were abandoned soon.
In cinema, surround sound has already been used since the 1950s, whereas

in the beginning only a single surround sound channel was added to the
three LCR front channels. The surround channel in the resulting LCRS
configuration was typically sent to a whole array of surround loudspeakers.
Therefore, it could not create precise rear localisations and was only used
as an effects channel [Rum01]. The LCRS configuration became a quasi-
standard when Dolby introduced the Dolby Stereo format in the 1970s which
allowed to matrix-encode a 4-channel signal into the optical stereo sound
track of 35mm film in combination with Dolby noise reduction techniques.
The ITU-R Recommendation BS.775-1 [IR94] from 1994 defines a loud-

speaker layout with a second rear loudspeaker channel. Overall, the multi-
channel stereophonic sound system in the standard consists of 6 loudspeak-
ers (Fig. 3.8): a left and right loudspeaker in the standard stereo positions,
a center loudspeaker in the front and a left and right surround loudspeaker
in the rear. An optional low-frequency effects (LFE) loudspeaker can be
added to provide additional low-frequency sound for special effects. This
setup is often referred to as the 5.1 configuration because it consists of five
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loudspeakers and one optional subwoofer. At about the same time the Dolby
Digital surround sound format with an identical loudspeaker arrangement
was established in cinema. It also became a standard format for audio cod-
ing and storage on the Digital Video Disc (DVD) and was the first medium
that delivered high-quality discrete surround sound signals to the home user.
Together with the fact that 5.1 surround is just an extension on top of the
plain 2-channel stereo arrangement, surround sound became very popular
during the late 1990s and is now well-established in the home cinema and
computer game markets. Some enhanced media solely for the distribution
of music have been developed as well. But the DVD-Audio and Super Au-
dio CD (SACD) which could store surround sound with up to six discrete
high-resolution channels never reached a considerable spread.

3.6.3. 3D Audio

All loudspeakers in the previously described configurations have been lo-
cated in a single horizontal layer. For a three-dimensional rendering of sound
sources, loudspeakers also have to be placed at different heights. Lately,
Dolby Atmos and Auro 3D enhanced the 5.1 surround configurations with
multiple height loudspeakers. These new formats add four top loudspeakers
to render elevated sources in the upper corners above the front left, front
right, left surround and right surround loudspeakers (Fig. 3.9). Many other
surround and 3D audio configurations with up to 22 loudspeakers in 3 layers
have been described and in parts are standardised [Rum01, IR12, IR17].

3.6.4. Summary and New Developments

An overview of 10 frequently used loudspeaker positions with accompany-
ing labels and channel numbers as defined in the ITU-R Recommendation
BS.2051-1 [IR17] is summarised in Table 3.1. The labels and channel num-
ber mapping will be used throughout this thesis to refer to certain loud-
speaker channels and positions. With these 10 loudspeakers it is possible to
form a setup that is capable to playback standard 2-channel stereo (loud-
speakers 1-2), 5.1 surround (loudspeakers 1-6) or 9.1 3D audio material.
This backwards-compatibility is one of the reasons why these loudspeaker
positions are frequently used and are a good basis for even more complex
and custom-built installations.
The addition of more loudspeakers has constantly increased the quality

of spatial imaging and listener envelopment. But at the same time it also
increased the effort and cost to install and connect a multi-channel sound
system which always was a barrier for a breakthrough success of surround
sound and 3D audio in the consumer area. Only enthusiasts are willing to do
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(a) Top view

(b) Side view

Figure 3.9.: 9-channel 3D loudspeaker arrangement after adding four top loud-
speakers to the surround sound configuration from Fig. 3.8.
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Ch. Label Description Azimuth θ Elevation ϕ
1 L Left −30◦ 0◦

2 R Right +30◦ 0◦

3 C Center 0◦ 0◦

4 LFE Low Frequency - -
5 Ls Left Surround −100◦ . . .− 120◦ 0◦

6 Rs Right Surround +100◦ . . . + 120◦ 0◦

7 Ltf Left Top Front −30◦ . . .− 45◦ 30◦ . . . 55◦

8 Rtf Right Top Front +30◦ . . . + 45◦ 30◦ . . . 55◦

9 Ltr Left Top Rear −100◦ . . .− 135◦ 30◦ . . . 55◦

10 Rtr Right Top Rear +100◦ . . . + 135◦ 30◦ . . . 55◦

Table 3.1.: Loudspeaker labelling and corresponding angular positions as used
in the various ITU recommendations (summarised in [IR17]).

the necessary wiring or want to arrange their furniture with primary focus
on an optimal placement of loudspeakers. This has led to the development
of integrated multi-channel soundbars that can be simply placed below the
TV screen. Technically, a soundbar is an array of multiple loudspeakers
in a flat and bar-shaped housing that allows to create a simple virtual
surround sound experience with the help of signal processing techniques
(e.g. [CSH+12]). Mostly these are a combination of beamforming, cross
talk cancellation, psyco-acoustic effects and incorporation of side walls and
ceilings as reflection surfaces to create virtual sound sources. Listening
tests indicate that the quality may not be convincing compared to discrete
surround setups [WEKM16], but considering the simplicity and appealing
form factor it can be a viable compromise.

In the last 30 years a multitude of different distribution formats and
loudspeaker configurations appeared. All these formats specified fixed as-
signments between distributed audio channels and loudspeaker positions.
At the same time, soundbars, wireless loudspeaker arrays and high-end car
audio setups introduce a new variety of non-standardised loudspeaker con-
figurations. It is a challenging task to make sure the spatial properties are
reproduced correctly when feeding such a new loudspeaker configuration
with discrete channel-based recordings that were originally intended for a
different setup. New object-based audio formats like MPEG-H [HHKP15]



50 3. The Stereophonic Principle

try to solve this problem by storing individual source tracks together with
spatial meta-information. The final rendering of the loudspeaker signals
will be delegated to the playback system where the exact loudspeaker ar-
rangement is known. Hence, the distributed audio material is in most parts
independent of the actual playback system.

3.7. Conclusion

The fundamentals of stereophonic audio recording, mixing and playback
techniques have not changed and today are still the same as when they
have been described by Blumlein in the 1930s. Yet, a lot of research has
been done to better understand the process of human hearing, localisation
of sources and the perception of spatial attributes. Modern storage media
and digital audio coding together with cheaper analogue electronics and
amplifiers made it possible to extend the classical stereo setup with two
or three frontal loudspeakers to multi-channel setups with 20 and more
loudspeakers. These surround and 3D audio setups can create stunningly
realistic and immersive listening experiences. Today they are widely used
in cinemas, art installations, car audio and even in the consumer’s living
room with a complexity ranging from simple TV soundbars up to expensive
3D audio home cinema installations with many distributed loudspeakers.
Despite the fact that surround sound is well established in the film indus-

try since decades and many studios quickly adopt to recent developments
like 3D audio and object-based formats, 2-channel stereo recordings are
still the quasi-standard for the production and distribution of music. Most
of the multi-channel surround sound and 3D audio loudspeaker configura-
tions provide backwards-compatibility to simple 2-channel stereo. But in
the other direction there is no benefit from additional loudspeakers when
2-channel source material is played back. This is the main motivation to
develop upmix algorithms like the one described in Chapter 5.



CHAPTER 4

Stereo Signal Analysis and Decomposition

The original Blumlein patent on the stereophonic principle [Blu58] already
mentioned two different stereo signal formats and how a left and right chan-
nel (LR) stereo signal can be decomposed into a mid and side channel (MS)
signal and vice versa. Mathematically, the left and right stereo channels

xL(n) = xM (n) + xS(n)
xR(n) = xM (n)− xS(n) (4.1)

are defined to be composed of the sum and difference of a mid signal xM (n)
and a side signal xS(n). Rearranging this equation pair to a form

xM (n) = 0.5 · [xL(n) + xR(n)]
xS(n) = 0.5 · [xL(n)− xR(n)] (4.2)

allows to decompose a LR signal back into its mid and side component. The
mid signal mainly contains correlated sources which appear in the center
of the stereo panorama while the side signal contains uncorrelated compo-
nents and strongly panned sources. Hence, it is not only a mathematical
conversion but also a semantic and in particular a spatial decomposition.
A common application of the side signal has been the simple generation of
playbacks for karaoke as the singer in pop music is usually equally balanced
between the left and right channel and hence will be suppressed in the side
signal. The relationship between the components of a signal in form of an
equation system (as the one given above for an MS/LR conversion) will
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be called a signal model in the following. More complex signal models can
be defined and actually the stereo mixing workflow described in Sect. 3.5
is nothing else than a detailed and very specific signal model. However, in
contrast to the LR/MS model, it is not exactly invertible in a mathematical
sense when only the stereo downmix is available because it contains too
many unknowns.
This chapter will deal with the decomposition of a stereo mix based on

its spatial characteristics. First, this means to separate the stereo mix into
directional and ambient components, whereas directional components are
defined to be correlated sound events and ambient components are decor-
related sound events (for example ambient reflections of sound in a room).
Second, signal components are extracted or modified based on their per-
ceived spatial localisation in the stereo panorama. Exemplary applications
of such a decomposition are spatial audio coding (e.g. [BDFH05]), up- and
downmxing (e.g. [Fal06]) or source separation (e.g. [BLC04]).
Although extracting signal components with a specific perceived localisa-

tion may lead to a separation of sound sources, there is no real concept and
definition of a physical source in these methods itself. Such a spatial decom-
position process has to be clearly distinguished from general source separa-
tion approaches (e.g. [VBGB14,EPMP14]) where it is desired to extract a
dedicated physical sound source, for example a singer, speaker or specific
instruments (e.g. piano, violin, horn, drums), from a single or multi-channel
mixture. A three-dimensional localisation and separation of physical sound
sources can also be performed with microphone array recordings where the
signals of the microphones are processed with beamforming and Direction
of Arrival (DoA) estimation algorithms [Zöl11]. The quality of the resulting
separation heavily relies on the knowledge of the physical arrangement and
properties of the used microphone array. This information has to be known
a-priori and makes these methods quite specific to a certain setup. Micro-
phone array processing is widely used to improve speech intelligibility and
for suppression of disturbances in smartphones, headsets, video conference
systems or hearing aids [WL03]. In contrast, the stereo signal decomposi-
tion proposed in this chapter is intended to work with generic multi-channel
signals where only little is known about the actual physical recording setup
and mixing process.
The separation of direct and ambient components on first glance also

is similar to dereverberation, for example in the area of speech process-
ing [LS82,NL19], where the ambient signal components are suppressed wile
maintaining a maximum direct signal fidelity. However, the ambient signal
itself is usually not of interest and not extracted or stored independently
with these approaches. It is also important to note that the developed di-
rect and ambient signal decomposition is not intended to exactly recover
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a real physical ambient signal as it was for example added by a room im-
pulse response. Moreover the idea is to transform a left and right channel
stereo signal into a different representation (direct and ambient channel) in
a similar fashion as it was done with a mid and side decomposition. Neither
correspond to real physical signals but are just a different representation
of the same signal content. Depending on the application, one or another
representation may be beneficial. In that aspect it is similar to a mid/side
decomposition which is sometimes used in audio effect algorithms for exam-
ple to apply different amounts of compression or equalisation to the mid or
side component.
The requirements for a stereo signal decomposition with regard to an

upmix application as later on described in Chapter 5 can be summarised as
follows:

• Separated signals should be clean, free of artefacts (e.g. amplitude
modulations, phasing) and the direct and ambient components should
sound plausible but do not necessarily have to match a real physical
reference.

• Not bound to a specific downmix process but it should work well with
a wide range of generic input signals.

• No parts of the signal should be removed or added (e.g. by artifi-
cial reverberation). Decomposition is just a redistribution of existing
signal content.

• It should be invertible to allow a remixing and individual processing
of signal components.

The core of the method which is derived and described in the following
has already been published in various conference papers by the author of
this thesis [KZ15,KZ16b,KZ16c,KZ16a] and has also been protected by a
patent [KFMZ15]. This chapter will provide a detailed overall summary
including the latest findings and embed the work into the wider scope of
this thesis.

4.1. Related Work

Various methods to decompose and analyse a stereo signal have been de-
veloped in the past. An overview of the most influential ones for this thesis
will be introduced in the following but cannot claim to be an exhaustive
list. Table 4.1 provides a summary of the respective key features and main
applications.
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A generalisation of the LR/MS decomposition approach are passive ma-
trix encoders and decoders. They follow a form

y1(n)
y2(n)

...
yC(n)

 = A ·


x1(n)
x2(n)

...
xD(n)

 =

a11 . . . a1D
...

. . .
...

aC1 . . . aCD

 ·

x1(n)
x2(n)

...
xD(n)

 (4.3)

and can be used to decompose a D-channel signal (x1,x2, . . . ,xD) into C-
channels (y1, y2, . . . , yC) by a linear combination matrix A. Gerzon [Ger91]
proposed several decoder matrices to decompose a stereo signal into 3, 4 and
5 sub-signals for optimal playback on 3-channel and 5-channel loudspeaker
setups. The Dolby Surround decoder [Dre82] follows the same passive ma-
trix approach to generate an additional surround channel from a 2-channel
stereo input but applies further filtering, delays and noise reduction.
Active matrix decoders like Dolby Pro Logic I and II [Dre82,Dre00,Gun01]

analyse the signal levels and the ICLD to adapt the decomposition to the
input signal characteristics. Thereby, it is possible to track the direction of a
dominant source and to steer the decomposition such that the stereo image
is preserved better. This works well in the context of film soundtracks with
little temporal overlap between sources, e.g. in a dialogue. Processing dense
mixes with several overlapping dominant sources, e.g. a music mix, still
leads to an erroneous reproduction of the source positions. Another active
matrix decoder was presented by Irwan and Aarts [IA01, IA02]. Compared
to the Dolby approach it has a more advanced analysis stage and derives the
steering signals from principal component analysis (PCA) and correlation
measurements but still suffers from the limitation that only one dominant
source at a time can be tracked reliably due to the full-band processing. A
frequeny-domain based variant was later proposed by Li and Driessen [LD05]
to improve the performance for more complex signal mixtures.
The ambient signal extraction developed by Usher and Benesty [UB07]

makes use of a pair of adaptive filters whereas each filter is adjusted by
a normalised-least-mean-square (NLMS) algorithm to minimise the error
between one filtered stereo input channel and the opposite channel. The
error signal will then mainly contain uncorrelated (ambient) components
and the filter output the respective correlated (direct signal) components.
The NLMS can be implemented in the time as well as in the frequency
domain.
Most of todays algorithms perform a stereo signal analysis and decomposi-

tion in the time-frequency domain to facilitate the separation of overlapping
sources (cf. following Sect. 4.2.1 and Fig. 4.2). Avendano and Jot described
an ambient signal separation [AJ02a] which was combined with a panning
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estimation [Ave03] and center channel extraction [AJ02b,AJ04] to yield a
2-to-5 channel upmix system. The extraction of the direct, ambient and
center signal is based on soft masks which are derived from the cross- and
autocorrelations of the stereo signal.
Another frequency domain upmix comes from Faller [Fal06] where a di-

rect signal panning coefficient is estimated from the signal cross- and au-
tocorrelations as well. Different to Avendano and Jot, the extraction of
direct and ambient components is based on a least-squares (LS) estimate.
Faller also mentions that it may be beneficial to group the spectral bins
in the STFT into subbands with perceptually motivated bandwidths. Jeon
et al. [JPLY10] apply the derivation from Faller [Fal06] to a different sig-
nal model and propose a solution where the signal model in vector-matrix
form is inverted with the Moore-Penrose pseudoinverse to yield estimates
of the direct and ambient signal. The final extraction matrix resembles the
solution from Faller but does not depend on an estimate of the primary-to-
ambient signal ratio and is therefore said to be more stable. The core of
the work from Mieth [Mie15] also follows a very similar separation approach
but adds an iterative reduction process to remove a remaining direct signal
fraction in the extracted ambient signal.
Various frequency domain algorithms have been proposed to perform only

a direct and ambient signal decomposition without (explicitly) estimating
the direct signal directivity. The primary-ambient1 decomposition from
Goodwin and Jot [GJ07b] is based on a PCA of the stereo signal, whereas
the main component is taken as the direct signal and the residual as the
ambient signal. Further improvements and modifications to PCA-based
direct and ambient separation are discussed in [Goo08, JHS+10, BJPL12].
Two variants of extraction masks similar to the one from Avendano were
decribed by Merimaa et al. [MGJ07] and compared to PCA and LS-based
methods.
Jianjun He et al. recently published a series of articles related to primary-

ambient extraction (detailed and summarised with an extensive literature
review in [He16]). They compared and unified some of the known ap-
proaches into a linear estimation framework [HTG14] and proposed new
variants as well. A time-shifted PCA is discussed in [HGT15c] which is
intended to improve extraction accuracy for direct signal sources with a
time-delay between the left and right stereo input channel. He et al. also
identified a common problem of many primary-ambient decomposition ap-
proaches [HGT15a,HGT15b]: a considerable amount of ambient signal can
remain in the extracted primary component when the input signal contains
a lot of ambient sound. To achieve a maximum separation they propose

1In this context, the direct signal is often referred to as the primary component.
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to optimise the ambient signal magnitude or phase such that the primary
signal power is minimised.
Related algorithms can also be found in the area of parametric spatial

audio coding [BF03,FB03,BDFH05,GJ06,BVM06,Pul06]. Typically, spa-
tial cues are extracted from a multi-channel audio signal and are encoded
together with a downmix of the signal. The spatial cues then guide the
decomposition and remixing of the downmix in the decoder stage to re-
cover a multi-channel signal. By modification and adaption of the spa-
tial cues, the audio signal can be decoded for playback with a different
target channel configuration and allows for crossmix and upmix applica-
tions [GJ06,GJ07b,GJ07a,Pul06].
A detailed and systematic evaluation of the accuracy of source position

estimations and the quality of separated direct and ambient signals turned
out to be a difficult problem during the work on this thesis. One part
of the problem is the fact that there exists no ground truth data for real
music recordings. Furthermore, a common standard methodology to allow
for a comparison of different publications is not available. Subjective and
objective evaluations in the literature cited above usually only rate different
sub-aspects of the overall result and are not comparable or validated. A
first attempt to define a set of objective evaluation scores can be found in
the work from Mieth [Mie15] but these still lack a verification with listening
tests to be usable in practice.

4.2. Stereo Signal Model

Figure 4.1.: Stereo signal model flow diagram.

The algorithm presented in the remainder of this chapter is intended to
decompose a stereo signal with a left and right channel into direct sig-
nal source components, associated panning coefficients and ambient com-
ponents. Therefore, in a first step, a signal model is defined in a similar
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fashion as done in the literature summarised in the previous section. The
left and right channels of the stereo signal

xL(n) =

[
I∑
i=1

gLi · si(n)

]
+ aL(n)

xR(n) =

[
I∑
i=1

gRi · si(n)

]
+ aR(n) (4.4)

are assumed to be composed of the weighted sum of I source signals si(n)
with additive uncorrelated ambient signals aL(n) and aR(n) in the left and
right channel. The amplitude panning coefficients gLi and gRi of each source
are bound between zero and one and their squared sum should be normalised
to a constant (g2

Li
+ g2

Li
= 1, cf. Sect. 3.2.1, constant-power panning). A

block diagram visualisation of the mixing model is shown in Fig. 4.1 and
is apparently similar to the simple stereo production workflow visualised in
Fig. 3.6. The signal model can directly be transformed into a time-frequency
domain formulation

XL(b, k) =

[
I∑
i=1

gLi · Si(b, k)

]
+AL(b, k)

XR(b, k) =

[
I∑
i=1

gRi · Si(b, k)

]
+AR(b, k) (4.5)

where the variable b denotes the time and k is the frequency or subband
index. Signals written in capital letters are the time-frequency transforms of
the respective time domain signals with lower-case symbols. The STFT and
a recursive filter bank have been introduced in Chapter 2 as two examples
for a time-frequency analysis/synthesis framework that can be applied in
this context.

4.2.1. Simplifications and Assumptions

The signal model equation system (4.4) or (4.5) is under-determined for
I > 0 and therefore it is not possible to exactly recover the source signals,
ambient signals or panning coefficients only from the two mixture channels
of a stereo recording. But sufficiently close approximations of the signals
and panning parameters can be estimated after applying two simplifications.
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(a) Sources overlapping in time are difficult to separate.

(b) Sources in time-frequency domain rarely overlap and each point
likely is dominated by only a single source.

Figure 4.2.: Visualisation of source overlap in time (a) and time-frequency
domain (b). The colours label the components associated to a specific source.
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Dominant Sources

Analysing the spectrograms of typical music and speech signals, it can be
observed that these are either sparse in time (e.g. drum, percussion) or
frequency (e.g. speech, harmonic instruments) dimension. When a mixture
of such sparse sources is transformed into the time-frequency domain, there
is a certain probability that only one dominant source contributes to each
time-frequency point. This is illustrated in Fig. 4.2 where individual sources
are identified by their colour. In a time domain signal as in Fig. 4.2 a), over-
lapping sources cannot be separated. When the same signal is transformed
into a time-frequency representation as in Fig. 4.2 b), the overlap in each
time-frequency point is reduced significantly. Jourjine et al. established the
term W-disjoint orthogonality [JRY00] for such signal mixtures and verified
its applicability in the context of the DUET source separation algorithm
for speech signals. A more detailed description from Rickard later appeared
in [Ric07]. The validity of this simplification might seem to be questionable
for generic signal mixtures but several applications in the past proved its
applicability for a wide variety of signals. In fact, most of the frequency
domain algorithms introduced in Sect. 4.1 make use of an equivalent basic
assumption in some way.
In the context of above signal model and for a specific time-frequency tile

(b, k), this means that at a certain time instant b and in a frequency band k
only a single dominant source is active and the contribution of other sources
is close to zero. Mathematically speaking, there is a single dominant source
Su with an amplitude a lot higher than the summed amplitude of all other
sources

|Su(b, k)| �
∑
∀i 6=u

|Si(b, k)| (4.6)

which is a relaxed formulation of the W-disjoint orthogonality from [JRY00]

Si(b, k) · Sj(b, k) = 0, ∀i 6= j (4.7)

where only exactly one source was expected to be non-zero.
For a practical realisation, the sparseness of the source spectrograms and

the time-frequency resolution is a critical constraint. The higher the time-
frequency resolution, the less likely it is that several sources share a time-
frequency tile. With an STFT framework a well-balanced trade-off between
time and frequency resolution can be found. Typically, a block size is cho-
sen such that the resulting time and frequency resolution is in the range of
20 − 40ms and 20 − 40Hz (see Table 4.2). Some publications mention ad-
ditional smoothing in time or frequency direction or subdivide the spectra
into perceptually motivated subbands (e.g. Bark bands in [Fal06]).
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Applying the approximation from (4.6) to (4.5) allows to summarise the
time-frequency representations of the individual sources

I∑
i=1

gLi · Si(b, k) ≈ gL(b, k) · S(b, k) (4.8)

I∑
i=1

gRi · Si(b, k) ≈ gR(b, k) · S(b, k) (4.9)

into a single direct signal source S(b, k) and the panning coefficients to be
combined into panning matrices gL(b, k) and gR(b, k). Each time-frequency
tile of the overall direct signal matrix S(b, k) is now panned to an individual
position by the weightings gL(b, k) and gR(b, k).

Ambient Signal Dependencies

The left and right ambient signals in a stereo recording do not show a
strong panning or directionality and sound quite similar. Yet, they are not
identical, but they are decorrelated and can be seen as a decorrelated version
of a single ambient signal. Decorrelation can be performed by filtering and
the left and right ambient signals

aL(n) = HAL{a(n)}, aR(n) = HAR{a(n)}

can be expressed as filtered versions of the single ambient signal a(n). In the
time-frequency domain, an abstract filter operation H{.} can be modelled
as a simple multiplication

AL(b, k) = HAL (k) ·A(b, k), AR(b, k) = HAR (k) ·A(b, k)

with the complex-valued frequency responses HAL (k) and HAR (k). The ac-
tual physical decorrelation filter responses are usually not known for general
music material and would be difficult to estimate. Hence, the filter responses
are seen as a design parameter to request and define a certain spatial quality
for the extracted ambient signals. It is known that an ICC of zero is a desired
feature for a spacious and diffuse ambient signal (cf. Sect. 3.3). Looking
at an isolated frequency band k, the resulting normalised cross-correlation
coefficient between the left and right ambient signal

φALR (k) = cos (∆β(k)) (4.10)
∆β(k) = ∠HAR (k)− ∠HAL (k) (4.11)

is determined by the phase difference ∆β of the filter frequency responses.
The resulting correlation φALR over the ambient phase difference ∆β is
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plotted in Fig. 4.3. Depending on the value of ∆β, three different cases can
be distinguished:

• 0 ≤ |∆β| < π/2 results in a positive correlation. Choosing ∆β too
close to zero violates the assumption of decorrelated ambient signals
and can lead to problems in the decomposition.

• |∆β| = π/2 leads to an optimal ambient signal with a correlation
of zero.

• π/2 < |∆β| ≤ π creates a negative ambient signal correlation. This
may increase the perceived width but can also lead to disturbing phase
cancellation artefacts in the subsequent processing steps.

If all subbands k have the same phase difference ∆β(k) = β′, the broad-
band normalised cross-correlation for the time domain ambient signals will
end up to be φALR = cos(β′). Following that derivation, in the simplest
form the ambient decorrelation filters

HAL (k) = 1 (4.12)

HAR (k) = ej∆β (4.13)

end up to only have a phase term and constant magnitude. While the mag-
nitude ratio |HAL (k)|/|HAR (k)| does not change the correlation of a single
band k, it can reduce the broad-band correlation when random magnitude
scalings are applied to each band. This approach is further discussed later
in Sect. 5.4.2 in the context of the ambient signal decorrelation into more
than two channels.

Simplified Signal Model

The combination of both assumptions leads to a simplified signal model

XL(b, k) = gL(b, k) · S(b, k) +HAL (k) ·A(b, k)
XR(b, k) = gR(b, k) · S(b, k) +HAR (k) ·A(b, k) (4.14)

where the number of variables is reduced considerably. It will be the com-
mon basis for the subsequent panning coefficient estimation as well as for
the direct and ambient sound separation.
The signal model from He et al. [HGT15a,HGT15b] basically makes the

same assumption about a left and right ambient signal dependency as in
this thesis but was independently developed and published at the same
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Figure 4.3.: Expected ambient signal correlation φALR in dependency of the
phase difference ∆β.

time as [KZ15]. Instead of using the ambient signal phase relationship
as an adjustable parameter, it is estimated in [HGT15a] for each time-
frequency tile as the outcome of an optimisation procedure to minimise
the extracted primary signal power. This is intended to reduce leakage of
ambience into the extracted primary component when a lot of ambience
is present in the input mix. A variation of this idea is given in [HGT15b]
where the ambient signal magnitude instead of the phase is adapted to yield
a minimised primary signal power.

4.2.2. Graphical Interpretation
The signal model dependencies from (4.14) can be visualised for one time-
frequency tile (b, k) in form of a complex vector diagram as shown in Fig. 4.4.
It becomes apparent that the complex left and right stereo signal vectors
XL and XR are the sum of the weighted direct signal components (which
are in phase with S) and the uncorrelated ambient components AL and AR.
The angle and amplitude of the ambient signals, and thus their correlation,
depends on the parametrisation of the ambient decorrelation filters HAL

and HAR . The phase difference between HAL and HAR directly translates
into the angle ∆β which is the key design parameter to adjust the expected
ambient signal correlation.
Such a vector diagram visualisation shows obvious similarities to PCA

[GJ07b] and other geometric signal decompositions [Goo08]. But differ-
ent to a classical PCA where the primary and ambient component of each
channel is orthogonal and implies phase-inverse ambient signals, the ambi-
ent signal phase difference is freely adjustable in this model. The graphic
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Figure 4.4.: Visualisation of the signal model as a complex vector diagram for
an isolated time-frequency tile (b, k). The stereo signal vectors XL and XR
are composed of a weighted direct signal S and additive, uncorrelated ambient
components AR and AL.

also illustrates another important feature of the signal model and decom-
position: the stereo signal vectors are only decomposed into weighted sums
and differences. No signal component is lost and the original signal can
always be reconstructed from the decomposition.

4.3. Panning Coefficient Estimation

At first the panning coefficients are estimated. When ambient and direct
signals are uncorrelated, the power of the left and right channel

PXL (b, k) = g2
L(b, k) · PS(b, k) + PAL (b, k) (4.15)

PXR (b, k) = g2
R(b, k) · PS(b, k) + PAR (b, k) (4.16)

is the sum of the weighted source signal power and the ambient signal power.
In an STFT framework, the power of a signal X in a certain time-frequency
tile (b, k) can directly be calculated as PX(b, k) = |X(b, k)|2. Other time-
frequency transforms which are not sub-sampled may require additional
filtering or smoothing as described at the example of a recursive filter bank
in Sect. 2.2.5. Many of the related publications introduced in Sect. 4.1 apply
the same kind of recursive averaging to the power estimate

PX(b, k) = λ · PX(b− 1, k) + (1− λ) · |X(b, k)|2 (4.17)
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even in an STFT framework. However, this is not recommended for the
proposed algorithm in this section. Smoothing unnecessarily reduces the
effective time resolution of the panning coefficient estimate and consequently
the ability to separate sources which are sparse in time (e.g. several fast
drum hits). The implications of temporal smoothing are further discussed
later in Sect. 4.4.3.
Solving both equations (4.15) and (4.16) together with the help of the

constant power panning constraint (g2
L + g2

R = 1) yields

gL(b, k) =
√

PXL (b, k)− PAL (b, k)
PXL (b, k) + PXR (b, k)− PAL (b, k)− PAR (b, k) (4.18)

gR(b, k) =
√

PXR (b, k)− PAR (b, k)
PXL (b, k) + PXR (b, k)− PAL (b, k)− PAR (b, k) (4.19)

to recover the panning coefficients from the stereo and ambient signal power.
The ambient signal power is not known and difficult to estimate. However,
usually the ambient signal power is low compared to the overall signal power
and the demands on the accuracy of the estimated panning coefficients
are relatively low. When it can be assumed that PXL (b, k) � PAL (b, k),
PXR (b, k)� PAR (b, k) and PAL (b, k) ≈ PAR (b, k), it is possible to calculate
approximate panning coefficients

ĝL(b, k) =
√

PXL (b, k)
PXL (b, k) + PXR (b, k)

ĝR(b, k) =
√

PXR (b, k)
PXL (b, k) + PXR (b, k)

(4.20)

(4.21)

only from the power of the left and right input channel. By insertion of
(4.20) and (4.21) into (3.10), the position index

Ψ̂(b, k) =
√
PXR (b, k)−

√
PXL (b, k)√

PXR (b, k) +
√
PXL (b, k)

(4.22)

can be estimated from the signal power of the left and right stereo channel.
In an STFT framework and when no temporal smoothing has been applied
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(λ = 0), the estimation

Ψ̂(b, k) = |XR(b, k)| − |XL(b, k)|
|XR(b, k)|+ |XL(b, k)| (4.23)

can be based directly on the magnitude spectra of the left and right stereo
channel. A linear approximation of the source angle from Ψ̂ with (3.11) is
of sufficient accuracy in most cases but the exact source angle

θ̂(b, k) = arcsin
(
− sin(θ0) · Ψ̂(b, k)

)
(4.24)

is defined here for completeness as well.

4.3.1. Estimation Examples
A stereo signal mixture of three sources (drums, vocals, guitar) is analysed
as a first example. For the creation of the input signal, the drums have been
panned to the left with a position index of Ψ = −0.8, the vocals are in the
center at Ψ = 0 and the guitar is on the right at Ψ = 0.8. Figure 4.5 a) and
b) depict the left and right channel input spectrograms, whereas the STFT
parameters have been chosen as L = 2048, H = 512 at fs = 44.1 kHz for
this and all following spectrograms in the section. The estimated positions
Ψ̂ are shown in the bottom Fig. 4.5 c) where the colour indicates the source
position and the saturation is proportional to the spectral energy. The
three distinct source positions can be identified visually by colour and the
characteristic spectral components of each instrument are properly marked
with the correct position index.
Two further examples from real songs will be shown in the following. The

first one is Money from Pink Floyd2 where the characteristic intro contains
strongly panned sounds of a cash register and jingling coins over a bass line.
Figure 4.6 shows the estimated source positions between seconds 20 to 35. In
the beginning (sec. 20–26), the noise-like coin jingling has been successfully
identified to be panned to the right and marked in red colour. The cash
register ringing contains a few sinusoidal components and is shown in green
colour indicating it as strongly panned to the left. The bass line is panned
to the center and in the extracted position map the tonal components of the
bass line are shown in yellow color accordingly. Later at second 26, a drum
beat starts together with a guitar and organ playing short chords moving
from left to right and back.
The second example is Space Oddity from David Bowie3. It was recorded

in 1969 and is well-known for the extreme panning of sources which was
2CD: Pink Floyd, Echoes - The best of Pink Floyd (2001)
3CD: David Bowie, Space Oddity, Digital Remaster (1999)
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(a) Spectrogram of the left stereo channel.
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(b) Spectrogram of the right stereo channel.
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Figure 4.5.: Left a) and right b) channel spectrograms of a mixture of a drum
(Ψ = −0.8), vocal (Ψ = 0) and guitar (Ψ = 0.8) signal together with the
estimated source positions in c).
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Figure 4.8.: Estimated position index Ψ̂ against the real position index Ψ for
an increasing ambient-to-direct signal ratio (ADR).

common in the early days of two-channel stereo music production. The
estimated positions between second 45 to 55 are shown in Fig 4.7. One can
clearly observe how the different singing voices panned to the left and right
are well-separated and drawn in green and red colours. In the background
a constant pitched humming is audible which is correctly identified to be
center-panned in the plot. At second 51 the main singing voice moves to
the center and a background voice counting numbers ("ten", "nine", ...)
appears at the far left position which can be seen in green. A strummed
guitar remains on the outer right pan position throughout the whole excerpt.
All three examples demonstrate that the temporal and spectral overlap

of sources can in most parts be resolved successfully in the time-frequency
domain. These results promise that the proposed estimation is a good basis
for a clear separation of source components based on their pan position in
the stereo panorama.

4.3.2. Position Error Measurements

During the derivation of the position index estimate Ψ̂ in Sect. 4.3, it was
assumed that the ambient signal power is negligible compared to the direct
signal power. To see how the estimate deviates when this assumption is
violated, it is easy to include a varying ambient signal power component
into the left and right stereo channel power terms PXL and PXR in (4.22).
Following the signal model definitions (4.15)-(4.16), the estimated position
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Figure 4.9.: Mean and standard deviation of the estimated position index for
varying ADR values.

index can be rewritten as

Ψ̂ =
√
PS · g2

R + PA −
√
PS · g2

L + PA√
PS · g2

R + PA +
√
PS · g2

L + PA
(4.25)

The intended target position Ψ is defined by gL and gR (3.10) and can be
compared to the estimate Ψ̂ while the ambient-to-direct signal power ratio

ADR = 10 · log10

(2 · PA
PS

)
(4.26)

is varied in a range between -30 dB and -6 dB. Because Ψ in general is sym-
metric around zero (|Ψ| = | −Ψ|), only positive positions are analysed and
the results are plotted in Fig. 4.8. For an ADR below -30 dB the deviation
is barely visible but rapidly increases for higher values. In particular the
extreme outer positions are considerably shifted towards the center for an
ADR of -6 dB. While this demonstrates the general trend of the resulting
error it does not allow any comparison with other algorithms.
A second experiment with a synthetic test signal has been conducted.

It is created from a white noise source (length 4 seconds at a sample
rate of 44.1 kHz) which is subsequently panned to various positions Ψ ∈
[0, 0.33, 0.67, 1]. The presence of ambience is simulated by convolving each
panned stereo signal with the impulse response captured from the Large
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Hall preset of a Bricasti M7 stereo reverb processor. The ADR is adjusted
by mixing the dry stereo signal with the reverberated convolution result.
An STFT transform with a block size L = 2048 and hop size H = 512

is used to analyse the stereo signal and the positions are estimated per
time-frequency tile using (4.23). The mean and standard deviation of the
estimated position matrices are shown in Fig. 4.9. One can see that the
general trend which was already apparent in the previous simulation is con-
firmed here: an increasing ADR leads to an increasing error and strongly
panned sources become estimated too close to the center.

Compared to Others

In the works from Avendano [AJ04], Faller [Fal06], Jeon [JHS+10], Jianjun
He [HTG14], Adami [ASH15], Mieth [Mie15], an explicit estimate of the
source panning is performed. The conceptual similarities in these publica-
tions already indicate that the results could be similar but the final solutions
provided for the panning estimates are quite different and not directly com-
parable. It can be assumed that these differences are caused by the diverse
signal model and panning coefficient definitions. To obtain a clearer pic-
ture, the notation styles and panning coefficient estimates have been unified
mathematically and are compared in detail in Appendix A.
It appears that the solutions from [Fal06,JHS+10,HTG14,ASH15] are in-

deed mathematically equivalent. In the following these will be in summary
referenced as Faller [Fal06] because it was the earliest publication in this
family of panning estimation approaches. The others will not be included
in the further analysis. Differences remain between Avendano [AJ04], Mi-
eth [Mie15], Faller [Fal06] and the proposed panning estimation from this
thesis. [AJ04] and [Fal06] base their solution on cross- and autocorrelation
measures which are approximated by recursive averaging of STFT spectra
with a forgetting factor λ as in (4.17). Interestingly, if no averaging is ap-
plied (λ = 0), the methods from [AJ04] and [Fal06] further simplify (see
Appendix A.8) and yield the same solution for the position index estimate
that in turn is identical to (4.23) proposed in this thesis.
For a comparison of the remaining algorithms, the same test procedure as

in the previous section is used: a white noise source (length 4 seconds at a
sample rate of 44.1 kHz) is panned to discrete positions Ψ ∈ {0, 0.33, 0.67, 1}
and the presence of ambience is simulated by convolution with the impulse
response of a Bricasti M7 stereo reverb processor. The ADR is adjusted by
mixing the dry stereo signal with the reverberated convolution result. An
STFT transform (L = 2048, H = 512) of the created stereo mix is passed
as a common input to all compared methods.
The mean and standard deviation of the estimated positions Ψ̂ for each
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approach are shown in Fig. 4.10 and Fig. 4.11 for smoothing factors of
λ = 0.0 and λ = 0.8, respectively. As expected from the mathematical
analysis in Appendix A.8, the proposed approach and the ones from Faller
and Avendano yield equal results for λ = 0.0. The mean of the estimation
from Mieth is slightly less shifted towards the center for outer positions but
the standard deviation for center positions is higher compared to the others.
When temporal smoothing is applied with λ = 0.8, the estimation from

Faller benefits most and the standard deviation is reduced while the mean is
closer to the expected value. The results from Avendano are still a bit better
at the off-center positions but the standard deviation for center positions is
getting considerably worse for an increased smoothing. Compared to Faller
and Avendano, the proposed position estimation from this chapter does
not benefit as much from a stronger smoothing but at the same time the
smoothing does not degrade the mean and standard deviation values for any
setting. The error measures of the estimation by Mieth range somewhere
between the proposed one and Faller.
In a summary, none of the examined approaches clearly outperforms the

others and all of them appear to produce similar errors when the ADR
increases. It has to be noted that the synthetic test signals can only cover
the single source with ambience case and it is an open question how the
results transfer to real-world applications. In particular the ADR is a quite
abstract parameter and it is not clear what ADR values can be found in
typical music material. There also is no reasonable ground truth data to be
compared for real music recordings and there are no established objective
perceptual measures. For example, a wrong position estimation in a low-
power region might not have any noticeable effect in the application context.
Hence, the measurements and comparison of the results in this section only
provide a first insight into the errors that can occur and are not meant to
be a detailed evaluation.

4.4. Direct/Ambience Separation

With the estimated panning coefficients ĝL and ĝR from (4.20)-(4.21) it is
straightforward to solve (4.14) and yield

Ŝ(b, k) = HAR (k) ·XL(b, k)−HAL (k) ·XR(b, k)
HAR (k) · ĝL(b, k)−HAL (k) · ĝR(b, k)

Â(b, k) = ĝL(b, k) ·XR(b, k)− ĝR(b, k) ·XL(b, k)
ĝL(b, k) ·HAR (k)− ĝR(b, k) ·HAL (k)

(4.27)

(4.28)
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Figure 4.10.: Mean and standard deviation of the estimated position index for
varying ADR and temporal smoothing (λ = 0.0).
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as estimates of the direct and ambient signal component. Consequently, the
left and right direct signal component

ŜL(b, k) = ĝL(b, k) · Ŝ(b, k)

ŜR(b, k) = ĝR(b, k) · Ŝ(b, k) (4.29)

a well as the left and right ambient signal component

ÂL(b, k) = HAL (k) · Â(b, k)

ÂR(b, k) = HAR (k) · Â(b, k) (4.30)

can be derived by following the signal model definition. As already pointed
out before, the ambient signal correlation filters HAL (k) and HAR (k) are
not known or estimated but are used as a design parameter to adjust the
desired correlation between the ambient signals (see Sect. 4.2.1).

4.4.1. Separation Example
The same direct signal with panned drums (Ψ = −0.8), vocals (Ψ = 0) and
guitar (Ψ = 0.8) sources from the example in Fig. 4.5 is now overlaid with
uncorrelated white noise to simulate the presence of ambience. The STFT
parameters are again chosen as L = 2048, H = 512 at fs = 44.1 kHz and
the desired ambient signal phase angle is set to ∆β = 0.5π. The resulting
spectrograms of the extracted direct and ambient component are shown in
Fig. 4.12. It can be seen that the direct signal still contains parts of the
additive uncorrelated noise compared to the dry direct signal from Fig. 4.5
a) and b). However, the ambient signal is mainly white noise and only
contains little bleed from strongly panned direct sound components while
the center-panned voice is suppressed well.

4.4.2. Ambient Signal ICC Measurements
The separated ambient component has typical perceptual properties of an
ambient signal but it is different from the real ambient signal that has
been added to the direct signal mix (e.g. by convolution with an impulse
response). Hence, any direct comparison of the separated ambient signal and
a ground truth ambient signal, for example by a mean-square error, will not
yield meaningful results. Considering the simple definition of the ambient
component in the signal model which is based on generic characteristics and
not related to any defined physical properties, e.g. the reflection pattern of
a certain room, this is not surprising.
Therefore, it is only possible to compare certain perceptual qualities. A

common criterion for a good sounding ambient signal is a low ICC between



4.4. Direct/Ambience Separation 77

1 2 3
0

1000

2000

3000

Time in s

Fr
eq

ue
nc

y
in

H
z

−20

0

20

M
ag

ni
tu

de
in

dB

(a) Spectrogram of the extracted direct signal.
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(b) Spectrogram of the extracted ambient signal.

Figure 4.12.: Spectrograms of the extracted direct a) and ambient signal b)
from a mixture of drum (Ψ = −0.8), vocal (Ψ = 0) and guitar (Ψ = 0.8)
sources overlaid with uncorrelated white noise to simulate the presence of am-
bience.
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the signal channels which can also be measured in ambient signal recordings
from concert halls (cf. Sect. 3.3). In an upmix application, an ICC close to
zero allows to directly feed the extracted ambient signals to a pair of rear
loudspeakers without the need to apply further decorrelation (cf. Sect. 5.4).
The song Roads from the band Bearlin was used as test material. It is

available from the MTG MASS database [Vin08] as separate stereo tracks
for vocals, bass, drums, guitars, piano and synths. These may already
contain ambient or uncorrelated components and therefore each instrument
track is downmixed to a single channel before the sources are rearranged
with constant-power amplitude panning (cf. Sect. 3.2.1) to create an equally
balanced stereo panorama. The source positions have been chosen such that
the mix resembles typical arrangements where vocals and bass are close to
the center and other accompanying instruments are panned to the left and
right. Artificial ambience is finally added by convolution with an impulse
response captured from the Large Hall preset of a Bricasti M7 stereo reverb
processor.
The ICC has been determined and compared for the following algorithms:

• Proposed decomposition from this chapter

• Faller [Fal06]

• Avendano and Jot [AJ02b]

• Goodwin and Jot [GJ07b]

• Mieth [Mie15]

An STFT transform with a block size L = 2048 and hop size H = 512 was
used as a common input to all compared approaches while the signal sample
rate was 44.1 kHz. The resulting ICC of the extracted left and right channel
ambient signal is shown in Fig. 4.13 in dependency of the ADR and smooth-
ing factor λ. The reference ICC was determined directly from the additive
ambient signal created with the reverb impulse response. As expected, the
pure reverberated signal has an ICC very close to zero. The proposed signal
decomposition allows to freely adjust the resulting ambient signal phase re-
lationship by the ∆β parameter. Therefore, it was easy to achieve a slightly
negative ICC similar to the reference by choosing ∆β = 0.53π. Other
approaches do not offer that same flexibility and the resulting ambience
ICC cannot be adjusted. None of them reaches an optimal ICC close to
zero for a wide range of ADR values. All of the compared algorithms apart
from Avendano yield ambient signals with a negative ICC close to -1. This
can lead to phase cancellation artefacts when the ambient signals are di-
rectly fed to loudspeakers without additional decorrelation. The ICC of
the ambient signals derived with the decomposition from Avendano shows
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(b) λ = 0.8

Figure 4.13.: Extracted ambient signal ICC without (a) and with (b) temporal
smoothing.
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L H λ fs τ

He [HGT15b] 4096 2048 - 44.1 kHz -
Proposed 2048 512 0.8 44.1 kHz 52.0 ms

2048 512 - 44.1 kHz -
Adami [ASH15] 1024 512 0.893 48.0 kHz 94.3 ms
Avendano [AJ02a] 1024 256 0.85 44.1 kHz 35.7 ms
Merimaa [MGJ07] 1024 512 0.95 44.1 kHz4 226.3 ms

1024 512 0.5 44.1 kHz4 16.7 ms

Table 4.2.: Overview of the STFT parameters found in related publications.

a strong dependency on the input signal ADR. Only for high ADR values
an ICC close to zero is reached but for lower ADR values the ICC increases
considerably. This indicates that the extracted ambient signal still contains
correlated input components and is not diffuse.

4.4.3. Impact of Temporal Smoothing
Not all of the publications mentioned in the introduction provide a complete
list of the STFT parameters including the smoothing factor λ, although
most of them mention some kind of temporal smoothing. The ones where
a sufficient set of parameters is provided are listed in Table 4.2. Merimaa
[MGJ07] points out that λ has to be selected based on a time-constant

τ = −H
fs · ln(λ) (4.31)

to allow for a comparison of the effective smoothing for different transform
hop sizes H and sampling rates fs. Hence, a time constant τ was calculated
and added in the table in case all required parameters have been available.
The sample rate used in [MGJ07] has not been specified so it is assumed
to be the standard 44.1 kHz sample rate. As a result it can be seen that a
smoothing factor of λ = 0.8, like it was used during the evaluation in the
previous sections, yields a time constant in the same order of magnitude as
in the literature.
While averaging improves position estimation stability in the case of a

fixed single source as demonstrated in Sect. 4.3.2, it is obvious that it can
degrade the performance in the case of multiple or moving sources. With

4The sample rate used for the experiments in [MGJ07] was not provided and it is
assumed to be common 44.1 kHz.
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all methods it was a basic assumption that each time-frequency tile is only
dominated by a single source. The better the time- and frequency resolution,
the more likely it is that each source component falls into a distinct time-
frequency tile and overlap is minimised. However, averaging reduces the
time resolution of the analysis and fast changes (e.g. a drum hit followed
by a steady chord) are tracked less precisely.
On the other hand, Merimaa et al. [MGJ07] have studied the influence

of λ on the accuracy of the recursively estimated cross- and autocorrela-
tion. The true cross-correlation can deviate significantly from the recursive
estimate when the time constant is chosen too low. In consequence, the
extracted ambient signal was found to be under-estimated. While λ also
affects the autocorrelation estimation, the resulting errors were found to be
small. Based on this analysis the proposed approach from this chapter has
the advantage that a cross-correlation is neither required for the position
estimation nor for the direct and ambient decomposition. Smoothing can
still be applied moderately (λ = 0.3 . . . 0.5) to stabilise source position
estimation but is not mandatory for a high-quality direct and ambient sep-
aration. The time-frequency resolution of the underlying STFT can be fully
utilised.

4.4.4. Compared to Mid-Side Decomposition
For the case of a single center-panned source and out-of-phase ambient
signals

HAL (k) = 1
HAR (k) = −1
gL(b, k) = gR(b, k) = 1

the signal model equations (4.14) simplify to

XL(b, k) = S(b, k) +A(b, k)
XR(b, k) = S(b, k)−A(b, k)

Comparing above equation with the MS/LR decomposition from (4.1) it
becomes apparent that the direct signal corresponds to the mid component,
whereas the ambient signal corresponds to the side component. Applying
the same simplifications to the estimated direct and ambient signals from
(4.27) and (4.28) yields

Ŝ(b, k) = XL(b, k) +XR(b, k)
2

Â(b, k) = XL(b, k)−XR(b, k)
2
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Figure 4.14.: Mid-side microphone setup to capture direct and ambient sound
components when recording a sound source in a room.

which consequently is equivalent to the mid-side decomposition in (4.2).
The example scenario depicted in Fig. 4.14 can help to illustrate this

relationship between the direct-ambient and a mid-side decomposition. It
shows a typical mid-side microphone setup [RM09] in an enclosed space
with a single sound source. One microphone with a cardoid characteristic
is facing towards the source and will mostly capture the direct sound while
reflections from the rear and side will be suppressed. Its output will be used
as the mid signal. The side signal is recorded with a figure-eight microphone
which is facing sideways and mostly captures lateral ambient reflections.
Direct sound from a central source will reach the side microphone at an
angle where its polar pattern has a maximum suppression. For such an
arrangement, a MS signal leads to a good direct-ambient separation. If the
sound source is shifted out of the center, more and more direct sound will
spill into the side signal. This could be avoided by constantly tracking the
source direction and rotating the whole microphone setup towads the sound
source. The inclusion of a weighting with the estimated panning coefficients
in the direct-ambient decomposition in (4.27) and (4.28) is exactly such a
kind of steering.
After all, the similarities to passive and active matrix based decoders

become obvious and the direct and ambient signals in these methods are
mostly retrieved from weighted sums and differences of the stereo signals
as well. Differences in the algorithms and resulting signal quality mostly
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comes from a varying selection or estimation of the weighting coefficients.
The proposed decomposition from this chapter additionally allows to de-
fine the ambient signal phase relationship by introducing complex-valued
coefficients.

4.5. Conclusion

The outcome of this chapter are three simple equations to estimate source
positions (4.22) and to separate direct (4.27) and ambient (4.28) components
from a two-channel stereo signal. The common basis for their derivation was
a stereo mixing signal model to describe the dependency between panning
coefficients and the direct and ambient signal components. It is mostly
similar to other signal model definitions in related literature but introduces
an explicit definition of the correlation between the left and right ambient
component.
The estimation of source positions assumes a dominant direct signal and

the influence of an increasing ambient signal to the accuracy of the estima-
tion has been analysed with a synthetic test signal. It could be observed
that the accuracy of the estimation degrades when the ADR is increased
and in particular strongly panned sources get estimated to be too close
to the center. A mathematical comparison between various other position
estimation approaches from the literature revealed that many are in fact
identical when their notations are unified. The measurements with the syn-
thetic test signals have been repeated for the remaining algorithms where a
mathematical identity could not be proven. The results show some differ-
ences in particular when temporal smoothing is applied but all compared
approaches, including the one derived in this chapter, more or less perform
in the same error range and show a similar decrease of accuracy when the
ADR increases.
After the estimation of the source positions, the direct and ambient signal

decomposition is a straight-forward inversion of the signal model equations
while the ambient signal phase relationship is a freely adjustable parameter.
This allows to exactly define the desired correlation of the extracted left and
right ambient components and an additional decorrelation is not necessary.
A comparison with other direct and ambient signal decomposition methods
demonstrated that only the proposed one from this chapter is able to reach
an optimal ICC of zero between the extracted ambient signals.
Even when the estimation of positions is not always perfectly accurate, the

processing yields convincing direct and ambient signals without disturbing
artefacts. The direct and ambient signal separation is a pure decomposition
of the stereo signal and invertible by design. As no cross-correlation is used
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in both the position estimation as well as in the separation, a temporal
smoothing of the input spectra is not mandatory for good results. Therefore,
the full time-frequency resolution of the STFT can be used for an optimal
separation of overlapping sources.



CHAPTER 5

Stereo to Multi-Channel Upmix

Despite the fact that surround sound is well established in the film indus-
try since decades and recent developments like 3D audio and object-based
formats have spread quickly, 2-channel stereo recordings are still the quasi-
standard for the production and distribution of music (see Sect. 3.6 for more
details and a history of the various formats). Even if the music production
workflow would substantially change in the near future, there is still a huge
legacy of channel-based and in particular two-channel stereo music record-
ings. Together with the increasing variety of multi-channel loudspeaker
setups and the diversification of playback situations this constitutes the
need for algorithms to convert existing material between various channel
configurations.
Upmixing in this context describes the process to generate a higher num-

ber of output channels from a lesser number of inputs. A good upmix algo-
rithm should preserve the overall character of the input and only enhance
it with the potential benefits that arise from surround and 3D playback
systems: increased perception of immersion and better envelopment in the
acoustic scene as well as a wider listening area (sweet spot) and an im-
proved stability of phantom sources [The90]. Automatic upmixers can only
rely on information which is available in the 2-channel input and can never
achieve the same creative expression as a mixing engineer. The stereo im-
age will be kept static and direct sound sources in the upmix won’t move
if they are static in the stereo source. An automatic upmixer is not meant
to replace the need for discrete multi-channel mixes, but a tool to enhance
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legacy recordings as good as possible and to convert between channel-based
formats when necessary.
Avendano and Jot [AJ04] once grouped existing upmix algorithms into

two classes:

• Ambience generation approaches that either extract an ambience sig-
nal from the input or simply synthesize an artificial ambience signal,
e.g. with a reverberator. This ambience signal is then fed to the rear
or surround loudspeakers to simulate environmental reflections.

• Multichannel converters that derive additional channels, e.g. for a
center loudspeaker, ideally without compromising the original stereo
image.

In fact, most upmix algorithms today make use of a combination of both
approaches. First, the input signal is separated into a direct and a diffuse
ambient component, whereas the ambient component is distributed to the
rear and overhead loudspeakers. Second, the extracted direct signal is pro-
cessed by a multichannel converter to create the required amount of output
channels to feed all frontal loudspeakers.
The focus of this chapter is on the implementation aspects required to

create a flexible upmix processor from a signal analysis and decomposition
approach like the one that was introduced in Chapter 4. The inclusion of
VBAP [Pul97] to feed the extracted direct signal to the frontal loudspeakers
allows for an easy adaption to various output formats while maintaining
the perceived direct signal source directions in the upmix. Furthermore, it
involves the development of a decorrelation strategy to yield a diffuse three-
dimensional ambient sound field from the extracted ambient component.
The computational performance of the upmix processor will be analysed
and potential optimisation steps are discussed. Finally, a variant using a
filter bank for the time-frequency analysis is shown as an example for a
low-cost solution and compared to the STFT-based implementation.

5.1. Related Work

Most of the referenced methods in the following contain some kind of stereo
signal decomposition and therefore have already been introduced in Sect. 4.1.
For technical details about the general decomposition process it is referred
to this previous chapter, while their features and behaviour in the context
of upmixing will be discussed here.
Passive matrix decoders can be used to generate additional output signals

and have been tuned for optimal results with various loudspeaker configura-
tions for example by Gerzon [Ger91]. All passive decoders can increase sta-
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Name Company Application
Auro-Matic Pro Auro Technologies DAW plugin, home cinema receivers
Halo Upmix Nugen Audio DAW plugin
Anymix Pro Barco (prev. Iosono) DAW plugin
- Illusonic IP licensing and DSP processor
Isostem DSPECIALISTS DSP hardware processor
Dolby Surround Dolby Home cinema receivers
Neural:X DTS Home cinema receivers

Table 5.1.: Overview of current commercial upmix solutions and their field of
application.

bility of source positions, e.g. by feeding an additional center loudspeaker,
but suffer from a narrowing or distortion of the stereo panorama. Feeding
difference signals to the rear loudspeakers can create an impression of am-
bience, but as these signals may still contain direct signal sources it further
contributes to the distortion of the stereo panorama. Despite the obvious
disadvantages, passive matrix decoders are frequently used due to the fact
that their implementation is trivial and requires basically no computational
resources. When perfect accuracy of source localisation is not a require-
ment, the resulting upmix can be surprisingly immersive and the individual
signals by design are free of extraction artefacts.
Active matrix decoders [Dre82,Dre00,Gun01, IA01, IA02] add a steering

algorithm to better retain source positions compared to passive decoders.
This works well with non-overlapping dominant sources, for example in a
movie dialogue which is overlaid with a background ambient signal. But
with temporally overlapping dominant sources the same narrowing and dis-
tortion appears as with passive decoders because the wide-band analysis is
not able to sufficiently differentiate and separate the sources. Depending on
the reaction time of the steering algorithm, disturbing adaptions can often
be perceived in the upmix signals.
Algorithms with a decomposition and analysis in the time-frequency do-

main [AJ04,LD05,Fal06,GJ07a,Vic09,JPLY10] are able to separate multiple
overlapping sources and are frequently used as a basis for upmix processors.
This generation of upmixers became popular with cheaper DSP processors
being able to process STFT analysis and synthesis at typical audio rates
in real-time. While the improved separation of overlapping sources leads
to a more precise reproduction of the stereo panorama in the upmix, the
ambient signal quality is a potential problem. Typical artefacts are slow
amplitude modulations and phase cancellations during playback.
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Apart from the mentioned upmix algorithms which are published in the
scientific community, many commercial upmix solutions have been devel-
oped and one can only speculate how exactly they work. Some of the cur-
rently available solutions are listed in Table 5.1. Today, probably all of them
make use of time-frequency processing to allow the separation of multiple
sources in comparison to the first generation of wide-band upmixers.

5.2. Algorithmic Overview

Figure 5.1.: Upmix processor block diagram with two-channel stereo input and
C output channels.

The system discussed in the following sections was developed and op-
timised to upmix a stereo input signal for playback on surround and 3D
loudspeaker systems (cf. Sect. 3.6). It has already been described in various
conference papers by the author [KZ15,KZ16b,KZ16c,KZ16a]. The descrip-
tion is mostly tailored towards the use of an STFT for the time-frequency
transform but many parts are independent of the actual transform type. A
variant based on a recursive filter bank will be introduced in Sect. 5.8 as an
example.
A block diagram of the included functional blocks and their connection

is shown in Fig. 5.1. It follows the same processing scheme as most of the
related work in that area. The left and right channels xL(n) and xR(n)
of the discrete input signal are first transformed into a time-frequency rep-
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resentation by applying an STFT. The panning coefficients are estimated
(ĝL/ĝR) and used as a control input to steer the direct and ambient signal
decomposition. With the knowledge of the estimated position index Ψ̂, the
direct signal Ŝ can be repanned to the required number of output chan-
nels under consideration of the target loudspeaker layout. The extracted
ambient signal Â is further decorrelated to create a diffuse set of ambient
signals. In the remixing stage, the repanned direct signals and the decor-
related ambient signals are mixed together before each of the C outputs is
transformed back into the time domain by applying an inverse STFT.

The panning estimation and direct/ambience decomposition blocks are
based on the methods proposed and discussed in the previous Chapter 4.
Details on the ambience decorrelation, direct signal repanning as well as the
remixing will be provided in the following sections.

5.3. Direct Signal Repanning

The extracted direct signal should be reproduced over the frontal loudspeak-
ers to provide a clear and sharp localisation of the direct signal sources. The
position index (4.22) or source angle (4.24) for each time-frequency tile are
known from the estimation step. With this knowledge, the direct signal
component can simply be panned on the target loudspeaker layout to yield
the exact same panorama as with the original stereo loudspeaker layout.
The VBAP panning method [Pul97] (introduced in Sect. 3.2.1) is in partic-
ular well-suited for repanning in the context of this algorithm. The source
position vector

p =
[

sin(θ̂)
cos(θ̂)

]
=
[

sin(arcsin
(
− sin(θ0) · Ψ̂)

)
cos(arcsin

(
− sin(θ0) · Ψ̂)

) ]

=

 − sin(θ0) · Ψ̂√
1−

(
sin(θ0) · Ψ̂)

)2
 (5.1)

can be calculated from the estimated source azimuth angle θ̂, or even more
simple, directly from the position index Ψ̂1. The resulting width of the
stereo panorama after the repanning can be controlled with the parameter
θ0 ∈ [−90◦, 0◦]. The maximum positive and negative angle corresponding
to Ψ̂ = ± 1 is then set by θ0. To exactly reproduce the sources as they
would appear in a standard stereo setup, θ0 = −30◦ has to be selected.

1The indices (b, k) will be omitted for the sake of clarity and readability throughout
this section. Nevertheless, the repanning will be applied individually to each time-
frequency tile.
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To retrieve the corresponding panning coefficients[
gi gj

]
= L−1

ij p (5.2)

from a given source position p, it is multiplied with the inverted loudspeaker
base matrix L−1

ij describing the position of the loudspeaker pair i, j which
encloses the source vector. Additional normalisation of the coefficients may
be necessary to ensure that g2

i + g2
j = 1 and the overall source power is con-

served. Note that sin(θ0) and L−1
ij are constants which can be pre-calculated

and finally the only computationally relevant part in the derivation of the
re-panning weights is the square root operation. This nicely demonstrates
how VBAP together with the use of a normalised position index Ψ can
simplify the repanning process. Full flexibility is maintained without being
bound to a specific loudspeaker arrangement and rendering for any different
layout can be accomplished by only replacing the loudspeaker base matrices.

5.4. Ambient Signal Decorrelation

The result of the direct and ambient decomposition from Sect. 4.4 is a left
and right channel ambient component as given in (4.30). With a proper
design of the decorrelation responses HAL (k) and HAR (k), these ambient
signals already have a low ICC (cf. Sect. 4.2.1). However, the generation
of a diffuse and enveloping ambient sound field with a surround and 3D
loudspeaker system requires an adequate number of decorrelated ambient
signals which are played back by as many loudspeakers as possible [Ken95].
As soon as any pair of loudspeakers is fed with correlated signals, these
would create a localisable phantom source instead of contributing to the
diffuse sound field.

5.4.1. Decorrelation in General and Related Work

Decorrelation denotes a process where a single signal is duplicated into
multiple signals that feature a pairwise ICC close to zero. At the same time
all signals should still sound similar to the original input with only minor
audible differences. Decorrelation sometimes appears as a by-product, for
example in a multi-channel reverb, room simulation or chorus effect, but
can also be applied directly [Ken95].
In general, two decorrelated copies of a signal x(n)

y(n) = h(n) ∗ x(n) (5.3)
y′(n) = h′(n) ∗ x(n) (5.4)
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Figure 5.2.: Decorrelation by convolution with a pair of uncorrelated impulse
responses h(n) and h′(n).

can be created by convolution with the uncorrelated impulse responses h(n)
and h′(n) (see Fig. 5.2). For a wideband signal x(n), the resulting ICC be-
tween y(n) and y′(n) directly corresponds to the ICC between h(n) and
h′(n). Manifold ways have been described to design a set of impulse re-
sponses or filters for that purpose. In the past, complementary comb fil-
ters [Lau54] or allpass networks [Sch58, Bau63, Orb70, Ger92b] have been
used as they were quite simple to realise with analogue circuits. These sim-
ple decorrelators can drastically enhance the perceived spatial width and
diffuseness but have the disadvantage of a more or less pronounced tim-
bral colouration which is the reason why they are rarely used in practice
nowadays.

Next to a review and introduction to decorrelation in the context of audio
processing, Kendall [Ken95] describes a design method to create random
allpass impulse responses in the frequency domain. Independent random
sequences are used to initialise two discrete spectra with random phase co-
efficients and a constant magnitude. The inverse DFT then yields a pair
of decorrelated filter impulse responses. Fink et al. [FKZ15] picked up the
idea to design the filters in the frequency domain from Kendall but cre-
ated random magnitude filters with a linear-phase instead of allpass filters.
With the method from Pihlajamäki et al. [PSP14], a monophonic source
signal is transformed into a time-frequency domain representation and each
time-frequency tile is randomly assigned to one of the output channels. It
was proposed with a regard to render spatially extended virtual sources
on multi-channel loudspeaker systems but generally is nothing else than a
decorrelation method. Mathematically, it could be described as a multi-
plication of the input spectrum with a random binary frequency response.
From the basic principle, the work of Pihlajamäki and Fink is very similar
although the filter design procedure is different and the authors focused on
different aspects in their discussion.
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5.4.2. Proposed Decorrelation Approach
In the following, the decorrelation approach from [FKZ15] will be used be-
cause the frequency domain design can be easily integrated into the time-
frequency processing scheme of the upmix algorithm and creates downmix
compatible output signals. With an STFT-based processing it is straight-
forward to yield two decorrelated signals

Y (b, k) = H(k) ·X(b, k) (5.5)
Y ′(b, k) = H ′(k) ·X(b, k) (5.6)

from a signal X by a simple multiplication with a pair of decorrelated
frequency responses. Such magnitude-complementary and zero-phase fre-
quency responses

H(k) = 1
π

atan
(
γ ·R(k)

)
+ 0.5 (5.7)

H ′(k) = 1−H(k) (5.8)

are created from a real-valued random sequence R(k) as in [FKZ15]. The
random sequence is clamped by an inverse tangent and after normalisa-
tion with π and an additive offset of 0.5, the resulting magnitudes of H(k)
are bound between zero and one while the amount of decorrelation can be
controlled with the scaling factor γ. The influence of γ on an exemplary
random frequency response is depicted in Fig 5.3. A value of γ = 0 would
lead to constant responses H ′(k) = H(k) = 0.5 and no decorrelation ap-
pears. For γ → ∞, the filter magnitude response H(k) more frequently
reaches the extreme values of zero and one, hence a maximum decorrelation
is achieved. The impact of the parameter γ on the resulting frequency re-
sponse correlation has been measured and is shown in Fig 5.4. By choosing
γ(k) in dependency of the indices k it is possible to adjust the amount of
decorrelation in different frequency regions. For example it can be beneficial
to reduce the amount of decorrelation for the lowest and highest frequencies
to avoid artefacts.
The final number of output ambient signals will be created from the ex-

tracted ambient signal A(b, k) with a sequential application of the decorre-
lation frequency responses H...(k) in a tree structure as depicted in Fig. 5.5.
The subscripts of the output ambient signals correspond to the loudspeaker
labels in Table 3.1. The decorrelation responses are static and instead of
following the complete tree-shaped signal path from Fig. 5.5, it is computa-
tionally more efficient to first merge the decorrelation frequency responses
for each ambient signal output and then only multiply the separated am-
bient signal A(b, k) with each of the combined responses. For example,
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Figure 5.3.: Decorrelation filter magnitude responses for different decorrelation
strength values γ.
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Figure 5.5.: Frequency responses are applied in a tree structure to subsequently
decorrelate a single ambient signal into multiple decorrelated ambient signals.

to yield the ambient signal ALtf for the front-left top loudspeaker in a 3D
upmix, the combined response is

HLtf(k) = HAL (k) ·HFr(k) ·HHi(k) (5.9)

and the ambient signal

ALtf(b, k) = A(b, k) ·HLtf(k) (5.10)

can be generated with a single (complex-valued) multiplication. As both
filters of a stage are designed to be magnitude-complementary, a downmix
of two decorrelated signals

Y (b, k) + Y ′(b, k) = H(k) ·X(b, k) +H ′(k) ·X(b, k) (5.11)

= X(b, k) ·
(
H(k) +H ′(k)

)
(5.12)

= X(b, k) (5.13)

returns the original input signal. At the example of an upmixed 3D ambient
sound field, the decorrelated height channels can simply be summed with
the respective lower channels to convert from a 9.1 to a 5.1 channel layout
without any loss. Further summing the rear decorrelated ambient signals
with the respective front signals yields the original left and right ambient
component as in the 2-channel stereo input signal.



5.4. Ambient Signal Decorrelation 95

102 103 104
0

0.5

1

Frequency in Hz

M
ag

ni
tu

de
HAL HAR

Figure 5.6.: Left and right decorrelation magnitude responses. The amount of
decorrelation is reduced below 300Hz and above 10 kHz.

5.4.3. Front Channel Filters

The filters HAL (k) and HAR (k) are not only used to decorrelate the am-
bient signal in an upmix application but are also an important parameter
of the signal decomposition itself. In Sect. 4.2.1 the requirements for the
filter phase response in the decomposition process have been discussed and
the dependency between the resulting ICC and a constant phase shift ∆β
was derived. A value of |∆β| = π/2 was proposed for an optimal ICC close
to zero while the magnitude response was assumed to be a constant. Still,
a random magnitude response can be added by following the above decor-
relation approach without violating the assumptions made in Sect. 4.2.1.
Starting with a first random sequence R1(k) this results in a pair of filters

HAL (k) = 1
π

atan
(
γ(k) ·R1(k)

)
+ 0.5 (5.14)

HAR (k) = (1− |HAL (k)|) · ej∆β (5.15)

with a magnitude response according to Sect. 5.4.2 and a phase difference
∆β as required from the signal model in Sect. 4.2.1. An exemplary magni-
tude response of such a filter pair is plotted in Fig. 5.6. The decorrelation
strength γ(k) is chosen frequency-dependent with a flat top in the mid fre-
quencies and a second order rolloff at 300 Hz and 10 kHz.
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Figure 5.7.: Front and rear decorrelation magnitude responses. More high-
frequency content is kept in the front channels.

5.4.4. Rear Channel Filters
The left and right ambient signals AL and AR are each decorrelated into a
rear and front component by the zero-phase filters

HRr(k) = HHFS(k) ·
( 1
π

atan
(
γ(k) ·R2(k)

)
+ 0.5

)
(5.16)

HFr(k) = 1−HRr(k) (5.17)

where R2(k) is a second random sequence independent to the previously
used R1(k). A little modification is the high-frequency shelving magnitude
shape HHFS(k) that is multiplied on top of the rear filter. This dampens
the high-frequency content above 8 kHz by 12 dB in the rear and helps to
keep more presence and focus in the front channels. The decorrelation
strength γ(k) is again frequency dependent and the resulting overall filter
pair magnitude responses are shown in Fig. 5.7. The given parameter values
for cutoff frequencies and high-frequency damping have been determined by
informal tests and are not meant to be universal. Moreover, they should be
seen as an exemplary starting point and guideline for own adjustments.

5.4.5. Height Channel Filters
Real information about the three-dimensional characteristics are not avail-
able from the used stereo signal decomposition and applying above methods
to decorrelate an ambient signal between two loudspeakers in a vertical di-
rection was found to be less effective [GL14]. A simple yet effective method
to upmix a two-dimensional ambient sound field to three dimensions, called
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Perceptual Band Allocation (PBA), has been presented by Lee [Lee15]. It
fits well into the ambient decorrelation process in this chapter and is easy
to implement in a similar fashion as the horizontal decorrelation filters.
The basic idea behind PBA is to split the ambient signal into a lower and
higher frequency band, whereas the lower band is played back by the lower
loudspeaker and the higher band by the corresponding height loudspeaker
(Fig 5.8 a)). Listening tests in [Lee15] showed that upmixing a 4-channel 2D
ambient signal to an 8-channel 3D ambient signal leads to a comparable or
even better three-dimensional envelopment than a discrete 8-channel record-
ing. Quite steep filters with a 48 dB/octave rolloff were used in the original
publication and crossover frequencies of 0.5 kHz, 2 kHz and 4 kHz have been
tested. In the discussion, a significant dependency between perceived ver-
tical width and the crossover frequency was not found. Unfortunately, the
influence of the filter rolloff has not been evaluated. Own experiments with
the extracted ambient signal showed that using a high-frequency shelving
filter shape with a cutoff frequency at 7 kHz and a damping of 12 dB resulted
in a more balanced and diffuse ambient signal. Following the principle to
create magnitude-complementary decorrelation filter pairs, the high and low
decorrelation filters

HLo(k) = HHFS(k) (5.18)
HHi(k) = 1−HLo(k) (5.19)

are derived from a single shelving filter shaped response HHFS(k) and are
plotted in Fig. 5.8 b).

5.5. Remixing and Inverse Transform

The repanned direct signal from Sect. 5.3 and the decorrelated ambient sig-
nals from Sect. 5.4 are mixed together to yield the final output channels.
The repanning has to be performed in the time-frequency domain (each
time-frequency tile is panned individually) and above ambience decorrela-
tion method is applied in the frequency domain as well. Hence, it makes
sense to perform the final mixing in the frequency domain and use one in-
verse STFT for each output channel. This of course has the side-effect that
the computational complexity linearly increases with the number of output
channels which will be further discussed in the next section.
For an upmix to a typical 5.1 (cf. Fig. 3.8) and 9.1 (cf. Fig. 3.9) config-

uration, the direct signal repanning is usually limited to the frontal loud-
speakers (L, R, C) and all channels apart from the center loudspeaker are
fed with ambient signals. Following the presented decorrelation approach,
this means four ambient signals are created for a 5.1 and eight for a 9.1
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Figure 5.8.: Crossover filters are used to split the ambient signal and feed an
upper and lower loudspeaker pair.

setup. The LFE channel in most installations is automatically fed with a
low-frequency sum signal from all input signals under consideration of the
individual loudspeaker bandwidths and it is not necessary to create the LFE
signal during the upmix.
In the remixing stage it is possible to make a couple of adjustments to

control the resulting listening experience:

• The amplitude of the ambient signals can be lowered or raised to
reduce or increase the amount of ambience and spaciousness.

• The balance of the ambient signal can be shifted towards the rear or
height loudspeakers to increase the amount of lateral sound energy.
This is known to increase the feeling of immersion and envelopment
(cf. Sect. 3.3) without increasing the overall ambient signal energy.

• Artificial reverb processing can be applied to the generated ambient
signals to either further decorrelate them and/or to add additional
spaciousness.

• The decorrelation filter responses can be modulated and varied slowly
to create a more lively and dynamic ambient sound field.

• Due to the linear STFT resolution, estimates in frequency regions be-
low 100 Hz may not be accurate. Furthermore, most of the directional
sensitivity of the human hearing is in the mid-frequencies and high-
est frequencies above 12 kHz barely contribute to source localisation.



5.6. Algorithmic Complexity 99

Limiting the bandwidth of the upmix processing and bypassing lowest
and highest frequency content to the left and right frontal loudspeak-
ers can improve the accuracy.

• Similarly, high-frequency content is frequently uncorrelated in music
recordings and limiting the bandwidth of the ambient signal separa-
tion can avoid that too much high-frequency content is erroneously
removed from the direct signal.

• Center loudspeakers are often relatively small or placed in non-ideal
positions because they have to fit above or below a TV screen in home-
cinema installations. The repanning to the center loudspeaker can be
further band-limited if necessary. Additional effects like compression
and equalisation can be applied to the center signal to improve speech
intelligibility.

5.6. Algorithmic Complexity

The algorithmic complexity of the upmix algorithm in terms of floating
point operations (FLOP) is now estimated. In this analysis, only arithmetic
operations are considered and memory operations are neglected. These the-
oretic costs are later compared to measurements with a C/C++ prototype
implementation running on a desktop computer in Sect. 5.7.
The counted arithmetic operations required to process a block of sam-

ples are listed in Table 5.2. Additions (ADD) and subtractions (SUB)
usually have similar costs and are summarised in one column. Multipli-
cations (MULT) and divisions (DIV) are listed in separate columns because
the latter usually have a significantly higher cost [Fog17a,Fog17b]. Square
root operations (SQRT) are mostly in the same order of magnitude as a
DIV [Fog17a] but the actual performance can vary a lot between compilers
and platforms. Many operations in the algorithm involve complex numbers
and their implementation requires multiple real-valued base operations. A
complex-valued addition is assumed to require two ADD, a complex-valued
multiplication to use four MULT and two ADD and a complex-valued divi-
sion is implemented with six MULT, three ADD and one DIV.

The individual entries in Table 5.2 depend on the transform block size L
and the number of output channels C:

• Forward and inverse transforms: a radix-2 Cooley-Tukey FFT takes
2L log2(L) MULT operations and 3L log2(L) ADD operations (cf.
Sect. 2.1.3). Overall, two forward transforms and C inverse transforms
are calculated per block. Time domain windowing requires another
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(C + 2) · L real multiplications for all channels. Further savings can
be achieved by choosing a different FFT algorithm or optimising it
for a specific hardware [JF08]. The gain from these optimisations is
hard to predict in general and depends a lot on the implementation
and platform details. Hence, only a complex-valued radix-2 FFT is
used for better comparability and as a worst case scenario in this first
analysis. Runtime measurements with a highly-optimised FFT library
are shown later in Sect. 5.7.2 to demonstrate an optimal example.

The spectra of the real-valued input signals are symmetric, hence only L/2
points of each spectrum have to be considered in the time-frequency domain
processing:

• Panning and position estimation according to Sect. 4.3: The calcula-
tion of the signal power PX = X · X∗ with a complex conjugate X∗
requires two MULT and one ADD for each stereo channel, (4.20) and
(4.21) require one ADD for the overall power in the denominator, two
DIV and two SQRT. The position index can be calculated from the
panning coefficients with (3.10) and requires one further ADD, one
SUB and one DIV.

• Direct and ambient signal separation according to Sect. 4.4: The com-
mon denominator in (4.27) and (4.28) requires two complex multipli-
cations (4 ADD, 8 MULT) and one complex subtraction (2 SUB).
The nominator from (4.27) further takes two complex multiplications
(4 ADD, 8 MULT) and one complex subtraction (2 SUB). The nom-
inator in (4.28) consists of one complex-valued subtraction (2 SUB)
and two scalar multiplications between the real-valued panning coef-
ficients and the complex-valued spectra (4 MULT). Finally, the cal-
culation of the fractions needs another two complex-valued divisions
(6 ADD, 12 MULT, 2 DIV).

• Calculation of repanning coefficients according to Sect. 5.3: The cal-
culation of the position vector from the position index in (5.1) requires
two MULT, one SUB and one SQRT. The multiplication between the
inverted loudspeaker base matrix and the position vector takes four
MULT and two ADD. Finally, the constant-power normalisation of
the panning coefficients requires two MULT, one ADD, one SQRT
and two DIV.

• Ambience decorrelation according to Sect. 5.4.2: Each ambient signal
is generated by a complex-valued multiplication (2 ADD, 4 MULT)
of the extracted ambient signal and the complex-valued decorrelation
filter response for the respective ambient channel. The center channel
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is not fed with an ambient signal, hence only C − 1 ambient signals
are generated.

• Remixing: The application of the repanning coefficients requires 4
MULT for each extracted direct signal time-frequency tile. The panned
direct signal is then added on top of the decorrelated ambient signal
in the respective output channel which is another complex-valued ad-
dition (4 ADD).

In summary, the overall number of operations per block is given as

KT =
[

(C + 2) · (5 log2(L) + 1)
]
· L (5.20)

for the transforms and

KU =
[

86 + 6C
]
· 1

2 L (5.21)

for the upmix core. The average number of operations per sample

k̄ = KT +KU

(1−O) · L (5.22)

depends on the overlap O between two transform blocks. Multiplied by the
sampling frequency fs, one obtains

F = k̄ · fs (5.23)

which is the number of floating point operations per second (FLOPS). The
estimated costs in MFLOP for an upmix from two channels to C ∈ {3, 5, 9}
channels at a typical audio sample rate fs = 44.1 kHz (STFT parameters
L = 2048, O = 0.75) are compared in Fig. 5.9 . It can be seen that the upmix
core processing in the frequency domain is only responsible for 10 − 15%
of the overall costs. The majority of the operations is consumed by the
forward and inverse transforms. While the numbers of the upmix core show
only little dependency on the channel configuration, each output channel
requires one inverse transform and the costs increase linearly with the count
of outputs.
The absolute cost for a 9-channel 3D upmix is only about 13 MFLOP

but together with the transforms the overall costs rise towards 120 MFLOP
which might already be challenging. However, highly-optimised FFT li-
braries are available for many platforms. Using such an optimised FFT
can drastically reduce the effective runtime of the whole algorithm as will
be shown at the hand of a real-time prototype implementation in the next
section.
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Figure 5.9.: Estimated cost in MFLOPS to perform an upmix from stereo to
3, 5 and 9 output channels at a sampling rate of 44.1 kHz. The non-optimised
transforms with a simple FFT consume the majority of the required operations.

5.7. Real-time Prototype Implementation

The upmix processor has been implemented in C/C++ for a practical proof-
of-concept and demonstration of its real-time capabilities. It can be used as
a standalone commandline application or loaded as a VST32 plugin into a
DAW where it offers a convenient user interface to adjust the parameters of
the algorithm. At the same time, the routing capabilities and measurement
tools from the DAW as well as additional audio effects can be used. A
screenshot of the plugin user interface is shown in Fig. 5.10. After providing
some more implementation details, the main interest of this section is to
find out if the theoretic arithmetic complexities determined in the previous
section translate proportionally into effective runtime and how it can be
reduced with different code optimisations.

5.7.1. Implementation Details
All audio processing calculations in this implementation are performed in
a 32 bit single precision floating point format. Together with the fact that
the STFT scheme already implies block-wise processing with power-of-two
block sizes, this makes the algorithm well suited for a wide use of SIMD
instructions. A detailed description how to make use of the SIMD capabili-
ties of desktop computer CPUs and general advices regarding C/C++ code
optimisation can be found in [Fog17b].
The SSE (Streaming SIMD Extensions) instruction set family was first

2VST3 is a standard for audio processing plugins. It is developed by the company
Steinberg and widely supported by many DAWs.
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Figure 5.10.: User interface of the upmix plugin implementation.
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introduced by the company Intel with the Pentium-III processor generation
in 1999. Nowadays, various extended instruction sets called SSE2, SSE3
and SSE4 are available in most x86 desktop processors from various man-
ufacturers. They all offer 128 bit wide registers that can be packed with
narrower data types (8-64 bit integer, 32 and 64 bit floating point). Arith-
metic and logic operations are then performed with a single instruction for
the whole pack of data. In the case of 32 bit single precision arithmetic,
four floating point numbers fit into the 128 bit wide registers and can be
processed at once. Similar SIMD instruction sets are available in other
CPU architectures as well, for example the NEON instruction set in ARM
CPUs which are often found in mobile devices (smartphones, tablets) and
embedded systems.
Modern compilers are able to split loops over contiguous data into chunks

of 128 bit and perform all operations with SSE registers to speed up the
inner-loop calculations. This process is named automatic vectorisation and
works well for simple loops. More complex loops require manual packing of
data into the SSE registers, applying the desired operations and storing the
result back into the original data structure. This process can be simplified
by using so-called intrinsic functions which are an intermediate abstraction
layer between high-level programming and assembler code.
In the upmix implementation, major processing hotspots have been vec-

torised by rewriting the respective code with SSE intrinsics. Automatic
vectorisation and the use of hand written vector code can be turned on and
off individually by a compiler switch. Apart from vectorisation, no paralleli-
sation is used. All processing is implemented in a single thread and cannot
take advantage of multiple CPU cores.
The theoretic analysis of the arithmetic complexity in Sect. 5.6 revealed

that the majority of operations in this algorithm is consumed by the com-
putation of the FFT. Two different implementations have been integrated
into the upmix processor to allow for a comparison:
• A simple radix-2 Cooley-Tukey FFT following the four1() FFT im-
plementation from the Numerical Recipies [PTVF92]. Its performance
should be close to what was estimated as a worst case scenario in
Sect. 5.6.

• The open source FFTW library [FJ01] is among the best optimised
FFT implementations and can compete with commercial libraries.
Benchmarks in the documentation show that it is up to ten times
faster than the simple Numerical Recipies FFT for typical power-of-
two lengths in the range from 128 to 16384 samples. It is a good
example to demonstrate what performance gain can be expected from
using a highly optimised FFT.
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Figure 5.11.: Estimated costs in FLOP per sample (top) compared to the mea-
sured costs in instructions per sample determined with the perf tool (bottom).

5.7.2. Performance Measurement

Measurements were taken on a desktop computer with a mid-class Intel
Core i5-4690 CPU (Haswell series, launched in 2014) and a nominal clock
frequency of 3.50 GHz. It was running a Debian 10 operating system with a
64 bit Linux kernel (version 4.19) and all code was compiled with the GNU
Compiler Collection (version 8.3) at optimisation level O3 with enabled
fast-math (-ffast-math). Automatic vectorisation was disabled initially
(-fno-tree-vectorize) but will be enabled in later measurements. The
upmix was configured to use a transform block size L = 2048 and overlap
O = 0.75. A two-channel stereo music recording with a length of 100 s
and a sampling frequency fs = 44.1 kHz was used as input data for the
measurements.
The performance was analysed with the perf tool which is an event-

based sampling profiler using the perf event subsystem3 of the Linux kernel.
It regularly samples a CPU performance counter register that tracks the
occurrence of selectable events (e.g. executed instructions, passed cycles,
cache misses, wrong branch predictions, ...). For the evaluation in this
section, the most interesting events are the number of executed instructions
and the passed CPU cycles.

3Linux Kernel Wiki: https://perf.wiki.kernel.org/index.php/Main_Page (last ac-
cessed 2020-06-10)

https://perf.wiki.kernel.org/index.php/Main_Page
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Figure 5.12.: Consumed cycles per sample measured with the perf tool. Upper
plot using the Numerical Recipies FFT (NRCP), middle plot using the FFTW
library and lower plot with additional use of SIMD vectorisation.

The required amount of floating point operations (FLOP) has previously
been estimated in Sect. 5.6 by counting the theoretical number of arithmetic
operations in the algorithmic description. All other potential operations
like memory access and buffer indexing have been neglected. The perf
tool counts all instructions and not only FLOP, hence a direct comparison
of measured instruction counts and estimated FLOP values is not feasible.
However, it still can be of interest to see if the relative costs between the
upmix core and the transforms as well as the dependency to the number
of output channels in a real implementation is well approximated. The
theoretic FLOP values and the measured instruction counts are visualised
and compared for different output channel configurations as bar graphs in
Fig. 5.11. It is visible that both the dependency to the output channel count
as well as the fraction of the transforms in the overall instruction count is
very close to the FLOP estimates.
The number of executed instructions is not necessarily proportional to
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the consumed amount of CPU cycles which finally determines the effective
runtime. Some instructions may require more than one cycle and depending
on the processor architecture certain instructions can also be executed in
parallel. The measured count of CPU cycles per sample is therefore shown
as well in Fig. 5.12 and the impact of various optimisations can be observed.
By simply replacing the Numerical Recipies FFT (NRCP) with the FFTW
library, the number of cycles consumed by the transform part is drastically
reduced by more than a factor of three (middle plot in Fig. 5.12). The
overall amount of cycles for the upmix processing is one half of the previous
cycle count using the NRCP FFT. Enabling auto-vectorisation (compiler
flag -ftree-vectorize) and manual vectorisation of hotspots using SSE
intrinsic functions has further reduced the overall load as can be seen in
the bottom plot of Fig. 5.12. Because the FFTW library already makes use
of manual SIMD optimisations most of these reductions are in the upmix
core. The savings in the FFT fraction mostly stem from optimised copy
and scaling operations in the preparation of the FFT data. Finally, looking
at the absolute runtime to process the 100 s input file in Fig. 5.13, one can
see that an upmix from stereo to 9.1 3D audio is performed 80 times faster
than real time on the test system when all optimisations are enabled. The
5.1 surround sound upmix is 100 times and the simple center extraction
(3.1 configuration) is 120 times faster than real-time.

5.8. Filter Bank Variant

While the upmix processor from this chapter has been designed to be used
with an STFT, the derivation of the underlying signal decomposition in
Chapter 4 is independent of the actual time-frequency transform. An al-
ternative filter bank approach to create a time-frequency representation has
been introduced in Chapter 2 and a variant of the proposed upmix processor
adapted to this filter bank will be described and analysed in the following.
The time domain upmix processor was initially presented as a conference
paper [KZ16c] by the author of this thesis.
Several publications with a similar scope mention some kind of perceptual

frequency bin grouping and subsampling. For example, Bark band [Fal06]
or critical band [BJPL12] resolutions have been chosen and various static
or signal-adaptive frequency domain partitioning schemes were discussed
in [HGT14]. This indicates that the full linearly-spaced frequency resolution
of an STFT spectrum is not mandatory and a couple of logarithmically-
spaced bands, for example from a filter bank, could be sufficient. Apart
from the frequency band stepping, there are three main differences when
using a filter bank instead of an STFT:
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Figure 5.13.: Overall runtime relative to real-time processing for an upmix from
stereo to a 3.1, 5.1 and 9.1 channel configurations on a mid-class Intel Core
i5-3570K processor.
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1. The filter bank outputs are not sub-sampled and the momentary signal
power in each band has to be estimated, for example by recursive
averaging (cf. Sect. 2.2.5).

2. The filter bank outputs are real-valued bandpass signals instead of
complex-valued DFT coefficents. A simple adjustment of the ambient
signal phase relationship and decorrelation by multiplication with a
complex-valued frequency response (cf. Sect. 5.4.2) is not feasible with
the filter bank.

3. Real-valued signals also mean that algorithmic operations in general
require less instructions because complex-valued operations do not
have to be mapped to multiple base instructions on processors that
only support real-valued arithmetic.

5.8.1. Upmix Processing
The core upmix processing with a filter bank follows the same principles
and steps as with an STFT. Note that the block index b is replaced by a
sample index n in the following because the used filter bank does not apply
subsampling or block processing. After determining the subband power (cf.
Sect. 2.2.5), the panning coefficients gL(n, k) and gR(n, k) are estimated
with (4.20)-(4.21). An adjustable decorrelation of the ambient signals with
the complex-valued responses HAL (k) and HAR (k) as in (4.27)-(4.28) is not
directly possible with the real-valued subband signals from the filter bank.
A simple alternative is to set ∆β = π which results in real-valued time
domain ambient signal decorrelation responses

hAL (k) = 1
hAR (k) = −1 (5.24)

but in consequence yields out-of-phase ambient signals with an ICC of -1.
With these responses, the time domain signal decomposition simplifies to:

ŝ(n, k) = xL(n, k) + xR(n, k)
ĝL(n, k) + ĝR(n, k) (5.25)

â(n, k) = − ĝL(n, k) · xR(n, k)− ĝR(n, k) · xL(b, k)
ĝL(n, k) + ĝR(n, k) (5.26)

The generation of a sufficient number of decorrelated ambient signals
to produce a diffuse sound field is not as trivial in the time domain as it
was with the STFT-based upmix (cf. Sect. 5.4). For a 3-channel upmix
where only a center channel is extracted this is not a problem because
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the separated ambient signals are simply remixed with the front left and
right direct signals, only. For a 5-channel upmix with rear loudspeakers,
additional decorrelated ambient signals have to be created. A straight-
forward and effective method is to feed the rear loudspeakers with delayed
copies of the separated front left and right ambient signal.
The calculation of the repanning coefficients is identical to the STFT-

based upmix and based on VBAP (cf. Sect. 5.6). Finally, the ambient sig-
nals and the repanned direct signal are summed to yield the output channels.
An inverse transform is not needed.

5.8.2. Performance Analysis

Similarly to Sect. 5.6, the number of floating-point operations (FLOP) per
sample are counted and summarised in Table 5.3. The average number of
operations per sample for a filter bank with M channels

k̄F = M · (3N + 8) +MA · (3N + 1)/2 (5.27)

was derived in (2.20) and overall two filter banks have to be used (one for
each input signal channel). The synthesis with this filter bank is a simple
addition of the subbands and takesM additions per output channel. Overall
these are C ·M ADD operations per sample step.

The lowpass and highpass bands with index k = 0 and k = M are directly
bypassed to the output and only the M − 1 bandpass bands in between are
processed with the upmix itself. Each subband then requires the following
operations:

• The magnitude and power estimation as described in Sect. 2.2.5 re-
quires one MULT to obtain the square of the current sample plus
additional operations for the smoothing:

– Recursive averaging requires 1 ADD and 2 MULT.

– A Butterworth lowpass of order N in TDF II needs N + 1 ADD
and 2N + 1 MULT.

In Table 5.3 the operations have been counted for recursive averaging
plus an additional first-order Butterworth lowpass.

• Estimation of panning coefficients and position index using (4.20),
(4.21) and (3.10) needs 2 ADD, 1 SUB, 3 DIV, 2 SQRT.

• The simplified direct and ambient decomposition from (5.25) and
(5.26) takes 2 ADD, 1 SUB, 2 MULT and 2 DIV.
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Figure 5.14.: Estimated cost in FLOP per sample for a time domain upmix
from 2 to 5 channels and various filter bank configurations (M complementary
filters of order N).

• The number of operations to calculate the repanning coefficients for
the frontal loudspeakers using VBAP is the same as for the STFT-
based variant found in Sect. 5.6: 4 ADD, 8 MULT, 2 DIV and 2 SQRT.

• The weighting of the direct signal with the repanning coefficients re-
quires 2 MULT. Another 2 ADD are needed to sum the repanned
direct signal with the ambient component.

The required number of floating point operations to process a 5-channel
upmix is listed for exemplary filter bank configurations in Fig. 5.14. Com-
pared to the counted operations of the STFT-based upmix in Fig. 5.11, it
appears that the 5-channel STFT upmix requires roughly the same amount
of operations as the most complex filter bank configuration with M = 11
and N = 7.
Different to the STFT upmix, the potential to optimise the processing

on an exemplary target platform and the real-time resource consumption
has not been evaluated in the scope of this thesis. A first optimisation step
could be to not perform the position estimation and update of the repanning
coefficients at audio rate but at a lower control rate. Furthermore, it can
be seen in Fig. 5.14 that the filter bank is responsible for 75 − 80% of
the overall consumed instructions and is a worthwhile optimisation target.
Redundant calculations in the filter bank could be avoided for example by
exploiting the fact that the allpass filters have symmetric coefficients. Many
DSP architectures also provide special multiply-accumulate instructions to
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efficiently implement filters. Applying SIMD processing to the sample-by-
sample approach is not as easy as with the block-based structure. But as
the filter bank is identically applied to both input channels, the left and
right samples could be loaded into a SIMD register to be processed at once.

5.8.3. Discussion
The proposed upmix processor based on a filter bank only is intended to
be a proof-of-concept and could not be fully evaluated in the scope of this
work. In particular, finding a general optimal filter bank configuration for
the upmix application was found to be difficult due to the wide parameter
space. In the development process and throughout informal listening tests it
appeared that a filter bank withM = 7 up toM = 11 filters and filter orders
of N = 5 or N = 7 are sufficient to get results that are perceptually close
to the STFT-based 2-to-5 channel upmix. The computational complexity
of these configurations in terms of FLOPs is in the same range or even less
compared to the upmix with an STFT and makes the filter bank approach
an interesting and competitive solution.
Choosing the lowest cutoff frequency to be at about 100Hz and the high-

est cutoff at around 8 kHz allows to focus the analysis and upmix to a
frequency range which is most important for the localisation of sources.
The intermediate bands ideally have a non-linear frequency stepping while
the lowest and highest band can directly be bypassed to the output as it
was proposed for the STFT-based upmix as well. Even a simple third-order
filter bank with 4 bands and cutoffs fc = {110, 880, 7040} already worked
surprisingly well for the application of a 3-channel center extraction upmix.
Compared to trivial wide-band center extraction, source positions are pre-
served and gain pumping or source movement artefacts are reduced a lot.
At the same time the processing only consumes 237 FLOP per sample.
It also appeared that the parameters of the subband power estimation

have a considerable influence on the resulting audio quality. If the power
estimate is too slow, the algorithm cannot react to fast changes. As a result
source positions are estimated to be too close to the center and the stereo
image will narrow in the upmix. If the power estimation and the derived
positions change too fast, crackling and an audible roughness can appear in
the output due to the fast modulation of the signals.
The most obvious conceptual difference between the filter bank and the

STFT-based upmix is in the ambient signal decorrelation. The proposed
simplified approach with out-of-phase left and right ambient signals and de-
layed rear loudspeaker signals is prone to artefacts because the left and right
hemisphere signals are still out-of-phase and can lead to phase cancellations
in the playback situation. It would be interesting to include decorrelation
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strategies that work well with time domain signals and are computationally
cheap, like for example the optimised velvet-noise decorrelator [SAVH18].
Ideally, it could be included directly into the separation process to freely ad-
just the left and right ambient signal phase relationship in a similar fashion
as in the frequency domain.
Considering audio quality and implementation effort, the STFT-based

upmix should always be the preferred solution. But for special use cases
like low-latency applications or with limited computational resources, the
filter bank can be a better choice and yield a similar audio quality. However,
it comes with an increased effort in configuring, adjusting and optimising
the algorithm for the target demands and platform and therefore a final
recommendation cannot be provided within the limited scope of this thesis.

5.9. Conclusion

In the course of this chapter it was shown how the individual building blocks
are assembled into a high-quality and flexible upmix processor. Integrating
VBAP to repan the extracted direct signal allows to easily adapt the up-
mix rendering to arbitrary loudspeaker setups. The proposed decorrelation
approach can be applied directly in the time-frequency domain and yields
a diffuse three-dimensional ambient sound field from the extracted ambient
signal. Due to the magnitude-complementary decorrelation filter responses,
the ambient signal outputs can be downmixed to lesser channels without
loss if necessary.
The computational demands of the processor have been analysed by

counting the arithmetic operations in the algorithmic description and by
measuring the performance with a profiling tool. The theoretically esti-
mated FLOP counts correlate well with the measured number of instruc-
tions consumed by the algorithm and are a good parametric approximation.
Furthermore, the number of passed CPU cycles for the transforms and up-
mix core have been determined separately on the test system. From all
measures it was evident that the FFT in the STFT analysis/synthesis is
responsible for 80-90 % of the overall consumed instructions. By replacing
the simple FFT with the highly-optimized FFTW library implementation
it was possible to considerably reduce the overall load by a factor of two.
Including manual and automatic vectorisation with SIMD instructions fur-
ther helped to reduce the runtime. In the end, the upmix processor is able
to perform a 9-channel 3D upmix about 80 times faster than real-time on a
single core of an average desktop computer CPU.
A variant of the upmix processor using a filter bank instead of an STFT

was introduced. The necessary adaptions to the algorithm have been de-
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scribed and the algorithmic complexity was determined. A trade-off be-
tween computational demands, signal quality and group delay can be made
by changing the number of subbands and filter order. It was found with
informal listening tests that even a 4-band filter bank can be used to ex-
tract a convincing center signal (2-to-3 upmix) with only 237 FLOP per
sample. When using ten or more bands and filter orders up to seven, the
output sounds close to the STFT-based upmix processor but its capabilities
to decorrelate the ambient signals are still limited.



CHAPTER 6

Summary

Automatic upmixing is not meant to replace discrete surround and 3D au-
dio recordings but upmix processors and the underlying signal analysis and
decomposition can be a valuable tool. Among others, fields of application
can be found in professional music and movie production, but also in the
consumer home cinema and as a preprocessing for binaural virtual surround
headphone playback on mobile devices. In these situations, an upmix can
enhance existing material and provide the most immersive listening experi-
ence that is possible within the limitations of the input material.
Signal analysis and processing in the time-frequency domain is the key to

facilitate a decent separation of overlapping sound sources in a stereo mix.
The classical STFT processing was introduced in Chapter 2 and compared
to a filter bank built of complementary recursive filter stages. The biggest
advantage of the STFT is a simple implementation thanks to the availability
of well-optimised FFT libraries on most platforms. It is a generic framework
for a wide range of applications and demands. The inherent block-based
processing scheme is easy to optimise by vectorisation but at the same time
the introduced algorithmic latency of a full block is a considerable disadvan-
tage for real-time applications. Furthermore, musical signals usually have a
logarithmic frequency distribution and the linearly-spaced frequency reso-
lution in the STFT spectra is not well adapted to this kind of signals. The
described filter bank can be configured to have an arbitrary frequency reso-
lution and in the investigated configurations the frequency-dependent group
delay over most of the bandwidth is below the blocking latency of an STFT.
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However, this comes at the cost of a very problem-specific implementation
and configuration. A straight-forward optimisation of the computational
demands by vectorisation and by use of existing and highly optimised code,
like for example an FFT library, is not easily possible. Looking at the arith-
metic complexity, a filter bank is advantageous when less than nine bands
are needed and filter orders below seven are sufficient. Beyond that point
there may still be use cases for a filter bank if low latency is a strict require-
ment or block-based processing is not feasible on the target platform, e.g.
due to memory constraints.
The core of an upmix processor is the analysis of the perceived direct

signal source directions and a separation of direct and ambient signal com-
ponents. Starting point of the development in Chapter 4 was a signal model
to describe the relationship between panning coefficients, direct signal and
ambient signal. Different to other signal models in the literature, the pro-
posed one explicitly includes a coupling of the left and right channel ambient
component by complex-valued decorrelation filters. The panning coefficients
and a source position index are estimated from the input signal power un-
der the assumption that only a single dominant source is active in a time-
frequency tile and the ambient signal power is less than the direct signal
power. With the estimated panning coefficients, the decomposition into a
direct and ambient signal is a straight-forward inversion of the signal model
equations while the desired ambient signal correlation is a free parameter.
A comparison of a couple of related algorithms to estimate direct signal

source directions revealed that many are mathematically identical if their
notation is unified. For the remaining approaches and the one presented in
this thesis, the error of the position estimation for an increasing ADR was
analysed. All methods show a similar deviation when the ambient signal
power is increased and source positions get estimated to be too close to
the center. Applying temporal smoothing on the input power spectra can
efficiently reduce the error for a single source case but too strong smoothing
is suspected to reduce separation of multiple overlapping sources.
The ICC between the separated left and right ambient signal has been

measured and compared with similar algorithms. None of the other ap-
proaches is able to reach an ICC close to zero which would be optimal and
close to the ICC measured in a real-world ambient signal. Most others
show a negative ICC close to minus one which causes phase cancellations
when these signals are used in a loudspeaker playback situation without
further decorrelation. With the proposed method and the included ambient
signal decorrelation filters, the phase relationship and resulting ICC be-
tween the separated ambient signal can be chosen freely and directly yields
high-quality ambient signals with an ICC of zero. Different to some other
compared algorithms, temporal smoothing of the analysis is not mandatory
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for a good separation because the analysis and separation does not rely on
accurate cross-correlation estimates. The full temporal resolution of the
time-frequency transform can be utilised.
In the last Chapter 5, the remaining building blocks and implementation

aspects to create a complete upmix processor have been discussed. VBAP
was integrated to allow a repanning of the direct signal component on arbi-
trary loudspeaker setups. A frequency domain decorrelation approach has
been introduced to yield a sufficient amount of uncorrelated ambient signals
for a convincing rendering of an ambient sound field in three dimensions.
The algorithmic complexity of the upmix processor was analysed by count-

ing the arithmetic operations in FLOPs. It could be seen that the forward
and inverse STFT is responsible for 80−90% of the overall number of oper-
ations. The upmix core processing for a 9-channel 3D upmix consumes only
moderate 13 MFLOP at 44.1 kHz sample rate. A real-time capable C/C++
prototype implementation was created and embedded into a VST3 plugin
for use in common DAWs. Measurements of the consumed instructions for
various channel configurations confirmed the validity of the theoretic FLOP
estimates. The FFTW library was used to replace the simple Numerical
Recipies FFT and considerably lowered the overall runtime of the process-
ing by a factor of two. Further optimisations could be achieved by using
automatic and manual SIMD vectorisation. After all, the upmix from stereo
to a 9-channel 3D audio configuration is performed about 80× faster than
real-time on an average desktop computer CPU at a sample rate of 44.1 kHz.
The developed signal analysis and decomposition is not bound to an

STFT time-frequency transform. A variant of the upmix processor based
on a filter bank was proposed and the necessary algorithmic changes have
been described. For simple scenarios like a center extraction upmix, already
four filter bank bands turned out to be sufficient to achieve good sounding
results and the limited ambient signal decorrelation abilities are not a prob-
lem in that case. A general optimisation of the filter bank parameters for an
upmix to a higher number of output channels as well as the integration of
an improved time-domain decorrelation method are still subject for future
research and could not finally be examined in the scope of this work.
The outcome of this thesis is the complete system description and a prac-

tical real-time implementation of a flexible stereo to 3D audio upmix proces-
sor. It can easily be adjusted to render for arbitrary 2D and 3D loudspeaker
configurations and the separated and decorrelated ambient signal is of high
quality without disturbing extraction artefacts. Thanks to the block-based
STFT processing it was easy to quickly obtain a well-optimised implementa-
tion by making use of existing FFT libraries and vectorising the processing
with SIMD instructions. While mostly the implementation with an STFT
will be preferred for best quality and flexibility, it was shown that the same
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processing principles can be applied to a filter bank analysis and synthesis
scheme with only minor changes. This is in particular beneficial for low-
latency applications or low-cost DSP platforms where a block-based STFT
processing is not feasible.
Formal listening tests could not be performed in the course of the research

for this thesis. However, the upmix was rated very positively during many
informal listening sessions with experienced researches and engineers which
are active in the field of spatial audio. Listeners particularly liked the clean
and diffuse ambient signal without annoying extraction artefacts and the
naturalness of the spatial impression. The timbre as well as the character
of the two-channel stereo recording was described to be well preserved and
source positions are accurately reproduced in the upmix.



APPENDIX A

Conversion of Panning Coefficients

In the following sections, the stereo signal and panning models of various
approaches will be compared. The nomenclature of the publications will
be adapted and unified to the one used in this work and it will be shown
how the respective panning coefficients can be converted into the normalised
position index Ψ, previously defined in (3.10), to allow a direct comparison
of the results from the various approaches. In particular these are
• Faller [Fal06]
• He et al. [HTG14]
• Jeon et al. [JHS+10]
• Adami et al. [ASH15]
• Avendano and Jot [AJ04]
• Mieth [Mie15]

A.1. Common Grounds

All methods perform processing in the time-frequency domain, whereas a
left and right stereo signal channel xL(n) and xR(n) is transformed by an
STFT to yield a time-frequency representation XL(b, k) and XR(b, k). Fur-
thermore, W-disjoint orthogonal signals [JRY00] are assumed which means
that each time-frequency tile is independent and contains only a single dom-
inant source. The indices (b, k) are sometimes omitted for brevity in the
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following. If no indices are provided or otherwise stated, all calculations are
performed independently for each time-frequency tile.
The zero-lag autocorrelations and cross-correlation

r0
LL(k) = 1

B

∑
b

XL(b, k)∗ ·XL(b, k) = 1
B

∑
b

|XL(b, k)|2 (A.1)

r0
RR(k) = 1

B

∑
b

XR(b, k)∗ ·XR(b, k) = 1
B

∑
b

|XR(b, k)|2 (A.2)

r0
LR(k) = 1

B

∑
b

XL(b, k)∗ ·XR(b, k) (A.3)

as well as a normalised cross-correlation coefficient

φLR(k) = r0
LR(k)√

r0
LL(k) · r0

RR(k)
(A.4)

are defined for each subband signal k [GJ07b,MGJ07]. Other publications
use a notation with the expectation operator E{·} to formulate similar rela-
tions. For example in [Fal06,AJ04], a normalised cross-correlation coefficient
is given by

φLR(k) = E{XL(b, k)∗ ·XR(b, k)}√
E{|XL(b, k)|2} · E{|XR(b, k)|2}

(A.5)

whereas E{·} is the expectation operator with respect to b. The power of
the left and right stereo channel in this context is referred to as

φL(k) = PXL (k) = E{|XL(b, k)|2} (A.6)
φR(k) = PXR (k) = E{|XR(b, k)|2}. (A.7)

A simple comparison yields the correspondences

r0
LL(k) = φL(k) = PXL (k) (A.8)
r0
RR(k) = φR(k) = PXR (k) (A.9)

r0
LR(k) =

√
φL(k) · φR(k) · φLR(k) (A.10)

that will later be used to unify the notations of the various publications.
Audio signals cannot be expected to be stationary and for a real-time

implementation only the current and previous signal samples or sample
blocks are available. Hence, the momentary correlation coefficients

r0
XY (b, k) = λ · r0

XY (b− 1, k) + (1− λ) ·X(b, k)∗ · Y (b, k)

are of interest and usually recursively approximated over time with a for-
getting factor λ.
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A.2. Faller

The signal model from Faller [Fal06] has a single panning coefficient α:

XL(b, k) = S(b, k) +AL(b, k)
XR(b, k) = α(b, k) · S(b, k) +AR(b, k) (A.11)

The panning coefficient estimate

α̂ = B

2C (A.12)

is derived from the variables

B = PXR − PXL +
√

(PXL − PXR )2 + 4PXLPXR · φ2
LR (A.13)

C = φLR ·
√
PXLPXR . (A.14)

which can be calculated from the stereo input signal. With the correspon-
dence φLR = r0

LR/
(√

PXL PXR

)
from (A.10) it follows that

α̂ =
PXR − PXL +

√
(PXL − PXR )2 + 4 |r0

LR|2

2 · |r0
LR|

(A.15)

and after further rewriting with the correspondences one obtains

α̂ = r0
RR − r0

LL

2 · |r0
LR|

+

√(
r0
RR − r0

LL

2 · |r0
LR|

)2

+ 1 (A.16)

as the final estimate. Because α̂ corresponds to the right channel panning
coefficient in the signal model and the left channel weighting constantly is
1, the estimated position index is simply given by:

Ψ̂ = α̂− 1
α̂+ 1 (A.17)

A.3. He

He [HTG14] uses a signal model with a single panning coefficient α

XL(b, k) = S(b, k) +AL(b, k)
XR(b, k) = α(b, k) · S(b, k) +AR(b, k) (A.18)
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and derivations and assumptions closely resembling the one from Faller
[Fal06]. Consequently, the given solution for the single panning coefficient

α̂ = r0
RR − r0

LL

2 · |r0
LR|

+

√(
r0
RR − r0

LL

2 · |r0
LR|

)2

+ 1 (A.19)

is identical to the estimate which has been found after rewriting the solution
from Faller in the previous section. Because it is a single-coefficient signal
model, the estimated position index is again calculated as:

Ψ̂ = α̂− 1
α̂+ 1 (A.20)

A.4. Jeon

The signal model from Jeon [JHS+10]
XL(b, k) = αL(b, k) · S(b, k) +AL(b, k)
XR(b, k) = αR(b, k) · S(b, k) +AR(b, k) (A.21)

includes constant-power panning coefficients αL/αR. A panning gain ratio
αR(b, k)
αL(b, k) = λ0 − r0

LL(b, k)
r0
LR(b, k) (A.22)

with the eigenvalue

λ0 = 1
2

(
r0
LL + r0

RR +
√

(r0
LL − r0

RR)2 + 4 |r0
LR|2

)
(A.23)

is defined. This ratio only depends on the cross- and autocorrelations of the
input signal and after rearranging the equations

αR
αL

=
r0
RR − r0

LL +
√

(r0
LL − r0

RR)2 + 4 |r0
LR|2

2 · r0
LR

(A.24)

αR
αL

= r0
RR − r0

LL

2 · |r0
LR|

+

√(
r0
RR − r0

LL

2 · |r0
LR|

)2

+ 1 (A.25)

it is obvious that the ratio αR/αL is equal to the single panning coefficient
estimate α̂ from the previous sections. As it is a classical signal model with
two panning coefficients, the estimated position index is given by:

Ψ̂ = α̂R − α̂L
α̂R + α̂L

= α̂R/α̂L − 1
α̂R/α̂L + 1 (A.26)
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A.5. Adami

The starting point of Adami [ASH15] is again a constant-power panning
signal model

XL(b, k) = αL(b, k) · S(b, k) +AL(b, k)
XR(b, k) = αR(b, k) · S(b, k) +AR(b, k) (A.27)

A solution for the estimation of the panning coefficients is derived to be

α̂L =
√

ΥL φL
ΥL φL + ΥR φR

(A.28)

α̂R =
√

ΥR φR
ΥL φL + ΥR φR

(A.29)

where
ΥL = 1− φA

φL
, ΥR = 1− φA

φR
(A.30)

are the direct-to-left and direct-to-right channel signal power ratios and φA
is the ambient signal power. Inserting (A.30) in (A.28)-(A.29) yields

α̂L =
√

φL − φA
φL + φR − 2φA

(A.31)

α̂R =
√

φR − φA
φL + φR − 2φA

(A.32)

for the panning coefficient estimates. It is obvious that until this point the
estimate is basically equivalent to (4.18) and (4.19) presented in Sect. 4.3.
But instead of neglecting the ambient signal power, Adami furthermore
estimates the ambient signal power

φ̂A = 1
2

(
φL + φR −

√
(φL − φR)2 + 4|rLR|2

)
(A.33)

as defined in [MGJ07]. To compare with the previously discussed ap-
proaches, once again the panning gain ratio

α̂R
α̂L

=

√
φR − φ̂A
φL − φ̂A

(A.34)

is considered. By insertion of (A.33) in (A.34)

α̂R
α̂L

=

√
φR − φL +

√
(φL − φR)2 + 4|rLR|2

φL − φR +
√

(φL − φR)2 + 4|rLR|2
(A.35)
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and further non-trivial transformations using the substitution

K =
√

(φL − φR)2 + 4|rLR|2 (A.36)

the panning gain ratio simplifies

α̂R
α̂L

=
√
φR − φL +K

φL − φR +K
=
√
φR − φL +K√
φL − φR +K

·
√
φR − φL +K√
φR − φL +K

= φR − φL +K√
(φL − φR +K) · (φR − φL +K)

= ...

= φR − φL +K√
(2φLφR − φ2

L − φ2
R +K2)

= ...

=
φR − φL +

√
(φL − φR)2 + 4|rLR|2√

4|rLR|2
(A.37)

and with the substitutions (A.10) it finally results in

α̂R
α̂L

= r0
RR − r0

LL

2 · |r0
LR|

+

√(
r0
RR − r0

LL

2 · |r0
LR|

)2

+ 1 (A.38)

which is identical to all the previously unified approaches. Consequently, it
follows that the estimated position index

Ψ̂ = α̂R − α̂L
α̂R + α̂L

= α̂R/α̂L − 1
α̂R/α̂L + 1 (A.39)

is again the same.

A.6. Avendano

The signal model used in the panning estimation step by Avendano [AJ04]

XL(b, k) = αL(b, k) · S(b, k)
XR(b, k) = αR(b, k) · S(b, k) (A.40)

neglects any ambient components and has constant amplitude-panning co-
efficients:

αL(b, k) = 1− αR(b, k)
0 ≤ αR(b, k) ≤ 1
0 ≤ αL(b, k) ≤ 1 (A.41)
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Instead of the panning coefficients, a panning index similar to the position
index introduced in Sect. 3.2.1 will be estimated. Starting point is the
definition of a similarity function

ψ = 2 |r0
LR|

r0
LL + r0

RR

(A.42)

from the cross- and autocorrelations. Furthermore, a relation between the
panning coefficients and similarity function

ψ = 2 αR − α2
R

α2
R + (1− α2

R) (A.43)

is derived. Instead of following the solution in [AJ04] which yields a position
index, one can also directly solve the equation system (A.42) and (A.43) to
yield

α̂R = 1
2 + ∆

√
1
4 −

|r0
LR|

2 |r0
LR|+ r0

LL + r0
RR

(A.44)

as an estimate of the panning coefficient. The sign ambiguity which occurs in
the solution of the quadratic function is resolved as in [AJ04] by introducing
a helper function

∆ =


0, r0

LL = r0
RR

+1, r0
LL > r0

RR

−1, r0
LL < r0

RR

(A.45)

The estimated position index can then be calculated as

Ψ̂ = α̂R − (1− α̂R)
α̂R + (1− α̂R) = 2 α̂R − 1. (A.46)

The panning gain ratio

α̂R
α̂L

= r0
RR + r0

LL

2 · |r0
LR|

+ ∆

√(
r0
RR + r0

LL

2 · |r0
LR|

)2

− 1 (A.47)

has a very similar form to the ones found for the approach from Faller, He,
Jeon and Adami. But some signs are different and there is a remaining
distinction of cases. An estimated position index can be calculated with

Ψ̂ = α̂R − α̂L
α̂R + α̂L

= α̂R/α̂L − 1
α̂R/α̂L + 1 (A.48)
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A.7. Mieth

The signal model from Mieth [Mie15]

XL(b, k) = αL(b, k) · S(b, k) +AL(b, k)
XR(b, k) = αR(b, k) · S(b, k) +AR(b, k) (A.49)

has constant-power panning coefficients similar to [JHS+10,ASH15]. The
derivation to yield the estimated panning coeffcients is based on a similarity
function

ψ = 2 |r0
LR|

r0
LL + r0

RR

(A.50)

and a case distinction

∆ψ =


|r0

LR|
r0

LL

− r0
LL

|r0
LR
| , r0

LL ≥ r0
RR

r0
RR

|r0
LR
| −

|r0
LR|
r0

RR

, r0
LL < r0

RR

(A.51)

similar to Avendano [AJ04]. But finally, the estimated panning coefficents

α̂L =
√

1
2 −

1
4 ·∆ψ · ψ

α̂R =
√

1
2 + 1

4 ·∆ψ · ψ (A.52)

and the resulting panning gain ratio α̂R/α̂L or position index

Ψ̂ = α̂R − α̂L
α̂R + α̂L

= α̂R/α̂L − 1
α̂R/α̂L + 1 (A.53)

are different to all previous solutions.
Later on in [Mie15] the panning estimation is simplified by assuming that

an ambient signal power term is small compared to the direct signal power.
The resulting estimates for the panning coefficients then become identical
to (4.20) and (4.21) presented in Sect. 4.3.

A.8. Summary

It was confirmed that the panning estimation from Faller, He, Jeon and
Adami actually result in the same estimated position index Ψ̂ if the notation
of the different publications is unified. But the panning estimation approach
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from Avendano and Mieth differ from the others. If no smoothing is applied
and λ = 0, the relationship

|r0
LR|2 = |X∗L ·XR|2 = |XL|2 · |XR|2 = r0

LL · r0
RR (A.54)

holds and most panning coefficient estimates analysed in the previous sec-
tions, including the one from Avendano, simplify to

α̂ = α̂R
α̂L

=
√
r0
RR

r0
LL

(A.55)

and it follows that their position index

Ψ̂ = α̂− 1
α̂+ 1 =

√
r0
RR −

√
r0
LL√

r0
RR +

√
r0
LL

(A.56)

is identical to the position index estimate derived in (4.23) from Chapter 4.
Only the non-simplified estimate from Mieth (A.52) is still different.
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