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Abstract
Deep learning belongs to the family of artificial intelligence
and machine learning where the primary objective is to
learn and diversify the feature representation for a given
system. In deep learning, a machine is able to develop
large parameterized models that addresses a plethora of
scientific problems based on a number of optimization
methods. These models will be capable of retrieving,
representing, generating, and combining a large number of
features to provide a generalized solution to the intended
problems. Unlike traditional machine learning algorithms,
deep learning algorithms offer an opportunity to learn,
extract, and even generate very large feature spaces via
densely parameterized models, which are capable of learning
semantic information and an efficient input-output mapping.
Hence, they are very suitable in low- level computer vision
applications involving multimedia enhancement problems.
Deep learning has a very broad scope, but this thesis is primarily focused on artificial neural networks,
convolutional neural networks, and their variants which are
some of the most powerful deep learning tools today. In this
work, the neural network fundamentals are explained, the
corresponding derivations are performed, and the workflows
are illustrated. Important modules of convolutional neural
networks are described and their functions are discussed.
Various convolutional architectures are proposed for various
computer vision tasks related to image quality improvement
and their suitability towards the particular problems are
explained. Various networks, which include novel network
modules and architectures, are studied and applied in the
areas of image and video enhancement. Ablation studies
and experiments are performed on the network architectures
to analyze them. Finally, the proposed models are evaluated
in terms of their prowess towards the aforementioned vision
tasks.
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Glossary

In this glossary, the used mathematical operators, functions, symbols,
abbreviations, and a list of software are introduced. The elements are
arranged in an alphabetical order.
Mathematical Operators and Functions

|·|
arg min(·) (·)
a∗b
a?b
E(·)
e(·)
k·k
∇
δ
log(·)
max(·)
∆a
∂a
∂b
p
P(·)

Absolute value
Argument of the minimum
Convolution between a and b
Cross correlation between a and b
Expectation function
Exponential function
Euclidean norm
Gradient operator
Kronecker delta
Natural logarithmic function
Maximum function
Operator to indicate small change in a
Partial derivative of a w.r.t b
Square root operator
Summation

x
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Symbols

b
bj
ct
d
dk
din
Din
Dout
E(·)
ek
f (·)
f 0 (·)
f 00 (·)
fθ (·)
δwji
δW
∆w
δ bj
δb
δaj
δxj
δx
ht
H, W , D
L
L1 (·)
L2 (·)
Ldf t (·)
Lp (·)
Lssim (·)
η
m
µ
µB
θ
θ∗
p
R(·)
R0 (·)
s
s

Bias vector
Element of a bias vector
Cell state vector at time t
Desired or target vector
Desired sample
Depth of a filtergroup
Depth of input feature maps
Depth of output feature maps
Error function
Sample of an error derivative vector
Standard parameterized function
First derivative of a parameterized function
Second derivative of a parameterized function
A parameterized network model
Sample of a gradient matrix of weight
Gradient matrix or tensor for parameter update
Small change in a parameter
Sample of gradient vector for bias
Gradient vector for bias
Sample of a gradient in an activation layer
Sample of a gradient in a hidden layer
Gradient vector in a hidden layer for backpropagation
Hidden state at time t
Height, width, and depth of feature maps in general
Number of layers or network depth
Mean absolute error loss function
Mean squared error loss function
DFT loss function
pth exponent of the Lp norm
SSIM loss function
Learning rate
Momentum data structure
Mean
Mini-batch mean
Network parameters
Optimal network parameters
Padding
Rectified linear unit function
Derivative of a rectified linear unit function
Stride
Attention vector

xi

S(·)
S
α, β, γ
σ(·)
σ 0 (·)
σ
σB
T (·)
U
uj 0 j
v
V
W
wji
YI
x
X
XB
XC
XN N
XR
Xt , Yt
Xt−k:t+k
B
y
Y
Yatt
yk
z

Softmax function
3-D attention maps
Scaling factors
Sigmoid function
Derivative of a sigmoid function
Standard deviation
Standard deviation of a mini-batch
TanH function
Weight matrix or filter group in a feedback loop
Weight or a filter element in a feedback loop
Velocity vector
Volume of a structure
Weight matrix or filter group
Element of a weight matrix or a filter
Intermediate HR image
Input or hidden layer / feature vector
2-D or 3-D input or ground truth or 4-D feature maps
Bicubic image
Compressed image
Nearest neighbor image
Noisy image
Video frames corresponding to time t
Bicubic video frames from time t − k to t + k
Output layer vector
2-D or 3-D output
Output feature maps from attention module
Output or softmax layer element
Feature vector

Abbreviations
ACBCNN
AIBCNN
Adagrad
Adam
ANN
ARCNN
BEF
BN
BM3D

Attention in convolution block based CNN
Attention in inception block based CNN
Adaptive gradient
Adaptive momentum
Artificial neural network
Artifact reduction CNN
Blocking effect factor
Batch normalization
Block matching and 3-D transform

xii

BPTT
BSDS
CAR
CE
CNN
DBN
DFT
DnCNN
DOG
DRCN
DRDVSR
DRRN
ELU
ESPCN
FC
FFDNet
FLOP
GAN
GI
GPU
GRU
HR
ICA
IR
JPEG
LapSRN
LR
LSTM
MAC
MAE
MAP
MCH-AIBCNN
MCH-CNN
MemNet
MLP
MSE
NIR
NMF
NSCC
NSCT
NSS
PCA
PGPD
PreLU
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Backpropagation through time
Berkley segmentation dataset
Compression artifact removal
Cross entropy
Convolutional neural network
Deep belief network
Discrete fourier transform
Denoising CNN
Difference of Gaussian
Deep recursive CNN
Detail revealing deep video super resolution
Deep recursive residual network
Exponential linear unit
Efficient sub-pixel convolutional network
Fully connected
Fast and flexible denoising network
Floating point operation
Generative adversarial network
Granularity index
Graphical processing unit
Gated recurrent unit
High resolution
Independent component analysis
Infrared
Joint photographic experts group
Laplacian super resolution network
Low resolution
Long short term memory
Multiply and accumulate
Mean absolute error
Maximum a posteriori
Multichannel AIBCNN
Multichannel CNN
(Long-short term) memory network
Multilayer perceptron
Mean squared error
Near infrared
Non-negative matrix factorization
Non-subsampled contourlet coefficients
Non-subsampled contourlet transform
Non-local self similarity
Principle component analysis
Patch group based prior for denoising
Parametric linear unit

xiii

PSF
PSNR
R-CNN
ReLU
ResNet
RMSprop
RNN
ROI
SGD
SISR
SNR
SOM
SRCNN
SSIM
SVM
Tanh
TNRD
VESPCN
VSR
VDSR

Point spread function
Peak signal to noise ratio
Region based CNN
Rectified linear unit
Residual network
Root mean square propagation
Recurrent neural network
Region of interest
Stochastic gradient descent
Single image super resolution
Signal to noise ratio
Self organizing maps
Super resolution CNN
Structural similarity index
Support vector machine
Hyperbolic tangent
Trainable nonlinear reaction diffusion
Video efficient sub-pixel convolutional network
Video super resolution
Very deep super resolution

Software

Name
Anaconda
Inkscape
MatConvNet
MATLAB
MikTex
Spyder
Tensorflow
TeXstudio

Version
4.8.5
1.1.0
2.5
>2016a
2.9
>4.1.5
2.2.0
-

URL
https://www.anaconda.com/
https://inkscape.org/
https://www.vlfeat.org/matconvnet/
https://www.mathworks.de/
https://miktex.org/
https://www.spyder-ide.org/
https://www.tensorflow.org/
https://www.texstudio.org/
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1

Introduction

Any form of algorithm is essentially rule based. Elementary rule-based
systems are hand-designed programs that particularly cater to the solution
of specific problems in multiple fields of science. Some rule-based systems
are also called expert systems because the information and logic required by
these programs are crafted by experts in the concerned field. These handdesigned programs contain facts or information and the logic to combine
the facts to answer questions based on predefined heuristics. However,
rule-based systems are not necessarily capable of learning and are usually
rigid in functionality. Machine learning algorithms offer the capability to
learn from data and develop flexible parameterized models. In classical
machine learning, the important features of the input are manually designed
and extracted from data and the system automatically learns to map these
features to the requisite outputs. This learning is usually achieved through
parameter adaptation and/or hyperparameter tuning based on a predefined
goal or optimization of a cost function. Classical machine learning is used
in simple pattern recognition problems and it works well in that field.
However, more time is spent designing the optimal features for the system.
Once the features are hand-designed, a generic classification or regression
model is used to obtain the output. Some examples of classical machine
learning algorithms include linear regression, logistic regression, k-nearest
neighbours [Alt92], and simple decision trees [Qui83]. Representation
learning goes one step further and eliminates the need for hand-designed
features. Features are automatically discovered from data. Deep learning
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is a form of representation learning in which there are multiple levels of
feature extraction. These features are automatically extracted and they are
combined together across various levels to produce the output. Each level
can be composed of linear and non-linear, modifiable, and parameterized
operators that can extract and represent features from the representations
in the preceding level. With the increment of diverse levels inside the model,
the complexity of the overall model increases and helps in an improved
fine-tuned feature representation. A deep learning system is knowledge
driven. This knowledge either comes from humans who deploy it or from
the data. In case of machine learning, the knowledge comes from data. A
machine learning system needs an abundance of data to be able to make
useful decisions. Modern applications of machine learning deal with data in
the form of video, image, audio, etc. With the increment of data collection
throughout the years, capacity of data storage, creation of massive datasets,
and the evolution of data mining methods, there was an incentive to
translate the complex data distributions into learned representations based
on suitably complex models. This naturally led to the evolution of deep
learning to its current state. The models need to be big and flexible enough
to generalize the information contained in large volumes of data. The
primary goal of such a model is to reduce any bias towards a subset of
this data and find an optimal complexity to represent a large dataset while
being robust to the underlying noise and redundancy. These deep learning
models that are built on cascades of simple linear and non-linear modules,
developed throughout the years, are extremely effective towards that goal.
Deep neural and convolution neural networks [Fuk80], [LBD+ 89] are the
best examples of efficient deep learning systems where multiple layers
correspond to multiple levels of feature representations. Gradual advances
in computer science technology, hardware platforms, and software systems
have allowed machines to perform complex high dimensional computations
resulting in an efficient deployment of deep learning models. With the
infrastructure in place and the increasing efficiency of such models in solving
challenging computational problems, the effort to implement and improve
deep learning algorithms for computer vision applications is very big.

1.1 Problem Statement and Motivation
In computer vision, low-level vision usually refers to an area of information
mapping in image spaces. Low-level image processing methods such as edge
detection, corner detection, filtering, transforms and morphology perform
the extraction of fundamental image features for further processing. Based
on low-level image processing, low level vision tasks can be performed, which
include image registration and matching, image enhancement, optical flow
computation, and motion analysis among many others. Image matching
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or registration fundamentally finds correspondences between two or more
images. Image enhancement tries to invert the effects of a given degradation while optical flow computation or motion analysis is very important
towards improved multimedia reconstruction. Image enhancement tasks
like super-resolution, denoising, and artifact removal are usually non-linear
and ill-conditioned. Classical image processing methods cannot produce
enhancements beyond a certain degree. Classical learning based methods
for individual image based low to high-quality patch mapping are computationally expensive and do not scale sufficiently well across different kinds of
images. Some of these methods are not sufficiently parameterized and are
under-constrained. Most of the times, the degradation in a restoration task
would be unknown or non-invertible that may lead to an infinite number
of possible enhancement solutions.
Deep learning approaches involve very large datasets containing an exhaustive set of images, from which very high level features are extracted
and combined automatically. Additionally the loss functions and regularization of the parameters or the predicted output, introduce certain
priors that usually help in simplifying the solution space. Convolutional
neural networks employ basic signal or image processing methods as their
building blocks and construct a complex model as a sequence of operations.
By introducing free parameters, relevant cost functions and techniques to
smooth the loss surface, well defined priors, and advanced optimization
algorithms, a network structure allows to learn a global model for a specific
vision task. Given the excellent performance of deep learning in image
restoration tasks and a high degree of novel research conducted in this area,
it serves as the perfect reason to explore, explain, and contribute in this
field and solve such problems.

1.2 Thesis Structure
The remaining content of this thesis is divided in six chapters. Chapter
2 describes the structure and working principles of an artificial neural
network, a recurrent neural network, and its variants. This chapter also
describes the parameter update algorithms used in deep learning and the
hyperparameters.
Chapter 3 describes a convolutional neural network along with some of
its individual modules. This is followed by a description of certain basis
network architectures and the working principle of an example architecture
with the backpropagation algorithm.
Chapter 4 describes the methods for image quality enhancement in a
maritime environment. This chapter introduces the image restoration
tasks in infrared domain. This is followed by task specific pre-processing
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methods and model descriptions. Then different network architectures
are introduced along with the explanation of their effectiveness for the
restoration tasks.
Chapter 5 describes the methods for natural image and video quality
enhancement. This chapter initially introduces the specific image and video
restoration tasks in grayscale and color domain. This is followed by task
specific pre-processing methods and model descriptions. Finally, different
network architectures for the enhancement tasks are described , analyzed,
and evaluated.
Chapter 6 summarizes and concludes the work. This is followed by a
brief discussion of future work and continuation on this topic.

CHAPTER

2

Deep Learning

Deep learning is part of a broader family of machine learning methods
primarily based on artificial neural networks with representation learning. Figure 2.1 shows a minimal overview of the machine learning family
including the deep learning branch.
Machine
Learning

Reinforcement
Learning

Supervised
Learning

Unsupervised
Learning

Monte Carlo
Q-Learning

Decision Tree
SVM

Clustering
Dimension Reduction

Deep Learning

Reinforcement
Learning

Supervised
Learning

Deep-Q-Learning
REINFORCE

ANN, RNN, CNN
CRNN

Unsupervised
Learning
Autoregressive
Methods,
Autoencoders

Transfer
Learning

Figure 2.1: An overview of learning.
Deep learning architectures such as deep neural networks [DERW86],
deep belief networks [HOT06], recurrent neural networks [DERW86], and
convolutional neural networks have been applied to multiple fields which
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Unsupervised
x

Feature
Extractor
tune

Supervised
z

Analysis
y

System
x

Model

d

y

-+

e

Figure 2.2: A minimal illustration of unsupervised and supervised learning
models.
include computer vision, audio recognition, natural language processing,
social network filtering, machine translation, medical image analysis, material inspection, and gaming. In many areas, they have produced results
comparable to and in some cases surpassing human expert performance.
Deep learning itself can be supervised, semi-supervised or unsupervised,
along with the more recently introduced transfer learning approach, each
of which is explained in the sections below.

2.1 Unsupervised and Supervised Learning
Machine learning algorithms can be primarily classified into supervised,
unsupervised, and reinforcement learning. The first two learning methods
are of particular interest and used widely in signal processing applications.
Figure 2.2 shows a minimal representation of an unsupervised and a supervised system. Unsupervised learning is a task of identifying previously
undetected patterns in a data set with no labels and with a minimum of
human supervision. In contrast to supervised learning that usually makes
use of human-labeled data, unsupervised learning methods primarily extract underlying statistical or semantic features from input data and allows
for modeling of probability densities over inputs. In image processing and
computer vision, feature extraction is very important for applications like
image analysis, content based information retrieval and classification. The
underlying features or statistics can be analyzed and used to categorize
image content, identify outliers, or generate latent representations. A clustering method like the k-means algorithm or a mixture model is a classical
unsupervised learning method that can group unlabeled data in clusters.
It tries to identify statistical properties within the data and categorizes
the data based on such properties. As an example, such methods can be
used in segmenting objects or regions within an image. Other popular
unsupervised methods like the principal component analysis (PCA), independent component analysis (ICA), or non-negative matrix factorization
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(NMF) are used in image processing primarily for feature representation
and dimension reduction. ICA is a method which recovers unobserved
signals from observed mixtures under the assumption of mutual independence. ICA or its faster variants are used for texture segmentation in
images [CZL02], and digital image watermarking [BTSL03] among others.
NMF is another method which has a clustering or grouping property, and
is used in multiple computer vision applications [YYL07], [ZC08]. Deep
unsupervised learning is usually based on deep neural networks without
explicit input/label pairs for training. Some models employed in deep
unsupervised learning include autoencoder, deep belief network (DBN) and
self organizing map (SOM) [Koh82] which are primarily used for dimension
reduction or creation of latent variables. SOM is a neural network which
produces a low-dimensional representation of a large input space and is
useful for visualization. Autoencoders are used to generate latent variables
which could be of a smaller size compared to the original high fidelity input
and could be used in image compression [CSTK18]. On the other hand,
autoencoders, belief networks, or similar networks can learn underlying
latent representations or embeddings from the input data, which can be
used for classification tasks.
Supervised learning is the task of learning a generalized mapping function
of a system between an input and output, based on example input-output
pairs. It models a function from labeled training data consisting of a
set of examples. In supervised learning, each example is a pair consisting of an input and a desired output value. Supervised models have a
predefined cost function that compares the predicted and desired output
values. Based on any difference or similarity between the two, the model
parameters are iteratively updated with a goal towards minimizing the
difference or maximizing the similarity. Linear and logistic regression
methods are two of the basic supervised learning methods based on least
square minimization or least absolute deviation, and maximum likelihood
estimation. These methods and their improved versions are used to estimate model parameters or coefficients to fit a given data or criteria. Other
well known methods include decision trees, and random forests, where
the latter is used in multiple applications [BZM07], [GRG12]. Support
vector machine (SVM) is another learning method widely used in many
computer vision applications [CHV99], [MGZ15]. Deep learning methods gradually came into the forefront with DNN, CNN, and generative
adversarial network (GAN) [GPAM+ 14], the latter also including unsupervised adversarial training. Deep learning architectures are gradually
being used for a variety of computer vision applications like image enhancement [DLHX16], [DDLX15], [MSYB16], general object detection and classification [LAE+ 16], [RDGF16], maritime small object detection [BWZ18],
segmentation and contour detection [BKC17], [KRZ19], image classifica-
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tion [KSH12] and many more. This chapter is particularly focused on deep
learning methods where neural networks, their variants, and backpropagation in such networks are described through useful derivations.

2.2 Transfer Learning
Transfer learning is a research problem in machine learning that focuses
on storing knowledge gained while solving one problem and applying it to
a different but related problem. This area of research bears some limited
relation to the long history of psychological literature on transfer of learning.
From the practical standpoint, reusing or transferring information from
previously learned tasks for the learning of new tasks has the potential
to significantly improve a new task which could even be loosely related.
As an example, fine-tuned and optimized layers from a deep classification
network can be reused in another deep network with some partially similar
architecture to solve a regression problem more efficiently.

2.3 Feedforward Artificial Neural Network
Artificial neural networks (ANN) are computing systems initially inspired
by the biological neural networks [Ros63]. Such systems learn to perform
tasks by considering examples, generally without being programmed with
task-specific rules. In image recognition, they could learn to identify images
that contain an object by analyzing manually annotated example images
and using the results to identify the same object in other images. Such a
task is performed without any prior knowledge of features defining that
object. Instead, the model automatically generate identifying characteristics
from the examples that they process. An ANN is based on a collection
of connected units or nodes called artificial neurons, which loosely model
the neurons in a biological brain. Each connection, like the synapses in a
biological brain, can transmit a signal to other neurons. An artificial neuron
that receives a signal then processes it and can signal neurons connected to
it. Earlier neural networks included the multilayer perceptron (MLP) which
usually uses a non-differentiable activation function in the form of a binary
switch. In a MLP, the signal at a connection is usually a real number, and
the output of each neuron is computed by some nonlinear function of the
sum of its inputs. Each neuron is associated with a weight that adjusts
as learning proceeds. The weight increases or decreases the strength of
the signal at a connection. Neurons may have a threshold such that a
signal is sent only if the aggregate value of the incoming signal crosses
that threshold. Multiple neurons are aggregated into layers and different
layers may perform different transformations on their inputs. Signals travel
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from the first layer or the input layer, to the last layer or the output layer,
possibly after traversing the layers multiple times. The original goal of the
ANN approach was to solve problems in the same way that a human brain
would. Over time, the attention shifted to some performing specific tasks
deviating from biology. With the introduction of differentiable activations
and backpropagation [DERW86], multiple implementations of the neural
network has come into the fore. ANNs have been used on a variety of tasks,
including computer vision, speech recognition, machine translation, social
network filtering, playing board and video games, medical diagnosis, and
even in activities that have traditionally been considered as reserved to
humans, like painting.

2.3.1 Linear Operation
An example neural network with one hidden layer is illustrated in Fig. 2.3
along with the notations. The layers are denoted by the indices i, j, k with
j representing any node index of the hidden layer. Every node of one
layer is connected to every other node of the succeeding layer by scalar
weights that result in a densely connected structure and a matrix of scalar
weights. The dimension of a weight matrix is defined by the dimension of
the connected layers. Given an input element xi , hidden element xj , hidden

xi

wji,bj

aj

xj

wkj,b

k

yk

dk

Figure 2.3: A feedforward neural network with one hidden layer.
activation aj , and output element yk , the linear operations are given by
Eq. (2.1) and Eq. (2.3) as
xj =

I
X

wji · xi + bj ,

(2.1)

i=1

aj = σ(xj ),
yk =

J
X

wkj · aj + bk

(2.2)
(2.3)

j=1

where wji and bj represent the associated scalar weights between xi and
xj and the bias respectively, and wkj and bk represent the associated
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scalar weights between aj and yk and the corresponding bias respectively.
Equation (2.2) refers to an activation operation where σ(·) refers to an
activation function described in the next section. Considering the complete
vectors and matrices instead of individual elements, the above equations
can be given as
x(j) = W(ji) x(i) + b(j) ,

(2.4)

a(j) = σ(x(j) ),

(2.5)

y(k) = W(kj) a(j) + b(k) .

(2.6)

2.3.2 Activation Function
An activation function performs a nonlinear operation on each neuron
individually, retaining the dimensions of that layer. The most commonly
used activations in ANN are the sigmoid and the ReLU functions as
illustrated in Fig. 2.4. The sigmoid function σ is given by
1
ReLU
TanH
Sigmoid

Output

0.5

0

-0.5

-1
-1

-0.5

0

0.5

1

Input

Figure 2.4: Activation functions.

σ(x) =

1
,
1 + e−x

(2.7)

where x is the input to the layer. The derivative of this function can be
given by
∂σ(x)
= σ 0 (x) = σ(x)(1 − σ(x)).
∂x

(2.8)
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The Tanh function (T ) is another activation or gating unit which is given
by
T (x) =

ex − e−x
,
ex + e−x

(2.9)

and its derivative is given by,
∂T (x)
= T 0 (x) = 1 − T (x)2 .
∂x

(2.10)

Both the above functions saturate near their boundaries and can lead
to a vanishing gradient problem depending on the inputs and training
hyperparameters. Rectified Linear Unit (ReLU) is another activation
function which can be is expressed as
R(x) = max(0, x),

(2.11)

having a point of discontinuity at 0. The corresponding approximate
derivative can be given as
∂R(x)
= R0 (x) =
∂x

(

1
0

if x > 0,
if x <= 0.

(2.12)

The output of a ReLU function as well as the corresponding local derivative
tend to be sparse, depending on the training progression.

2.4 Recurrent Neural Network
A recurrent neural network (RNN) is a class of artificial neural networks
where connections between nodes form a directed graph along a temporal
sequence. This allows it to exhibit temporal dynamic behavior. Derived
from feedforward neural networks, RNNs can use their internal state or
memory to process variable length sequences of inputs. The term recurrent
neural network is used indiscriminately to refer to 2 broad classes of
networks with a similar general structure, where one is finite impulse and
the other is infinite impulse. Both classes of networks exhibit temporal
dynamic behavior. A finite impulse recurrent network is a directed acyclic
graph that can be unrolled and replaced with a feedforward neural network,
while an infinite impulse recurrent network is a directed cyclic graph that
can not be unrolled. Both finite impulse and infinite impulse recurrent
networks can have additional stored states, and the storage can be under
direct control by the neural network. Such controlled states are referred to as
gated state or gated memory, and they are part of long short-term memory
networks (LSTMs) [HS97] and gated recurrent units (GRU) [CvMG+ 14].
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RNN is also referred to as a feedback neural network. Figure 2.5 shows
an example RNN that takes sequential input, where the activation of the
hidden layer is saved as a state and is fed back to the hidden layer for
computation of the next state and output. For the purpose of simplicity,
no gating is used in the feedback loop or output. Given an input element

xi

wji ,bj

xj

aj

wkj,b

yk
k

uj'j

xt-1i

at-2j'

wji ,bj

xt-1j

at-1j

uj'j

xtj

at j

uj'j

at-1j'

Sequence

+

xti

wji ,bj

atj'

+

Figure 2.5: A recurrent neural network with one hidden layer and hidden state.
xi , hidden element xj , hidden activation aj , and output element yk , the
linear operations are given by Eq. (2.13) and Eq. (2.15) as
xtj =

I
X

wji · xti +

i=1

J
X

uj 0 j · at−1
+ bj ,
j

(2.13)

j=1

atj = σ(xtj ),

(2.14)

J

ykt =

X
j=1

wkj · atj + bk ,

(2.15)
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where wji and bj represent the associated scalar weight between input xti
and the corresponding hidden layer neuron and the scalar bias respectively,
uj 0 j represents the associated scalar weight between the previous activation
at−1
and the corresponding layer neuron of the hidden state, and wkj and
j
bk represent the associated scalar weights between activation aj and output
yk and the scalar bias respectively. In this context, j and j 0 represent
the corresponding equivalent neuron indices. Once again, considering the
complete vectors and matrices instead of the individual elements, the above
equations can be given as
xt(j) = W(ji) xt(i) + U(j 0 j) at−1
(j) + b(j) ,
at(j)

=

σ(xt(j) ),

yt(k)

=

W(kj) at(j)

(2.16)
(2.17)

+ b(k) .

(2.18)

Since, RNNs are cyclic and can be rolled back in time, accumulation
of gradients over longer periods can monotonically increase resulting in
exploding gradients. This could be prevented by limiting the gradient
through clipping or scaling. On the other hand, saturation of activations or
insufficient initialization might also result in vanishing gradient problems.
This can be prevented by introducing suitable activation functions and initialization methods. Another way to cope with the problem is to introduce
multiple gating mechanisms which allow a better control of information
flow and mutipath gradient flow.

2.4.1 Long-Short Term Memory Network
Long short-term memory (LSTM) is a recurrent network used in the field of
deep learning and it was introduced in 1997 by Sepp Hochreiter and Jurgen
Schmidhuber [HS97]. It is primarily used to process a long sequences of data
such as speech or video and it can establish a long term memory, unlike a
RNN. LSTM is applicable to tasks such as handwriting recognition, speech
recognition, and anomaly detection in network traffic or intrusion detection
systems. A common LSTM unit is composed of a cell, an input gate, an
output gate, and a forget gate. The cell can remember values over given
time intervals and the three gates regulate the flow of information into and
out of the cell. LSTM networks are well-suited to classifying, processing and
making predictions based on time series data, since there can be periodicity
within the data. LSTMs are able to overcome the vanishing gradient
problem that can be encountered when training traditional RNNs. Hence,
they can update even remote layers when performing backpropagation
through time, enhancing its capacity to activate long term memory. It
contains a forget gate, an input gate, a cell state, and an output gate
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which have their own operations on the input and hidden state vectors. A
schematic of an example LSTM network unit is provided in Fig. 2.6. In a
ct-1i

ct i
ht i

+
T

ht-1i

ufi

t

σ

T

σ

σ

xtf ht-1i

xtc ht-1i

xtj ht-1i

xto

uci

+

uji

+

t

xi

xi

xi
wji ,bj

wci ,bc

wfi ,bf

+

t

t

xi

uoi

+

woi ,bo

Figure 2.6: A long-short term memory network.
standard LSTM, the equations defining the operations corresponding to
the input gate can be given by
xt(j) = W(ji) xt(i) + U(ji) ht−1
(i) + b(j) ,
at(j)

=

σ(xt(j) ),

xt(c)

=

W(ci) xt(i)

=

T (xt(c) ),

at(c)

(2.19)
(2.20)

+

U(ci) ht−1
(i)

+ b(c) ,

(2.21)
(2.22)

where W(ji) , W(ci) , U(ji) , U(ci) , b(j) , b(c) denote the weight matrices and
bias vectors corresponding to the input gate operations, xt(i) denotes the
input, and ht−1
denotes the previous hidden state. The operations related
(i)
to the forget gate can be expressed as
xt(f ) = W(f i) xt(i) + U(f i) ht−1
(i) + b(f ) ,
at(f )

=

σ(xt(f ) ),

(2.23)
(2.24)

where W(f i) , U(f i) , b(f ) denote the weight matrices and bias corresponding
to the forget gate. The operations at the output gate can be given by
xt(o) = W(oi) xt(i) + U(oi) ht−1
(i) + b(o) ,
at(o)

=

σ(xt(o) ),

(2.25)
(2.26)

where W(oi) , U(oi) , b(o) denote the weight matrices and bias corresponding
to the output gate. In addition to the gates the states within an LSTM
cell are also updated. The current cell state ct(i) can be given by
t
t
ct(i) = at(f ) · ct−1
(i) + a(j) · a(c) ,

(2.27)
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while the current hidden state ht(i) can be given by
ht(i) = at(o) · T (ct(i) ).
Finally the output

yt(k)

(2.28)

can be expressed as
yt(k) = W(ki) ht(i) + b(k) .

(2.29)

2.4.2 Gated Recurrent Unit
Gated recurrent unit (GRU) is a gating mechanism in RNNs introduced
in 2014 by Kyunghyun Cho et al [CvMG+ 14]. Unlike the 3 gates in
LSTM, GRU has a reset and an update gate performing certain regulatory
operations on the input and hidden state vectors. A GRU has fewer
parameters and operations than a LSTM and hence it is comparatively
faster. A GRU’s performance on certain tasks like polyphonic music
modeling, speech modeling, and natural language processing, exhibits a
similar performance to that of a LSTM, while on certain tasks, GRUs have
exhibited better performance on smaller and less frequent datasets. A
schematic of an example GRU is provided in Fig. 2.7. For a standard GRU

ht-1i

+

uji

σ

+

T

xti

σ

ht i

-+

wji ,bj
ht-1i

xtr
uri

ht-1i

+

t

uzi

xtz ht-1i
+

xti

xi
wri ,br

wzi ,bz
Figure 2.7: A gated recurrent unit.

the equations defining the operations corresponding to the update gate can
be given by
xt(z) = W(zi) xt(i) + U(zi) ht−1
(i) + b(z) ,
at(z)

=

σ(xt(z) ),

(2.30)
(2.31)

where W(zi) , U(zi) , b(z) denote the weight matrices and bias corresponding
to the update gate, xt(i) denotes the input, and ht−1
denotes the previous
(i)
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hidden state. The operations related to the reset gate can be expressed as
xt(r) = W(ri) xt(i) + U(ri) ht−1
(i) + b(r) ,
at(r)

=

(2.32)

σ(xt(r) ),

(2.33)

where W(ri) , U(ri) , b(r) denote the weight matrices and bias corresponding
to the reset gate. In addition to the above gates the GRU hidden state
vector is also given by
t

ĥ(j) = T W(ji) xt(i) + U(ji) (at(r) · ht−1
(i) ) + b(j) ,
ht(i) = (1 − at(z) )ht−1
(i) +



t
at(z) ĥ(j) ,

(2.34)
(2.35)

where ht(i) is the current hidden state as well as the output of the cell.

2.5 Network Optimization
In mathematics and computer science, an optimization problem is the
problem of finding the best solution from all feasible solutions. Purely
convex optimization involves a function in which there is only one optimum.
There is no concept of local optima for pure convex optimization problems,
making them relatively easy to solve. Non-convex optimization involves
a function which has multiple optima, only one of which is the global
optimum. However, it can be very difficult to locate the global optima on
a complex loss surface. The usual aim of a neural network is to minimize
the prediction error and ideally find the global minimum on its loss surface,
which contains multiple saddle points and local minima points. Previously,
local minima were viewed as a major problem in neural network training.
However, when using sufficiently large neural networks, most local minima
incur a low error, and it is not particularly necessary to find the true global
minimum. For ill-posed regression problems which might have multiple
acceptable solutions, minimizing the error below a tolerance is sufficient.
In high dimensions, saddle points appear more frequently than local
minima [DPG+ 14] and such points usually incur a high error. Since a
saddle point usually lies in a locally flat region of the error surface, the
gradient can be very small in that region. Thus, gradient descent can
result in negligible updates to the network and network training can cease.
Another important problem is the particular form of the error function
that represents the learning problem. The derivatives of poorly defined
error functions or Jacobians are usually ill-conditioned as reflected in error
landscapes with many flat areas. On the other hand, the Hessian matrix is
poorly conditioned for neural networks as well, where the output changes
rapidly for a small change of input. Lack of parameter constraints and
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learning priors could also elevate this problem. Hence, vanishing gradients
near saddle points or exploding gradients during an unstable training can
occur. However, there have been certain advancements to remedy or reduce
the impact of these problems through better architectures, update rate
control, gradient conditioning, parameter regularization, and better update
algorithms.

2.5.1 Cost Function
In mathematical optimization and decision theory, a cost function is a
function that maps the values of one or more variables representing an
event, onto a real number intuitively representing some cost associated
with the event. The objective of an optimization problem is to minimize
or maximize such a cost also called a loss function. Usually in neural
networks, this function has to be minimized or its negative/ inverse has to
be maximized. In statistics, a loss function is typically used for parameter
estimation, and the expression is some function of the difference between
estimated and true values for an instance of data. In classification, it is the
penalty for an incorrect classification of an example. In optimal control,
the loss is the penalty for failing to achieve a desired value. A simple and
widely used form of cost function in regression is a mean quadratic loss
function or a mean squared error (MSE) which can be given as
E=

K
1X
(dk − yk )2 ,
2

(2.36)

k=1

where E represents the error, yk represents the predicted value and dk
represents the desired value. The function is differentiable and its derivative
can be written as
∂E
= −(dk − yk ) = ek ,
∂yk

(2.37)

where ek represents the partial derivative of a MSE function. For classification problems, the most common cost function is the cross-entropy (CE)
or the negative log-likelihood function, expressed as
E=−

K
X

dk · log(ŷk ),

(2.38)

k=1

where k corresponds to a class and ŷk can be given by
eyk
ŷk = PK
m=1

eym

.

(2.39)

18

2 Deep Learning

The derivative w.r.t yo for a true label dk = 1 and for k = o is given as
∂log(ŷk )
∂E
=−
,
∂yo
∂yo

PK

∂log(

=

m=1

∂yo

(2.40)
eym )

− 1,

(2.41)

= ŷo − 1.

(2.42)

The derivative w.r.t yo for a true label dk = 1 and for k 6= o is given as

PK

∂log( m=1 eym )
∂E
=
= ŷo .
∂yo
∂yo

(2.43)

2.5.2 Backpropagation
Following the computation of loss, based on one of the functions defined
in the previous section, the gradient of the loss function is propagated
backwards through the layers based on the chain rule of derivatives. The
goal of backpropagation is to calculate the necessary gradients in order to
update the values of the weight matrices. The derivations to find these
gradients for a simple ANN and a simple RNN are provided in this section.
Feedforward Neural Network
Based on the network shown in Fig. 2.8, the weight elements wkj , bj , wji , bk ,
for any i, j, k, need to be updated and the goal is to calculate the corresponding gradients. The gradient δwkj , required for updating the weight

xi

δwji,δbj

δ xj

wji,bj

xj

δaj δwkj,δbk
aj

wkj,b

k

ek
yk

dk

Figure 2.8: A single hidden layer neural network and backpropagation.
parameter wkj is expressed and extended according to the chain rule of
derivatives as
δwkj =

∂E
∂E ∂yk
=
·
.
∂wkj
∂yk ∂wkj

(2.44)
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∂E
Assuming a L2 loss and replacing the expression ∂y
from Eq. (2.37) and
k
with the help of Eq. (2.3) the derivation can be continued as

∂
= −(dk − yk ) ·
∂wkj

δwkj

X
J



wkj · aj + bk ,

(2.45)

j=1

= ek · aj .

(2.46)

In a similar way the gradient The gradient δbk , to update the bias term bk ,
is given by,
δ bk =

∂E
∂E ∂yk
=
·
= −(dk − yk ) = ek .
∂bk
∂yk ∂bk

(2.47)

Additionally, the partial gradient of the loss function w.r.t the hidden
activation δaj , which will be backpropagated to the previous layer, is given
by
δaj =

K
X
∂E
k=1

=

K
X
k=1

=

K
X

∂aj

=

K
X
∂E
k=1

∂yk

∂yk
,
∂aj

·

∂
−(dk − yk ) ·
∂aj

X
J

(2.48)



wkj · aj + bk ,

(2.49)

j=1

ek · wkj .

(2.50)

k=1

In the next step it is necessary to calculate the gradient δwji , required for
updating the weight parameter wji , and it can be expressed and extended
according to the chain rule of derivatives. With the help of the equations
(2.50) and (2.3) it can be derived as
K

δwji =

X ∂E ∂yk ∂aj ∂xj
∂E
·
=
·
·
,
∂wji
∂yk ∂aj ∂xj ∂wji

(2.51)

k=1

=

K
X
k=1

=

K
X

ek · wkj · σ 0 (xj ) ·

∂
∂wji

ek · wkj · σ 0 (xj ) · xi .

X
I



wji · xi + bj ,

(2.52)

i=1

(2.53)

k=1

The expression σ 0 (xj ) in the above equations is the local derivative of an
activation function and its exact formulation depends on the choice of the
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activation function. The gradient δbj is calculated similarly and is given by
K

δbj =

X ∂E ∂yk ∂aj ∂xj
∂E
=
·
·
·
,
∂bj
∂yk ∂aj ∂xj ∂bj

(2.54)

k=1

=

K
X

ek · wkj · σ 0 (xj ) ·

k=1

=

K
X

∂
∂bj

X
I



wji · xi + bj ,

(2.55)

i=1

ek · wkj · σ 0 (xj ).

(2.56)

k=1

Recurrent Neural Network
In the case of a RNN, the derivation for backpropagation differs from ANN
due to the feedback connection. Based on the network shown in Fig. 2.9,
the weight elements wkj , bj , wji , bk ,wj 0 j , for any i, j, need to be updated
and the goal is to calculate the corresponding gradients. With the help of
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uj'j

δuj'j
Figure 2.9: A recurrent neural network and backpropagation.
the chain rule of derivatives, the required expression δwji , for updating wji ,
can be derived as
K

δwji =

X ∂E ∂y t ∂atj ∂xtj
∂E
=
· k ·
·
,
∂wji
∂ykt ∂atj ∂xtj ∂wji

(2.57)

k=1

=

K
X
k=1

etk · wkj · σ 0 (xtj ) ·

∂xtj
.
∂wji

(2.58)
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From the above equation and with the help of Eq. (2.13), the expression
∂xtj

∂wji

is further derived as
∂xtj
∂
=
∂wji
∂wji

X
I

wji · xti +

J
X

i=1

= xti + uj 0 j ·
= xti + uj 0 j ·



uj 0 j · at−1
+ bj ,
j

(2.59)

j=1

∂at−1
j
,
∂wji
∂at−1
j
∂xt−1
j

(2.60)
∂xt−1
j
,
∂wji

·

= xti + uj 0 j · σ 0 (xt−1
)·
j

(2.61)

∂xt−1
j
.
∂wji

(2.62)

It can be observed from the above expression that the gradients are propagated backwards through the current layers as well as the hidden state over
time, which is termed as backpropagation through time (BPTT). Similarly
the required expression δuj 0 j , for updating uj 0 j , can be derived as
K

δuj 0 j =

X ∂E ∂y t ∂atj ∂xtj
∂E
·
=
· k ·
,
∂uj 0 j
∂ykt ∂atj ∂xtj ∂uj 0 j

(2.63)

k=1

=

K
X

etk · wkj · σ 0 (xtj ) ·

k=1

∂xtj
.
∂uj 0 j

(2.64)

From the above equation and with the help of Eq. (2.13), the expression
∂xtj

∂uj 0 j

is further derived as
∂xtj
∂
=
∂uj 0 j
∂uj 0 j

X
I

wji ·

xti

+

i=1

= at−1
+ uj 0 j ·
j
= at−1
+ uj 0 j ·
j

J
X

u

j0 j

·

at−1
j



+ bj ,

(2.65)

j=1

∂at−1
j
,
∂uj 0 j
∂at−1
j
∂xt−1
j

·

(2.66)
∂xt−1
j
,
∂uj 0 j

= at−1
+ uj 0 j · σ 0 (xt−1
)·
j
j

∂xt−1
j
.
∂uj 0 j

(2.67)
(2.68)
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Finally the required expression δbj , for updating bj , can be derived as
K

δbj =

X ∂E ∂y t ∂atj ∂xtj
∂E
·
=
· k ·
,
∂bj
∂ykt ∂atj ∂xtj ∂bj

(2.69)

k=1

=

K
X

etk · wkj · σ 0 (xtj ) ·

k=1
∂xtj

With the help of Eq. (2.13), the expression
further derived as
∂xtj
∂
=
∂bj
∂bj

X
I

wji · xti +

= 1 + uj 0 j ·

(2.70)

in the above equation is



uj 0 j · at−1
+ bj ,
j

(2.71)

j=1

i=1

= 1 + uj 0 j ·

J
X

∂bj

∂xtj
.
∂bj

∂at−1
j
,
∂bj
∂at−1
j
∂xt−1
j

·

(2.72)
∂xt−1
j
,
∂bj

= 1 + uj 0 j · σ 0 (xt−1
)·
j

∂xt−1
j
.
∂bj

(2.73)
(2.74)

2.5.3 Optimization Algorithms in Neural Network
Taylor series approximation of a real valued, differentiable function of a
single variable x is given by
f 00 (x)
· ∆x2 + · · · ,
2!
f 00 (x)
≈ f (x) + f 0 (x) · ∆x +
· ∆x2 ,
2

f (x + ∆x) = f (x) + f 0 (x) · ∆x +

(2.75)
(2.76)

where f 0 (x) is the derivative of f (x) w.r.t x and ∆x is a very small change
in x. The approximation can be extended to the case of multivariate and
multidimensional variable. An objective function f (x, w) is considered
where x = [x1 , x2 , · · · , xN ]> is the input vector and w = [w1 , w2 , · · · , wK ]>
is the parameter vector. Taylor series approximation of a real valued,
differentiable function of multiple variables x, w is given by
0
f (x, w + ∆w) =f (x, w) + fw
(x, w)> · ∆w+
1
00
· ∆w> · fw
(x, w) · ∆w,
2

(2.77)
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0
where fw
(x, w) is the partial derivative of f (x, w) w.r.t each element of
00
w, fw (x, w) denotes the second partial derivative or Hessian, and ∆w is a
very small change in w. The first derivative of the above expression w.r.t.
to the step size ∆w is given by

df (x, w + ∆w)
0
00
= fw
(x, w)> + ∆w> · fw
(x, w)>
d(∆w)

(2.78)

and equating the above to 0 yields the following result given by
∆w = −

0
fw
(x, w)
.
00
fw (x, w)

(2.79)

00
When the Hessian, fw
(x, w), is taken as an identity matrix, the result is
given by
0
∆w = −fw
(x, w).

(2.80)

To minimize f (x, w), w should be updated as
0
w = w − η · fw
(x, w),

= w − η · δw ,

(2.81)
(2.82)

0
fw
(x, w)

where δw =
and η represents the learning rate. For neural
networks, the above equation represents the stochastic gradient descent.
One problem with stochastic gradient descent (SGD) is the presence of
oscillations which result from updates not exploiting global curvature of
the loss plane. Given a smaller step size, SGD can be very slow and
it can get stuck within local areas having multiple valleys and saddle
points. Larger step size could lead to unstable performance because of
the oscillatory nature of its descent. Hence, better optimization methods
based on gradient descent are introduced which accelerate the update speed
usually by including the gradients from the previous iteration steps in
different ways.
• Momentum update: By taking the running average of gradients,
the network can achieve a faster path to optimization. This helps to
dampen oscillations because small gradients in opposite directions
should have lesser impact. The method can be given by
mt = β · mt−1 + (1 − β) · δwt ,

(2.83)

wt = wt−1 − η · mt ,

(2.84)

where mt represents the momentum variable for the tth step and
β is a hyperparameter. A better version of this method called the
Nesterov accelerated gradient [Nes83] makes an intermediate gradient
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correction with a look ahead term. The method can be given by
mt = β · mt−1 + (1 − β) · δwt +β·mt−1 ,

(2.85)

wt = wt−1 − η · mt .

(2.86)

• AdaGrad: While momentum adds updates to the slope of the
gradient step and speeds up SGD, AdaGrad [DHS11] adapts scaled
updates to the parameters individually to perform larger or smaller
changes depending on their importance. It eliminates the need to
manually tune the learning rate. The method can be given by
2
vt = vt−1 + δw
,
t

(2.87)

δw
wt = wt−1 − η · √ t ,
vt + 

(2.88)

where vt represents the velocity variable for the tth step. A primary
disadvantage of this approach is its accumulation of the squared
gradients in the denominator. Since every added term is positive, the
accumulated sum keeps growing during training. This growth may
cause the learning rate to shrink prematurely.
• Rmsprop: For non-convex problems, AdaGrad can prematurely
decrease the learning rate. Using exponentially weighted average
for gradient accumulation leads to the Rmsprop [NdVCB15] method
given by
2
vt = β · vt−1 + (1 − β) · δw
,
t

δw
wt = wt−1 − η · √ t .
vt + 

(2.89)
(2.90)

• Adaptive momentum or Adam: Adam [KB15] is a combination
of RMSprop and momentum. Adam refers to adaptive moment estimation and it is the most widely used optimizer for neural networks.
It computes adaptive learning rates for each parameter. In addition
to storing an exponentially decaying average of past squared gradients
or velocity like Adadelta and RMSprop, Adam also keeps an exponentially decaying average of past gradients, similar to momentum.
The method can be given by
mt = β1 · mt−1 + (1 − β1 ) · δwt ,
vt = β2 · vt−1 + (1 − β2 ) ·
mt
m̂t =
,
1 − (β1 )t

2
δw
,
t

(2.91)
(2.92)
(2.93)
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v̂t =

vt
,
1 − (β2 )t

wt = wt−1 − η · √

(2.94)
m̂t
.
v̂t + 

(2.95)

In the above formulae, β, β1 , β2 are scalar values in (0, 1), t denotes
the iteration step, and m and v represent momentum and velocity
terms respectively.

2.5.4 Hyperparameter
Tuning hyperparameters for deep neural network is difficult as it is slow
to train a deep neural network and there are numerous parameters to
configure. In this part, a brief account of the important hyperparameters
is provided.
• Number of hidden layers and units
It is usually good to add more layers, for a given volume of training
data, until the test error no longer improves. The trade off is that it
is computationally expensive to train the network. A small number
of units may lead to underfitting and a large number of units may
lead to overfitting without appropriate regularization.
• Activation function
Activation function introduces non-linearity to the model. Depending
on the application and network type activation functions are selected.
Some activation functions are bounded but can introduce vanishing
gradients in regions of saturation. Unbounded functions can resolve
the problem of vanishing gradients but they might be unstable for
some networks or they might be slow in converging due to the use of
lower learning rates.
• Number of epochs
Number of epochs is the number of times the entire training set passes
through the neural network. This is selected before beginning the
training. However, the training could be ended prematurely if the
training or validation objectives do not change for several epochs,
indicating model saturation. This is also called early stopping. It is
sometimes helpful to avoid early stopping in certain applications where
the error can reduce suddenly after long idle periods of stagnation.
• Batch size
Mini-batch is usually preferable in the learning process of neural network. Due to the stochastic nature of optimization and the difference
in statistical properties between individual inputs, a covariate shift
in features can occur in between training iterations when a single
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input is used. Such a phenomenon affects the parameter update
adversely. A large batch size usually reduces this internal covariate
shift and is naturally preferred during training. On the other hand,
memory limitations prevent the size of a mini batch for a given input
dimension.
• Parameter initialization
The parameters need to be initialized with small random numbers
to prevent dead neurons, but not too small to avoid zero gradient.
Uniform and normalized uniform distribution are usually selected,
to ensure that the initial parameters are highly uncorrelated. Most
commonly used initialization methods include the He [HZRS15],
Xavier [GB10], and their variants. The initialization method also
depends on the application and the type of network being trained.
• Learning rate, momentum, velocity, regularization
Learning rate controls the extent of update of the weight in an
optimization algorithm. One can use fixed learning rate or gradually
decreasing learning rate. Certain update methods include additional
hyperparameters like momentum and velocity which are used to adapt
the learning rate and attain faster convergence. All update algorithms
contain a regularization factor as well which fractionally scales the
current parameter value before updating it, in order to minimize
parameter explosions or model saturation.
• Dropout
Dropout is a preferable regularization technique to avoid overfitting
in deep neural networks. The method simply drops out units in
neural network according to a desired probability. A default value of
0.5 is usually used.
Most of the hyperparameters corresponding to the optimizers and initializers are usually set to default values while the other hyperparameters need
to be set either manually or via a search mechanism. Manual parameterization can be tedious and is primarily done by an educated or experienced
guess. On the other hand, a random or grid search enables a sequential or
parallel computation of models with different sets of hyperparameters and
samples the best set.

2.6 Convolutional Neural Network
In deep learning, a convolutional neural network (CNN) is a class of deep
neural networks, most commonly applied to analyzing visual imagery. A
typical CNN is shift invariant and it performs weight sharing between its
neurons in a layer due to the application of small filters with predefined
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receptive fields. CNNs are inspired by biological processes, where the
connectivity pattern between neurons resembles the organization of the
animal visual cortex. Individual cortical neurons respond to stimuli only
in a restricted region of the visual field known as the receptive field. The
receptive fields of different neurons partially overlap to cover the entire
visual field. They are applied in multiple applications including image and
video recognition, image classification, medical image analysis, and natural
language processing.
CNNs are relatively better than ANN in certain aspects. ANNs are fully
connected networks, where each neuron in one layer is connected to all
neurons in the next layer. The dense connections of these networks might
make them overfit the training data. This problem could be minimized
by regularization methods that include adding some form of parameter
norms to the loss function or introduce dropouts. CNNs can take additional
approaches towards regularization. They take advantage of the hierarchical
pattern in data and assemble more complex patterns using smaller and
simpler patterns. Therefore, CNNs are better than ANNs in terms of
connection density and complexity. CNN inputs use relatively less preprocessing compared to traditional image classification algorithms. This
means that the network learns the filters that in traditional algorithms
are hand-engineered. This independence from prior knowledge and human
effort in feature design is a major advantage. The next chapter provides
a detailed account of CNN modules, architectures, and the basic working
principle with backpropagation.

28

2 Deep Learning

CHAPTER

3

Convolutional Neural Network

As mentioned at the end of the previous chapter, a CNN is a layered
structure of a diverse set of modules defined by linear and non-linear
functions that extract a set of feature maps from their preceding layers.
Unlike an ANN, a CNN consists of a convolution layer that performs a
convolution or cross-correlation between the input features and a set of
small filters. Since the filter weights are shared across the neurons of the
hidden layers, it can be expressed as a sparsely connected layer, unlike a
densely or fully connected layer in an ANN. In this chapter, the important
layers along with their variants are illustrated and explained in details.
This is followed by an explanation of different CNN architectures and the
illustration of the backpropagation method based on a simple example
architecture.

3.1 CNN Modules
The CNN modules refer to the operators or functions that serve as the
building blocks of a CNN. These modules are either linear or non-linear
functions invoked in each layer and the layer nomenclature is based on
the functions they serve. Although, there is a large number of individual
modules and variants of these modules introduced in the context of deep
learning and CNNs, this chapter describes the most commonly used modular
functions, particularly in computer vision tasks and in the applications
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described in this work. A comprehensive definition and explanation of
these functions are provided in the following sections.

3.1.1 Convolution Layer
A convolution layer performs a filtering operation of its input feature. The
layer consists of a predefined and initialized set of filters in the form of a 3-D
structure. Although the layer is named as convolution layer, it performs a
cross-correlation between an input feature map and its corresponding filter
given by
yij =

h−1

w−1

2
X

2
X

wmn · xi+m

j+n

∀x, y, w ∈ X, Y, W,

(3.1)

n=− w−1
m=− h−1
2
2

where h, w denote the height and width of the filter and are usually selected as odd numbers. Figure 3.1 illustrates the operation of a 2-D
cross-correlation between a feature map and a filter. The size of the filter
defines the receptive field of an image across which a sum of dot products is
performed. From the figure, it can be observed that there are 2 important
hyperparameters which decide the size of the output feature map based on
a given input feature map. These hyperparameters are called padding p
and stride s. Padding refers to the addition of zeroes along the four edges
Input

Output

Filter

Padding
i,j

i,j
0,0

Stride

i+1,j

i+1,j
0,0

Figure 3.1: 2-D filter operation.
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of the feature map that makes the center pixel of the 2-D filter traverse
the entire feature map during the filtering operation. Stride refers to the
hop-size of the center pixel of a filter after each sum of dot products. If
Din is one of the dimensions of an input feature map and Dout is the
corresponding dimension of the output feature map, then their relationship
with the hyperparameters is given by,
Dout =



Din − din + 2 · p
s



+ 1,

(3.2)

where din refers to the corresponding filter dimension, symmetric padding
is assumed and no filter dilation is considered. In the next section, the
complete operation in the convolution layer is presented. The calculation
of gradient in this layer during backpropagation is derived in section with
a simple example architecture.
Spatially Invariant Convolution Layer
The default operation in the convolution layer is a spatially invariant
filtering as given by Eq. (3.1), which refers to the fact that the filter
remains unchanged during each sum of dot products across all pixels. In a
convolution layer, a set of filters is usually used instead of one filter that
results in a 3-D filter structure, also referred to as a filtergroup. This depth
of the filtergroup either matches the depth of the 3-D input feature maps
or it is an integral factor so that the filters can be repeated to match the
depth of the input feature maps. Figure 3.2 illustrates the operation. It can
be seen in the figure that each feature map is filtered by the corresponding
filter separately and the respective output feature maps are added in order
to obtain a single output feature map. Thus, each filtergroup is responsible
for one output feature map. During this operation, the stride and padding
remain consistent along the depth. This operation as described by Eq. (3.3),
is equivalent to 3-D filtering which is valid along the third dimension having
a length of d.
yij =

d
X

h−1

w−1

2
X

2
X

wmno · xi+m

j+n o

∀x, y, w ∈ X, Y, W. (3.3)

o=1 m=− h−1 n=− w−1
2
2

In order to obtain a set of output feature maps or a 3-D output feature
maps, several filtergroups are necessary. Figure 3.3 illustrates the operation
where N filtergroups are used in order to generate N output feature maps.
These feature maps are stacked along the third dimension into a 3-D
structure also referred to as a tensor, which is processed by the next layer.
As a result of the entire operation, a convolution layer operates with a 3-D
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Figure 3.2: 3-D filter operation.
input structure and a 4-D filter structure in order to produce a 3-D output
feature maps. However, the operation can be extended to any number
of dimensions and certain applications already utilize a convolution layer
where 5-D filter structure is used to produce 4-D feature maps.
The convolution layer is usually the most computationally expensive
layer in the network. With a filter of size h × w, h · w multiplications and
h · w additions including the bias term are performed during convolution or
cross-correlation at each pixel location of the feature map for a stride of 1.
Hence, a large feature map volume leads to a large number of computation.
Dynamic Convolution
Unlike static convolution where the filters are independent of the images,
dynamic convolution attempts to learn image specific filters in order to
increase the model capability by aggregating multiple convolution kernels.
These kernels are assembled differently for different input images, from
where dynamic convolution gets its name. Dynamic convolution usually
performs a filtering of the feature maps with the corresponding filters
without adding the results in the depth dimension. This is sometimes
referred to a depthwise independent filtering. Later, separable convolution
layers are also introduced in CNNs, where a depthwise independent filtering
is followed by a normal 3-D filtering with 1 × 1 filter kernels that reduces
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Figure 3.3: Overview of the entire operation in a convolution layer
the overall number of parameters in a convolution layer. This also leads to
a reduction in the amount of computation in the layer and is preferred in
many applications where the computational cost is a constraint. The idea
of dynamic convolution is initially introduced in [BJTG16] and later used
in multiple networks. The channel attention mechanism applied to vision
problems [WPLK18] can also be considered as a case of local dynamic
convolution with 1 × 1 filters.
Spatially Variant Convolution Layer
Unlike the fixed spatial filters in a normal convolution layer, a spatially
variant convolutional layer can be comprised of adaptive filters where
the 2-D filter kernel might differ at different spatial location of the input
feature map. Spatially variant filters usually suffer from a fixed receptive
field and a lack of consideration of the local statistics. In many image
enhancement problems, including deblocking and impainting, there are local
image patches which contain redundant pixels with poor local variance and
smaller receptive fields across these patches will result in a comparatively
poorer reconstruction. Depending on their construction, spatially varying
filters can ignore these redundant pixels and include pixels from larger
neighborhoods with reduced redundancy and improved local variance. This
might address an assumption of high variance in a natural image as a prior.
Although there has not been an abundance of research in this area, the
work presented in [DQX+ 17] introduces a deformable convolution layer. In
this layer, the filters can have a varying receptive field at different pixel
position of an image by dilating them differently. This results in a filter
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Figure 3.4: Example of a ReLU operation.
group with adaptive dilation factors which can be learned themselves. One
obvious drawback of such a layer would be the increased computation per
convolution layer, in spite of having the same number of parameters as in
an usual convolution layer.

3.1.2 Nonlinear Activation Layer
A nonlinear activation layer consists of a nonlinear function that operate
independently on each pixel of a feature map. The functions like ReLU,
Sigmoid, and TanH which are described in the previous chapter, are used
in the context of a CNN. However, the most important functions used
widely in CNNs are ReLU, leaky ReLU, exponential linear unit (ELU),
and parametric linear unit (PreLU) [HZRS15]. In the following section
the ReLU function is revisited and its improved variants are elaborated.
These functions can also be referred to as piecewise units because of
their independent definitions across the point of discontinuity. Non-linear
activation layers are very important in the context of a CNN since most
supervised computer vision tasks have some non-linear mapping between
the input and desired output, which needs to be modelled.
Piecewise Activation Units
The general expressions for activation functions having piecewise linear
units are given by
yij =



α · xij

0

β · f (xij )

if xij > 0,
if xij = 0,
if xij < 0,

(3.4)

where xij , yij represent an input and the corresponding output pixel of the
activation layer, and α, β are scalar factors.
In the case of ReLU, the function in Eq. (3.4) can be given by f (xij ) = 0
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and β = 0 while the previous equations remain unchanged except for α = 1.
Figure 3.4 shows the corresponding operation of the ReLU layer during the
feedforward phase. Leaky ReLU introduces a linear function weighted by
a leakage factor β for negative input values and the function in Eq. (3.4)
is given by f (xij ) = β · xij with α = 1 and 0 < β < 1. ELU introduces
an exponential mapping of the negative input values instead of weighted
linear mapping or truncation. Hence, the function in Eq. (3.4) is given by
f (xij ) = exp(xij ) while α = 1 and β = 1.
Input

Output
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0.3

0.6
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1
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1

Figure 3.5: Local gradient of an example ReLU operation. The gradients
backpropagate through the positions where the values are non negative. For
other variations of linear units, the gradients are simply weighted.
In order to compute the expression of the local partial derivative of
generalized piecewise function like ReLU, the definition of the function
needs to be elaborated. It can be observed that a piecewise function is a
combination of two linear functions but the individual local derivatives are
possible across the threshold including the point of discontinuity xij = 0.
The expressions for the corresponding partial derivatives are given by



α

∂yij
= 0
∂xij

β · f 0 (xij )

if xij > 0,
if xij = 0,
if xij < 0.

(3.5)

In the case of ReLU, α = 1, f 0 (xij ) = 0, and β = 0. In the case of
leaky ReLU, α = 1 and the function in Eq. (3.5) is given by f 0 (xij ) = 1.
Figure 3.5 shows the corresponding operation of the ReLU layer during the
backpropagation phase.
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The ReLU function does not perform any multiplication or addition,
while the other functions introduce a multiplication with a scalar. An
exponential linear unit introduces an exponentiation, which is considered
as an operation if empirical floating point operations are calculated.

3.1.3 Pooling Layer
The pooling layer is usually used to reduce the spatial dimensions of a
feature map by performing an operation over a predefined receptive field as
given by Eq. (3.6). The operation in the equation could be linear and will
result in an average pooling or it could be a non-linear filtering operation
where the minimum, maximum or the median values of the receptive field
is calculated as the output. Figure 3.6 illustrates the average and max
pooling operations during a feedforward process. The reduction in spatial
dimension is achieved via a large stride and its value is usually the same as
the height or width of the receptive field. A stride of 1 will simply perform
a linear or a nonlinear filtering operation without downsampling the feature
map, given there is appropriate padding. By downsampling the feature
maps, the pooling layer contributes towards creating multi-scale features in
a network architecture and reduces the computational burden as well. This
layer is particularly popular in object detection and classification networks.
The operations for max pooling and average pooling can be expressed as
ykl = Pool(xij , · · · , xi+h−1

j+w−1 )

∀ x, y ∈ X,Y,

(3.6)

where h, w denote the receptive field dimensions and Pool denotes a linear
or non-linear pooling operation. The local gradient during backpropagation
depends on the operation as well. In the case of average pooling, the
incoming gradient value from the succeeding layer is evenly distributed
across the receptive field of the local gradient structure. For the nonlinear
operations, the incoming gradient is simply placed at the location or
locations of the maximum, minimum, or median values, while at the
remaining location the values are 0. This is illustrated in Fig. 3.7 for the
case of max pooling and is given by
δxpq

∂ykl
=
=
∂xpq

(

δyij
0

if ykl = xpq ,
if ykl 6= xpq ,

(3.7)

where yij denotes an pixel or node of an output feature matrix, δyij
denotes the gradient value at the same location in the corresponding
gradient matrix and xpq denotes a pixel from the input feature matrix
inside the neighborhood of pooling region or receptive field, corresponding
to the maximum value. Apart from the above operations, spatially variant
receptive field can also be used during pooling. Such an operation is
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Figure 3.6: Max and average pooling operation.

done in region of interest or ROI pooling for object detection with Fast
R-CNN [Gir15].
Pooling is also a computationally expensive process which performs an
addition at certain pixel locations when average pooling is considered. If an
weighted average pooling is performed then multiplications are introduced
in the computation as well. For nonlinear pooling operation, the number
of computation varies based on the operation itself.

3.1.4 Normalization Layer
In normalization layer, the input feature maps are normalized with respect
to their moments. This layer usually performs a group or an instance mean
subtraction followed by a scaling with group or instance variance. The most
usual forms of normalization are the layer normalization where the mean and
variance of the entire feature tensor is used, instance normalization which
normalizes each feature channel independently, or group normalization
where the moments of feature map subsets are used to normalize feature
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Figure 3.7: Local derivative of a max pooling operation. The local gradient
flows through the location which contained the maximum value. In case of
multiple locations, the gradient usually flows through the first location of the
equal value.

subgroups. The layer normalization can be given by
yijk =

xijk − µ
,
σ

(3.8)

PH PW PD
i=1

µ=

k=1

xijk

V

s
σ=

j=1

PH PW PD
i=1

j=1

k=1

V

,

(xijk − µ)2

(3.9)
,

(3.10)

where yijk and xijk is a sample, node or a pixel in a feature map, µ is the
mean, and σ is the standard deviation of the feature maps having a volume
of V = H ·W ·D with dimensions H, W , and D. The most widely used form
of normalization is the batch normalization layer, which normalizes the
feature maps across mini batches and then introduces addition parameters
to induce batch mean shift and scaling. The proposed idea is to reduce
the internal covariate shift [SIS15] in the feature domain introduced by
mini batches, which might have different statistical properties per iteration.
It is observed that batch normalization makes the loss surface smoother
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and provides a tight bound to the gradient magnitudes while being able to
control them. The operation in this layer is given by
yijkl = λ · x̂ijkl + β,
xijkl − µB
x̂ijkl =
,
σB

(3.11)
(3.12)

PH PW PD PN
i=1

µB =

j=1

k=1

l=1

xijkl

,

V ·N

s

PH PW PD PN
i=1

σB =

j=1

k=1

l=1

(3.13)

(xijkl − µB )2

V ·N

,

(3.14)

where µB and σB are the batch mean and variance respectively over a batch
of size N and λ and β are learnable scalar parameters. The corresponding
local derivatives in a batch normalization layer is given by
∂yijkl
∂yijkl
= x̂ijkl ,
= 1.
∂λ
∂β

(3.15)

Since λ and β are scalar parameters, the incoming gradients are averaged
across the tensors, before updating the parameters by stochastic gradient
∂yijkl
descent. The expression ∂xmnop
from the layer can be calculated further
under the assumption of i = m, j = n, k = o, l = p, as
∂yijkl
∂ x̂ijkl
=λ·
,
∂xmnop
∂xmnop
=λ·
=λ·
=

(3.16)

σB · (1 −

∂µB
)
∂xmnop

σB · (1 −

1
V ·N

λ
·
σB



1−

1
V ·N

)−

∂σB
∂xmnop
2
σB

−

−1
σB
(xmnop −µB )2
V ·N
2
σB
x̂2mnop

 
·

· (xijkl − µB )

1−



V ·N

· (1 −

,

1
V ·N

(3.17)
)

,

(3.18)

.

(3.19)

For the case of i 6= m, j 6= n, k 6= o, l 6= p the final expression is given by
∂yijkl
λ
1
=−
·
·
∂xmnop
σB V · N



1 + x̂ijkl · x̂mnop −

x̂ijkl · x̂mnop
V ·N



,

(3.20)

which can be very small or negligible because of large volumes of the 4-D
feature maps. Batch normalization performs a scaling and a shift operation
per filter group across the mini batches. The operation is usually performed
after a convolutional layer and the two linear operations can be merged
thus resulting in reduced computation. In any case, the computation of a
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normalization layer is still very low compared to the convolution layer.

3.1.5 Fully Connected Layer
As the name suggests, a fully connected (FC) layer has all its input neurons
connected to all its output neurons with different weighting factors. The
operation is similar to the sum of dot products performed in a vanilla
neural network hidden layer and is given by
yj =

I
X

wji · xi + bj ,

(3.21)

i=1

where wji and bj represent the associated scalar weights between input xi
and output yj . The weighted connections between every input and output
nodes result in a weight matrix. At the beginning of a fully connected layer
the incoming 3-D structure X is reshaped to the input vector x and then
the aforementioned operation takes place as illustrated in Fig. 3.8. The
corresponding expressions for the partial local derivatives can be given by
∂yj
∂yj
∂yj
= wji ,
= xi ,
= 1.
∂xi
∂wji
∂bj

(3.22)
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W,b

y

Input (X)
Reshape

j

Figure 3.8: Fully connected layer.
This layer is usually used in a classification model or a regression model
involving recurrent layers, or in attention modules of CNNs, where normalized attention vectors need to be calculated. Similar to the convolution
layer, the fully connected layer is computationally expensive. When a
layer of m neurons is densely connected with a layer of n neurons, m · n
multiplications and m · n additions are performed.
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3.1.6 Softmax Layer
A softmax layer is usually used in a classification loss function at the
output of a classification model or as a gating unit for attention modules
in convolutional neural networks. The softmax layer employs the softmax
function given by
eyk
,
(3.23)
S(yk ) = PM
eym
m=1
where yk is an input sample, node or pixel to the softmax function. The
softmax function usually normalizes a data structure of real valued elements
so that they sum up to 1. Assuming yk to be a component of a penultimate
output vector y of a multi-layer neural network for classification, S(yk )
will denote the probability of the network input to belong to the kth class
label. However, the softmax function is also used in other contexts where
a normalized vector is required for further processing. The corresponding
local derivative of the softmax output with respect to an input yo for k = o
is be given by
∂S(yk )
=
∂yo
=

PM
m=1

eym · eyo − e2yo

PM
m=1



m=1

= S(yo ) ·



2



eyo

PM

eym

eym


−

,
eyo

PM
eyo
 m=1

1 − S(yo ) .

(3.24)

2

,

(3.25)
(3.26)

The corresponding local derivative of the softmax output with respect to
an input yo for k 6= o is be given by
∂S(yk )
= −S(yk ) · S(yo ).
∂yo

(3.27)

In a channel attention mechanism [WPLK18], the softmax function can also
be used instead of a sigmoid. The softmax layer generates a normalized
vector where the value of each element represents the relative weight
or importance of a feature channel. In certain deep networks that use
attention mechanism, there is a possibility of saturation when using a
sigmoid function, thus yielding an attention vector with near zero values.
The use of a softmax function instead of a sigmoid can improve the outcome
of such networks. The softmax function performs an exponentiation, a
division, and several additions based on the length of a feature vector or
depth of a feature map. However, its computation in a network is negligible
to a convolution or fully connected layer.
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3.1.7 Loss Layer
The loss function is the final node of any supervised learning process.
Based on the learning goal, training data, and model parameterization, it
primarily defines a complex convex or non-convex error space with multiple
local optima. In this section, the focus will be on regression based loss
functions. The general form of the regression loss function used in network
architectures can be given by
E=

K
1X
|dk − yk |p ,
p

(3.28)

k=1

where E represents the loss, yk represents the predicted value, dk represents
the target value, p represents the exponent, and | · | represents the absolute
value. The loss function is usually differentiable and the derivative of the
aforementioned function can be written as
∂E
= ek = −|dk − yk |(p−1) .
∂yk

(3.29)

The most commonly used losses are the mean squared error (MSE) and
mean absolute error (MAE) corresponding to p = 2 and p = 1 respectively.
Another set of regression loss functions are used from robust statistics and
is given in the following general form
K
|p − 2| X
E=
·
p
k=1



(dk − yk )2
+1
c2 |p − 2|

 p2

!
−1 ,

(3.30)

where c > 0 is a scaling parameter, which controls the flatness near the
origin. It is noteworthy that when p = 2, the loss function approaches a
scaled MSE loss function, and when p = 1, it is a smooth approximation of
a MAE loss function.

3.2 CNN Architectures
In deep learning, a CNN is most commonly applied to analyzing visual imagery. Such networks are the state of the art models for image classification,
enhancement, segmentation, object detection, and other image processing
tasks. Many intricate network architectures can be build with different
modules for different kind of tasks. However, any network architecture
can be generally classified in certain basic forms. Figure 3.9 provides a
minimal illustration of a simple feedforward, a residual, and a network
architecture with feedback. The description of these architectures are given
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Simple Feedforward Architecture

Residual Network Architecture

+
Network Architecture with Feedback

+
Figure 3.9: A minimal overview of basic CNN architectures.
in the following sections.

3.2.1 Simple Feedforward Architecture
In a feedforward neural network architecture, connections between the
nodes or layers do not form a cycle. The feedforward architecture would
be the simplest type of network architecture where different modules are
cascaded and the signal or information flow occurs in one direction only.
In this network, the information flows from the input layers to the output
layers through the hidden layers. There are no cycles or loops in the network.
Hence, the backpropagation in such networks is also unidirectional.

3.2.2 Feedforward Residual Architecture
A residual neural network is a feedforward architecture where the input
to the network is added to the prediction of the network before the loss
layer. In essence, such networks try to predict the difference between an
input and its corresponding target, called the residue. Such networks are
most commonly used in regression problems where the input is correlated
to the target. However, a simple feedforward and a residual network can
both have residual architectures and contain small residual blocks. Such
a network is referred to as a ResNet [HZRS16]. Residual blocks utilize
additional skip connections or shortcuts to jump over some layers. Typical
ResNet models are implemented with double- or triple- layer skips that
contain nonlinearities and batch normalization in the normal path. An
additional weight matrix may be used in the skip connection and it can
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be learned as well or the information flow through the skip connection
can be gated. Such models are also known as Highway Networks [SGS15].
Certain models can have an exhaustive set skip connections i.e. every layer
is connected to every other layer in the architecture. Such models are
referred to as DenseNets [HLMW17]. One motivation for skipping over
layers is to avoid the problem of vanishing gradients, by reusing activations
from a previous layer until the adjacent layer learns its weights. In a
direct cascaded structure without skip connections, the gradients tend to
diminish as they propagate towards the initial network layers, gradually
impacting the rate of update and learning. A skip connection ensures that
the unmitigated gradients from the deeper layers contribute directly to
the initial or shallower layers during backpropagation. This speeds up the
training by reducing the impact of vanishing gradients. The network then
gradually restores the skipped layers as it learns the feature space.

3.2.3 Feedback Architecture
In a feedback architecture, connection between nodes or layers form a
cycle. It is also a cascaded structure of modules but the nodules are not
unidirectional. The signal or information from a particular module can
be fed back to any preceding module, usually in the form of summation.
Similar to recurrent neural networks, a network with a feedback architecture
can be used to process correlated sequential information like audio or video.
Such networks contain hidden states and the memory of such states depend
on the length or duration of the sequence. During training, the memory
can be reset when a new sequence arrives. The feedback connection enables
the network to unroll with time. Such architectures can also be used to
generate a very long or ideally infinite output sequence. Convolutional
RNNs [KS16] and LSTMs [SCW+ 15] contain feedback structures forming
complex cyclical loops. However, a network with feedback architecture is not
always analogous to a recurrent network with long loops. Such architecture
can also be used for time independent non-sequential inputs [KLL16a].
In such cases, the layers within the feedback loop are simply repeated in
operation for a finite number of times, and the parameters are reused. Such
networks are usually unrolled by a small amount.

3.3 Backpropagation and Parameter Update
In this section, the backpropagation algorithm is illustrated for a simple
feedforward convolutional neural network as shown in Fig. 3.10 and the
individual steps during backpropagation are explained through mathematical derivations. The idea of backpropagation is inexplicably linked to
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the concept of chain rule of derivatives where a global differential expression can be segmented into a product of local differentials of individual
functions. This expression of a global derivative is important to update
the filter parameters in order to learn. Hence, it is necessary that each
module or function inside the CNN framework is differentiable or has an
differential approximation, so that that local derivative can be chained
with the preceding and succeeding derivative expressions. With reference
to Fig. 3.10, the operations can be given by
Conv

Activation

Pooling

Fully Connected
j

y

k

* pq

X

XL-1

WL-3, bL-3

X
δWL-3,δbL-3

L-3

X

δXL-3

L-2

δXL-2

δXL-1

WL-1, bL-1
δWL-1, δbL-1

e

d

Figure 3.10: A feedforward convolutional neural network with backpropagation.
The network contains a convolutional and fully connected layer where the
parameters are updated.
XL−3 = WL−3 ? X + bL−3 ,
L−2

= f1 (X

),

L−1

= f2 (X

),

X

X

L−3
L−2

y=W

L−1

e = d − y,

L−1

x

(3.31)
(3.32)
(3.33)

+b

L−1

,

(3.34)
(3.35)

where X denotes the network input, L denotes the network depth, XL−m ,
WL−m , and bL−m denote the feature map and the coefficients of the mth
layer from the end or loss layer, respectively, the functions f1 (·) and f2 (·)
represent an activation and a pooling function, respectively, while y,d, and
e denote the prediction, the target and the derivative of the error function,
respectively. The network assumes that the mean squared error is used as
the loss function. Based on the derivations provided in the earlier sections,
each function has a valid derivative.
Figure 3.10 illustrates the network along with the gradients required to
backpropagate and the ones required to update the weights WL−1 , WL−3
and the biases bL−1 , bL−3 . The derivation of the required gradients are
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given as
L−1
δw
=
kj

∂E
∂yk
∂E
=
·
,
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k=1

δxL−1 = (WL−1 )T e

(3.45)

The corresponding summarized expressions are provided in Eqs. (3.39),
(3.41), and (3.45) respectively. In the next step the necessary gradients for
updating WL−3 and bL−3 are calculated. With the help of Eq. (3.28), its
derivative, and the chain rule of derivatives the derivation can be expressed
as
H−1 W −1 K
X X X ∂E
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ij
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·
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In the above set of equations, each local derivative is multiplied with the
incoming derivative from the succeeding layer to create the intermediate
gradient. Hence in the above equations, the expressions δxL−1
, δxL−2
, and
j
ij
L−3
δxij are given by
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,
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.

(3.52)

It is noteworthy that the gradient vector after the fully connected layer
has to be reshaped to a gradient tensor in a similar manner as it was done
during the forward propagation. Equation (3.49) can be further derived as
−1
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,
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Similar to the filters, the gradients with respect to the bias can be derived
similarly and the final expressions are given as
H−1 W −1
X X L−3
∂E
=
δxij .
L−3
∂b
i=0 j=0

(3.58)
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δbL−3 =

XX

L−3
δX

(3.59)

Finally, the parameters can be updated with any of the update methods
introduced in Chapter 2 along with inclusion of regularization. The formulas
for update with SGD approach can be given as
L−1
L−1
WL−1
− ηδW
,
t+1 = (1 − γ)Wt

bL−1
t+1

= (1 −

γ)bL−1
t

WL−3
t+1

= (1 −

γ)WL−3
t

−

ηδbL−1 ,

−

L−3
ηδW
,

L−3
bL−3
− ηδbL−3 ,
t+1 = (1 − γ)bt

(3.60)
(3.61)
(3.62)
(3.63)

where t denotes an iteration or time step, and γ denotes a regularization
factor, which is usually a very small fractional number.

3.4 Hyperparameter
A CNN has the same training hyperparameters as a DNN and they are
provided in Sec. 2.5.4. The following hyperparameters are unique to the
CNN and they play an important role for the network performance .
• Input patch size
The dimension of the input patch to the CNN is very important for
the training performance as well as the quality of inference from the
model. A large input patch size results in large feature maps and
memory usage while training. The training batch size can be lowered
to reduce the memory usage per iteration, but this can affect the
model’s performance particularly when batch normalization is present.
Large feature maps also result in a high computational complexity
and longer training periods. On the other hand, models trained with
small input patches do not always perform the best on test datasets
of normal images. If a network contains a module that is dependent
on the statistics of cropped patches instead of the entire image, it
may not perform its best when applied on a test image. Small patches
cropped from a larger image can also increase the redundancy of a
training dataset because an image can have multiple similar small
regions.
• Number of Convolution and fully connected layer
Convolution and fully connected layers constitute the bulk of the
learnable parameters in a CNN. The number of these layers should
be controlled to avoid overfitting or underfitting for a given training

3.4 Hyperparameter

49

dataset size.
• Filter dimension, padding, stride, and dilation
The dimension of the filter group in a convolution layer is an important
hyperparameter that controls the performance of a CNN. The size
of the filter determines the receptive field of a filtering operation
in a convolution layer. Large filters can result in an initial blur of
the feature maps during training. Multiple layers containing large
filter groups result in an accumulation of learnable parameters that
can lead to overfitting. The number of filters also determine the
depth of the output feature maps. Hence, even shallow CNNs with a
large number of filters per layer can lead to memory problems on the
processing unit. Dilation refers to the insertion of zeros between filter
coefficients to upsample the filter and generate a larger receptive field.
Hence, the dilation factor also controls the size of the filter but does
not overfit the model since it does not add any learnable parameter.
Padding and stride are important hyperparameters that control the
spatial dimensions of the output feature maps. Larger strides and no
padding reduces the feature map size and enables a faster training,
primarily in classification or detection based computer vision tasks.
The following chapter delves into the application of deep learning in the
area of visual media enhancement and describes certain application specific
models, model layers and objective functions, as well as suitable pre- and
post-processing methods.
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CHAPTER

4

Infrared Image Restoration in Maritime Environment

4.1 Introduction
Infrared (IR) and thermal cameras have sensors that detect radiation
between 0.75 and 14 µm, ranging from near to long-wavelength infrared
radiation. The radiation of an object and the reflections from its surroundings travel through the atmosphere and is measured by the camera.
Proper calibration of the camera and resolution of the measured energy
determines how salient or detailed, the object will be in an image. Such
measurements provide useful information, normally unavailable from an
optical camera operating within the visible spectrum. IR imagery is very
important because of its usage in multiple fields of application such as
medical imaging, astronomy, material testing, and military surveillance.
Hence, IR imaging is one of the methods used extensively in maritime
environment for safety and security application, activity detection, object
tracking, and environment monitoring.
IR images may suffer from poor signal-to-noise ratio (SNR), contrast, and
poor resolution due to multiple factors. The non-uniformity of the detector
array responses, the underlying electronic circuits, and temperature changes
within the device can lead to unwanted patterns and noise [ISR05]. The
ambient temperature is important for an accurate measurement of the
object’s temperature, since the camera has to be calibrated according to
temperature fluctuations. A maritime environment is very challenging due
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to the temperature fluctuations, atmospheric loss, unstable weather, and
other factors. In spite of regular camera calibrations and error correcting
techniques, the image can still suffer degradation. The degradation and
artifacts suffered by the images can be random and will be difficult to
remove completely. Traditional digital image processing techniques of
image enhancement have been extensively used over the years. Some
of the denoising methods include the usage of adaptive median filters,
gradient based approach like the total variation denoising [GO09], [MLY11],
wavelet based approach [ZJW09], non-local self similarity (NSS) based
approach [DFKE07] and methods on sparse representation based dictionary
learning. These methods are able to enhance the images by varying degrees
but will blur the image as well. Hence, a CNN based denoising method
can be trained to denoise the images and remove unwanted artifacts while
preserving the high frequency information in them.
The spatial resolution of an image is also limited by the imaging sensors
or the image acquisition device. The sensor size or equivalently the number
of sensor elements per unit area determines the spatial resolution of the
image to capture. An imaging system with inadequate detectors will
generate low resolution images with artifacts due to the aliasing from low
spatial sampling frequency. Increasing the sensor density is an expensive
solution. An alternative approach would be the application of digital image
processing and machine learning algorithms to estimate and recover the
high-frequency information or details in order to improve the perceptual
quality. Similar to the denoising problem, this is very difficult to solve
as well, because of the lack of a well defined solution. Super-resolution
is a technique that constructs a high resolution (HR) image from several
observed low resolution (LR) image examples, enhancing the high frequency
components and removing the degradation caused by the imaging process
of a low resolution camera. The idea behind super-resolution is to combine
or to learn from the non-redundant information contained in multiple LR
images or multiple patches of a single LR image to generate a HR image.
Basic super-resolution is done with interpolation that produces a low quality
upsampled version of the low resolution image. Popular approaches for
super-resolution are registration methods involving multiple consecutive LR
frames of a video sequence, maximum likelihood or maximum a posteriori
(MAP) approach with assumed priors, Bayesian approach, example based
super-resolution, and deep learning based approaches. Although all these
methods have their advantages and disadvantages, the state-of-the-art
results are achieved by the deep learning tool. CNNs have shown that they
can outperform the previous methods of super-resolution and continue to
improve their performance. Hence, the purpose of this work is to improve
the quality of IR images or video frames in a maritime environment with
CNNs.

4.2 Evaluation Metric for Image Restoration
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4.2 Evaluation Metric for Image Restoration
In order to objectively evaluate the performances of image restoration
models, the evaluation metrics have to be defined that would be used
throughout this chapter. The most popular and widely used metrics
in image quality evaluation are peak signal-to-noise ratio (PSNR) and
structural similarity index (SSIM). The PSNR, which is expressed in
decibel (dB), is inversely proportional to the mean squared error w.r.t. the
reference image and is given by
PSNR(X, Y) = 10 · log10



max(Y)
.
MSE(X, Y)



(4.1)

where MSE is the mean squared error between the predicted image Y and
the ground truth image X. The SSIM is given by
SSIM(X, Y) =



µX · µY
µX 2 + µY 2

 
·

σXY
σX 2 + σY 2



.

(4.2)

In case of blind denoising or super-resolution, it is not possible to calculate
PSNR or SSIM to evaluate the denoising operation because of the lack of
reference image. In this context, an objective measure called granularity
index (GI) is introduced, which requires no reference image. To obtain the
index the following steps are performed.
• Difference of Gaussian (DOG) is performed on an image.
• The band pass image is adjusted and thresholded by Otsu’s method
[Ots79].
• Summation across the image is performed and the result is normalized
by the image dimensions to get the index.
A high value of this metric indicates a noisy image while a very low value
indicates a blurred image. This metric can also be used as a sharpness
measure for blind image super-resolution, where the value should increase
for a super-resolved image. However, the increment of its value for blind
super-resolution is usually quite small.

4.3 Convolutional Neural Network for Denoising
One of the major problems with blind image enhancement is the lack of
priori knowledge about the amount of degradation in the image. Traditional denoising approaches are usually based on an assumption of the
distribution of the image noise. The quality of denoising is dependent
on the correct estimation of the noise content. These problems typically
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Figure 4.1: Denoising model for maritime infrared images.
limit the image enhancement algorithms from generalizing the degradation
problem. A CNN is capable of learning detailed feature representations
and can completely generalize a given problem through a limited set of
parameters. However, training a CNN to that effect is non-trivial and
expensive. It usually requires a diverse training dataset and deep flexible
architectures to experiment with. In this work the denoising has been
performed based on the maritime IR image statistics and an assumption of
granular and patterned noise content. The model overview for denoising is
shown in Fig. 4.1. The presented approach for image denoising is already
introduced in [BRZ18].

4.3.1 Dataset Preparation with Near Infrared Images
In the first step, a dataset is prepared for the denoising task. The primary
goal of this work is to successfully denoise the IR images from the dataset
provided by WTD71 as part of a project for image enhancement in maritime
environment. In this context, it is important to specify that most images
from the dataset have various artifacts and are not suitable for training the
CNN. Hence, the RGB-NIR image database [BS11] is used. The database
contains a collection of near infrared (NIR) and color images of indoor
and outdoor scenes. For training the denoising CNN, the NIR images are
used. The RGB-NIR database contains 770 NIR images from which 400
images were selected for training and 60 images were selected for validation.
To create the training and validation dataset, the clean NIR images are
initially degraded with noise and Gaussian blur to create the input dataset
for the CNN, and the clean NIR images are used as ground truth. As
mentioned earlier, the IR dataset from WTD71 is not suitable for training
the CNN because many images have noisy artifacts. However, patches
are extracted from the noisy IR images from areas of uniform background
intensities. A considerable number of such noise patches are extracted
from the noisy IR images. In addition to that, noisy frames having image
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Figure 4.2: Architecture of denoising CNN for maritime infrared images.
grain of 35 mm with uniform background have been extracted and added
to the collection of noisy patches. To create the noisy input images of
the dataset, the noisy patches are randomly augmented and the extracted
noise after mean subtraction is added to the clean images. The intensity of
the additive noise is controlled to ensure that the noisy images are close
to the most target infrared images in terms of GI. Certain augmentations
also include occasional addition of Gaussian noise or adding no artifacts
at all. Denoising methods usually operate with very small patches, which
leads to an increased batch size and an increased number of iterations per
epoch. The image and label pairs of both training and validation data
are divided into patches of 21 × 21 pixels before training. Apart from the
aforementioned patch size, patches of 25 × 25 pixels and 33 × 33 pixels are
also experimented with. During the training process the image patches are
randomly flipped.

4.3.2 Denoising Network Architecture
The architecture of the denoising CNN is illustrated in Fig. 4.2. The
network is composed of alternate convolutional (conv) layers and rectified
linear units (ReLU) with the exception of the first two layers which are
convolutional. The network has 6 conv layers. The first two conv layers
use 7 × 7 and 3 × 3 kernels respectively and the last conv layer uses 3 × 3
kernels. The remaining conv layers use a kernel size of 5 × 5. The filters
in the first conv layer are sparsely initialized where one position in the
filter has the value of 1 and the remaining positions are 0. A 7 × 7 filter
produces 49 such sparse combinations, which results in a sparse filter group.
This filter group initially creates a set of shifted feature maps, which are
averaged by the next conv layer. In the next epochs the filters are updated
similarly as the other convolution layers, but with a lower learning rate.
Table 4.1 shows the information about the network architecture including
the nature of the layers, filter dimensions, leakage factor for ReLU layer,
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Layer Id.
1
2-3
4-11
12
13

Table 4.1: The denoising CNN architecture.
Name
Filter Size
Leakage ILR (W, b)
conv
7 × 7 × 1 × 49
1e-4, 1e-4
conv, ReLU 3 × 3 × 49 × 64
0.2
1e-2, 1e-4
conv, ReLU 5 × 5 × 64 × 64
0.2
1e-2, 1e-4
conv
3 × 3 × 64 × 1
1e-2, 1e-4
Loss
-

and initial learning rate abbreviated as ILR. During the training phase, the
parameters are updated with the adaptive momentum (Adam) optimization
method described in Chapter 2. The weights of the conv layers are initialized
with a form of Xavier initialization and the weight decay regularization
parameter of 0.001 is used to counter overfitting problems. The network
is trained with a batch size of 64. The overall architecture has 13 layers
including the loss layer and seven conv layers having 441 k parameters to
learn.

4.3.3 Objective Function
The objective of the training process is to minimize a predefined loss function. The CNNs are primarily trained with gradient descent optimization
to minimize the loss function in order to find an optimal solution of the
free or trainable parameters (θ), given by
Y = fθ (XR ),

(4.3)

θ∗ = arg min EX,Y [L1 (X, Y))],

(4.4)

θ

where Y denotes the estimated output from the CNN model denoted by
fθ , XR denotes the noisy input images, and X denotes the clean input
images as ground truth. L1 (·) is the loss function, and EX,Y [.] denotes the
expected value of the loss function. The individual loss function is given as
L1 (X, Y) =

1
|X − Y|,
V

(4.5)

where V represents the volume of the output or ground-truth. While a
denoising model tends to improve the smoothness across the entire image,
it is necessary to preserve the strong edges, which constitute most of the
high frequency content. The advantage of the L1 loss is that it has edge
preserving properties since the norm solves for a median, and it propagates
the sign of the loss value during backpropagation.
While the above objective may be sufficient for learning the corresponding
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models, denoising algorithms in particular can benefit from the assumption
of a smoothness prior. It is noteworthy that the maritime infrared images
or thermal images in the target or test dataset would typically contain lesser
amount of information or high-frequency content compared to a grayscale
or a color image in any other environment. Therefore, a smoothness prior
for such IR images can be assumed. However, certain sharp edges or
boundaries need to be preserved or any kind of edge blurring should be
avoided. Hence. a regularization is added in the form of total variation
where smoothing across the image is obtained while preserving important
edge information. The Primal-Dual algorithm [Cha04] is one iterative
algorithm for total variation reduction, which tries to suppress the gradient
content in a noisy image while trying to preserve the edges in the image.
The goal of the method is to reduce the objective given by,
J(Y) =

X

2

XR (i, j) − Y(i, j)

+ λ · TV(Y),

(4.6)

i,j

where XR denotes the noisy image, Y denotes the clean approximation
and TV(Y) is the total variation given by,
TV(Y) =

X

|Y(i + 1, j) − Y(i, j)|+|Y(i, j + 1) − Y(i, j)|.

(4.7)

i,j

The minimization problem can be iteratively solved by gradient descent as
P=P−

∇Y
,
k · k∇Yk2 + 1

Y = Y − λ · ∇P,

(4.8)
(4.9)

where ∇P represents the approximate gradient of the variable P, k∇Yk2
represents the L2 norm of ∇Y, and k is a constant. Since the CNN
is supervised, only the term pertaining to the total variation is used as
the regularization term of the supervised loss. The expression of λ · ∇P
regularizes the objective under the assumption of a smoothness prior about
maritime infrared images.
The performance of the denoising network over a set of validation data,
is plotted in Fig 4.3 for every epoch. The plot shows a gradual improvement
of the denoised images in terms of average PSNR. The average PSNR of
the corresponding noisy images is 26.61 dB. It is noteworthy that an epoch
comprises of several iterations, and hence the PSNR of the denoised images
is already higher than the noisy images after the first epoch.
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Figure 4.3: Validation performance of the denoising CNN.

4.3.4 Denoising in Subsampled Space
The noise patterns present in the maritime images is quite diverse. The
appearance of granularity and grain sizes of the granular noise vary depending on the ambiance, illumination, and level of optical zoom. The
present denoising network does not perform well with images containing
larger pattern or grain sizes. To counter this issue, an image is divided
into multiple LR images through decimation, which might result in reduced grain size in each LR image. This is followed by the application of
the denoised CNN across all images. The denoised LR images are then
upsampled again to get the final denoised image. Figure 4.4 illustrates
the corresponding workflow. However, this method can introduce some
high frequency artifacts depending on the image content. The subsampling

CNN

Figure 4.4: Denoising model for images with larger grain size.
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(a) Noisy

(b) Direct denoising
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(c) Subsampled denoising

Figure 4.5: Example image patch of (a) noisy image, (b) denoised by CNN,
and (c) subsampled and denoised by CNN. The images should be observed on
a monitor.

method is influenced by the ESPCN network [SCH+ 16], which uses the
upsampling method in its final layer.
The result from the above method is shown in Fig. 4.5 along with the
noisy image and the image denoised by the CNN normally. It can be seen
that the normal CNN introduces certain artifacts since the size of the noisy
pixels and image grains are larger, likely due to zooming. Usage of the
subsampling method do not introduce such artifacts. For some images, a
few hot pixels might still remain, which can be removed by median filter or
by a few iterations of the primal dual algorithm, but this can also introduce
a mild blur.

4.4 Convolutional Neural Network for Super-resolution
Similar to denoising, super-resolution is also an ill-posed problem because of
lack of priori knowledge about the original high resolution image statistics.
Enhancement of resolution of an image also depends on the image quality
and the impulse response of the degradation kernel or the point spread
function (PSF). Lack of knowledge about the spreading function leads to
the application of methods that learn the mapping function between HR-LR
example pairs and generalize the relationship. Deep learning approaches
have been proven to be best suited for this learning problem. Similar to
the denoising method, the proposed super-resolution method is already
introduced in [BRZ18]. Figure 4.6 illustrates the super-resolution model
which is based on a single image as an input. Hence the method is termed
as single image super-resolution (SISR). At first, the original image is
downsampled and upsampled to create a low quality image. This image is
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Input (X)

Output (Y)

Ground Truth (X)
Loss
L

CNN
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Figure 4.6: Super-resolution model for maritime infrared images
processed by the CNN to predict the high quality image, and the original
image is used as a ground truth to train the network.

4.4.1 Dataset Preparation with Near Infrared Images
Initially, the dataset is prepared for the super-resolution task. The primary
goal of this part of the work is to successfully super-resolve the IR images
from the dataset provided by WTD71 as part of a project for image enhancement in maritime environment. To train the CNN, the aforementioned
RGB-NIR image database is used again. The dataset is prepared with 360
training images and 60 validation images and the process of dataset creation
is simpler than that of the denoising task. All images are initially resized
or cropped to a resolution of 640×512 pixels. To create the training and
validation datasets, the clean NIR images are downsampled and upsampled
again with bicubic interpolation to create the input dataset for the CNN.
The original NIR images are used as the ground truth data. The network
is trained separately for resampling factors of 2, 3, and 4. The image and
label pairs of both training and validation data are divided into patches of
224 × 224 pixels to create the final dataset. During the training process,
the image patches are randomly flipped as a form of batch augmentation.

4.4.2 Super-resolution Network Architecture
The network architecture for the super-resolution task is illustrated in
Fig. 4.7. The network is primarily composed of alternate conv and ReLU
layers and it has 13 conv layers in total. Each conv layer uses a 3 × 3
kernel except the first layer, which uses a 5 × 5 kernel. Before the last two
conv layers there is a concatenation (concat) layer that collects feature
maps from selected layers along the 3rd dimension of the feature tensor, as
shown in Fig. 4.7. In this particular case the feature maps from layers 6, 10,
14, 18, and 22 are concatenated along the third dimension of the feature
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Figure 4.7: Architecture of super-resolution CNN for maritime infrared images.

tensor resulting in a feature tensor with a depth of 320. The feature maps
selected for concatenation are from the ReLU layers. These feature maps
are selected in such a way that there is sufficient distance between the
contributing layers to ensure feature diversity. The concat layer ensures
that the inference be made from feature maps from layers of multiple depths
and hence multiple resolution with respect to the information content.
Table 4.2 shows the information about the network architecture including
the nature of the layers, filter dimensions and initial learning rate, abbreviated as ILR. As mentioned previously the depth of the kernel in each conv
layer equals the depth of the corresponding input feature map. Hence, the
kernel depth in the conv layer following the concat layer is 320 as given
in Table 4.2. During training phase, the parameters are updated with the
Adam optimization method and the learning rates are provided in the table.
The weights of the conv layers are initialized with the He initialization.
The weight decay regularization parameter of 0.001 is used and a batch size
of 16 is used during the training. For the benefit of further discussion, the
present architecture is referred to as ConcatCNN. The network contains 27
layers including the loss layer and has 555 k parameters.

Table 4.2: The super-resolution CNN (ConcatCNN) architecture.
Layer Id.
Name
Filter Size
Leak ILR (W, b)
1-2
conv, ReLU
5 × 5 × 1 × 64
1e-2, 1e-5
3-22
conv, ReLU
3 × 3 × 64 × 64
1e-2, 1e-5
23
concat
24-25
conv, ReLU 3 × 3 × 320 × 64
1e-2, 1e-5
26
conv
3 × 3 × 64 × 1
1e-2, 1e-5
27
Loss
-
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4.4.3 Objective Function
Similar to the denoising task, the relevant functions required to describe
the training objective of the super-resolution task can be given by
Y = fθ (XB ),

(4.10)

θ∗ = arg min EX,Y [αp · Lp (X, Y))],

(4.11)

θ

where Y denotes the estimated output from the CNN model denoted by
fθ , θ denotes the free parameters or the weights and biases, XB denotes
the interpolated input LR images, and X denotes the original ground
truth images. Lp denotes the pth exponent of the p-norm, αp denotes the
weighting factor for combining the norms, and EX,Y [·] denotes the expected
value of the combination of loss functions. The combination consists of the
L1 and L2 regression loss functions. The individual loss functions are given
by
1
||X − Y||22 ,
V
1
L1 (X, Y) = |X − Y|,
V
L2 (X, Y) =

(4.12)
(4.13)

where V represents the volume of the output or ground-truth tensor. The
advantage of the L1 loss is that it has edge preserving qualities since the
L1 norm solves for the median and it propagates the sign of the loss value
during backpropagation. However, the L2 loss is also very important for
fine upgrade as investigated in [ZGFK17].

4.4.4 Experimental Study
Apart from the network described above, other CNN architectures are
also trained or experimented with, for the purpose of super-resolution.
The following section provides a brief description of each architecture and
a comparison of their performances in terms of the evaluation metrics
introduced in Section 4.2.
Residual Network
The residual network is the simpler custom implementation of the original
VDSR network [KLL16b]. This network is the very first CNN implementation for this work and the training of this network is also quite simple
compared to the original VDSR implementation. The network contains a
cascade of alternate convolution and ReLU layers and each convolution
layer used a filter of size 3×3. Unlike the original VDSR implementation,
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Residual Network Architecture
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Deconvolution Architecture

+
Figure 4.8: Minimal illustrations of residual and deconvolution network architectures.
gradient clipping is not performed to be consistent with the training of
ConcatCNN.
Deconvolution Network
The input to the previously mentioned super-resolution networks is the
upsampled version of the LR images or image patches. The upsampling is
done with bicubic interpolation. In case of the deconvolutional network,
the LR image is directly given to the network as an input without any
upsampling. In this network, the upsampling or the increment in size is
achieved by the application of the deconvolution layers on the input feature
maps, and the feature map size is gradually or directly increased unless it
attains the required output size. The deconvolution layer actually performs
a convolution and transposition on the feature maps with suitable padding
and stride in order to produce an output of a predefined spatial dimension.
The corresponding filters are learned during the training phase. Figure
4.8 shows the block diagrams to illustrate the residual and deconvolution
network architectures.
Non-subsampled Contourlet based CNN
Contourlet transform [DV05], a member of the geometrical image transform
methods, performs a 2-D transformation of images yielding multiscale and
multiresolution image representations from multiple spatial frequency bands.
The basic implementation of the transform has a pyramidal structure of
image decomposition into subbands. It uses predefined wavelets as basis
functions to decompose the original image into low and high-pass image
coefficients in the first stage. Then directional filter banks are applied
on the high-pass image to emphasize direction specific features in each of
the directional subbands. The low-pass image from the first stage is then
decimated and is decomposed again by the second stage of the Laplacian
Pyramid and the corresponding high-pass image is treated by the directional
filter banks. The process continues for a specified number of stages, which
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Figure 4.9: Illustration of NSCT based CNN model.

also defines the depth of the Laplacian pyramid structure. The advantage
of this transform is that it uses simple basis functions, it can achieve good
representations of the image through redundant coefficients, and it achieves
near perfect reconstruction. However, one major disadvantage of this
transform is that it is not shift or scale invariant. To overcome this problem
the non-subsampled contourlet transform (NSCT) is proposed [CZD06]. In
this work, a non subsampled pyramid structure for sub-band decomposition
with complementary low and high-pass filters is used that follow the Bezout
identity.
The high-pass coefficients are then processed by predefined directional
quadrilateral and fan filters. For each subsequent stage of the pyramid
structure, the low-pass filter and directional filters from the previous stage
are upsampled by dilation in order to attain the property of multiscale or
multiresolution representations via Atrous convolution. This avoids the
decimation and interpolation in the reconstruction stage, of the decomposed coefficients, thereby removing the shift or scale invariance problem.
Additionally, the method is able to achieve perfect reconstruction with the
proper design of their non-subsampled filter banks. In the contourlet based
CNN, the LR input images are initially decomposed into non subsampled
contourlet coefficients (NSCC) with NSCT. These coefficients are subsequently processed by the ConcatCNN architecture to generate the NSCC
corresponding to the HR image. The processed coefficients are then used
to reconstruct the HR image estimate.
Figure 4.9 shows the workflow of the NSCT based CNN model. In
this work, experiments are done with 4 and 8 contourlet coefficients. The
obvious drawback of more contourlet coefficients is that the training dataset
becomes very large and can cause memory problems. Table 4.3 shows the
average performance of the above networks for a non-blind super-resolution
factor of 2, in terms of PSNR and the GI, on a set of test images. In case
of super-resolution, the GI is simply a measure of sharpness and the higher
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Table 4.3: Comparison of super-resolution performance with PSNR (in dB),
and GI between the different custom CNN architectures for a super-resolution
factor of 2.
Measures Bicubic Residual Deconv Concat Contourlet
PSNR
37.22
39.14
38.90
39.26
39.22
GI
0.040
0.043
0.045
0.048
0.047
its value is, the better is the super-resolution. The results indicate that
the ConcatCNN performs better than the other architectures by varying
margins. It can also be observed that the usage of Contourlet coefficients
do not particularly improve the results over the usage of a direct image.

Table 4.4: Comparison of blind super-resolution performance with sharpness
(GI) between the different custom CNN architectures for a super-resolution
factor of 2
Measure Bicubic Residual Deconv Concat Contourlet
GI
0.463
0.0492
0.0516
0.535
0.535
Table 4.4 shows the average performance of the same networks for blind
super-resolution where the reference images are not available. Hence an
increment in the GI score is the indicator of better performance. From the
results, it can be seen that the proposed ConcatCNN performs the best,
whether applied directly to the image or its contourlet coefficients.

4.5 Evaluation
The denoising and super-resolution CNNs are trained in MATLAB with
the MatConvNet toolbox [VL15]. The performance of the denoising network is evaluated with a selection of 44 IR images from the dataset provided by WTD71, based on image content and quality. For evaluation
of the quality of denoising, relatively clean images are selected from the
database and are corrupted with film grain of 35 mm and fixed pattern
noise, extracted previously. The corresponding results are compared with
established denoising methods like BM3D [DFKE07] and PGPD [XZZ+ 15],
and DnCNN [ZZC+ 17]. The results of the CNNs are evaluated with the
standard peak signal-to-noise ratio (PSNR) and structural similarity (SSIM)
metrics as introduced in Section 4.2. Figures 4.10 and 4.11 show a few
denoising examples with granular noise and patterns. In Fig. 4.10, it can
be seen that the denoising CNN removes the graininess, improves the
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(a) Original

(b) Noisy (33.68 dB)

(c) CNN (40.82 dB)

(d) BM3D (40.58 dB)

(e) PGPD (37.95 dB)

(f) DnCNN (39.40 dB)

Figure 4.10: Selected regions of the original, noisy and the denoised infrared
images produced by different methods. The images should be observed on a
monitor.

smoothness, and retains the strong edges quite well. It also improves the
PSNR by more than 7 dB. On the other hand, the methods like BM3D
and PGPD still leave or introduce some artifacts. The DnCNN network is
also able to remove the graininess, but it adds a visible blur along strong
object boundaries and weak edges. A similar observation can be made in
Fig. 4.11 where the graininess is completely removed by the denoising CNN,
while PGPD and BM3D leave some noisy artifacts. The DnCNN performs
a stronger smoothing and blurring the objects in the image.
Although the denoising CNN is not trained to denoise Gaussian noise, it
is tested with Gaussian noise of standard deviation (σ) of 25, to measure
its robustness. It is observed from the results that while strong edges are
preserved and certain areas are smoothed in such images, some visible
artifacts are also introduced along weak edges. This could be attributed to
the lack of explicit training with such a large noise level and the strong total
variation prior. The average performance of the CNN for both granular
noise and Gaussian noise is shown in Table 4.5. The results indicate
that the proposed denoising CNN is capable of performing very well for
granular and fixed pattern noise profile in spite of having a small network
depth and relatively less parameters. Its performance on Gaussian noise
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(a) Original

(b) Noisy (33.19 dB)

(c) CNN (42.33 dB)

(d) BM3D (41.52 dB)

(e) PGPD (38.10 dB)

(f) DnCNN (41.65 dB)

Figure 4.11: Selected regions of the original, noisy and the denoised infrared
images produced by different methods. The images should be observed on a
monitor.

profile indicates that it can provide reasonably good results without explicit
training but falls short of some methods trained particularly for Gaussian
noise reduction. It is important to mention that the DnCNN model is
directly used to remove the granular noise without explicit training with
such kind of images. DnCNN uses batch normalization (BN) layer whose
parameters are determined based on the training image batch statistics.
This explains the poor performance of DnCNN towards granular noise
reduction since it is originally trained with natural color or gray images to
remove Gaussian noise. The ConcatCNN architecture for super-resolution
is evaluated on 50 test IR images of resolution 640 × 512 pixels each,
are selected from the dataset provided by WTD71 test images. The
results are compared with the pretrained models of SRCNN [DLHX16],
DnCNN [ZZC+ 17], and VDSR networks, which are some of the popular
super-resolution methods. It is noteworthy to mention that the final
ConcatCNN architecture is retrained with the introduction of gradient
clipping during backpropagation, which is done in the DnCNN and VDSR
networks. Figure 4.12 shows the performance of the trained network over
the test dataset for every epoch. The plot shows a gradual improvement of
the super-resolved images in terms of average PSNR. The corresponding
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Figure 4.12: Performance of ConcatCNN for super-resolution per epoch on
the test infrared images datasets for a factor of 4.
images obtained by bicubic interpolation, have an average PSNR of 33.27 dB.
The PSNR improves beyond 34 dB after the first epoch, and an additional
improvement of nearly 0.43 dB occurs in the next epochs.
While SRCNN is a shallow neural network, VDSR and DnCNN are
relatively deep networks with more than 18 conv layers. The results from
the application of the CNNs are tabulated in Table 4.6, and the proposed
network is marked in red color. The results indicate that the ConcatCNN
provides better quantitative results than VDSR and DnCNN in spite of
having lesser number of layers and training parameters. The relatively

Table 4.5: Evaluation of average denoising performance (PSNR in dB). The
proposed network is marked in red color.
Image Grain
Gaussian (σ = 25)
Method
PSNR SSIM PSNR
SSIM
None
33.3
0.763
20.58
0.190
PGPD
37.47
0.901
32.94
0.802
BM3D
39.42
0.942
33.83
0.848
DnCNN
38.00
0.904
33.99
0.850
CNN
39.47
0.947
33.69
0.841
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(a) Bicubic (23.74 dB)
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(b) Bicubic (31.60 dB)

(c) Bicubic (35.24 dB)

(d) ConcatCNN (27.71 dB)(e) ConcatCNN (33.81 dB)(f) ConcatCNN (39.13 dB)

Figure 4.13: Comparison between (a) bicubic and (d) super-resolution (×2)
(b) bicubic and (e) super-resolution (×3), and (c) bicubic and (f) superresolution (×4) of selected regions of IR images. The images should be
observed on a monitor.
poor outcome from the DnCNN network can be attributed to the BN layer,
which is trained on a set of images with different properties compared to
the test IR or thermal images. Unlike the normal filters in a conv layer,
the BN layer parameters are dependent on the mean and variance of the
training batches and hence dependent on the training images. A better
result is expected from DnCNN if it is retrained on a sufficiently large
database of clean IR or thermal images.
Figure 4.13 shows some results of ConcatCNN for multiple super-resolution
factors along with the low resolution images from bicubic interpolation for

Table 4.6: Comparison of super-resolution performance (PSNR
proposed network is marked in red color.
PSNR
SSIM
Method
×2
×3
×4
×2
×3
Bicubic
37.39 34.78 33.27 0.925 0.877
SRCNN
38.91 35.98 34.14 0.941 0.894
DnCNN
38.79 36.04 34.25 0.932 0.885
VDSR
39.33 36.24 34.52 0.944 0.896
ConcatCNN 39.59 36.45 34.73 0.945 0.898

in dB). The

×4
0.844
0.855
0.845
0.861
0.863
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(a) Original

(b) Bicubic (33.35 dB)

(c) SRCNN (34.43 dB)

(d) DnCNN (34.67 dB)

(e) VDSR (34.80 dB)

(f) ConcatCNN (35.20 dB)

Figure 4.14: Example patches of the original, bicubic and the super-resolved
images for a super-resolution factor of ×4 by different methods. The images
should be observed on a monitor.
direct comparison. The images are cropped from larger images and they
show a part of a stair with railing, a sailing boat and a buoy respectively.
It can be observed in the image patches that the ConcatCNN improves the
sharpness of object boundaries, enhances certain details within an object,
and reduces blurriness for all super-resolution factors. Figure 4.14 shows the
results from the application of each of these methods for a super-resolution
factor of 4. A cropped section of a buoy is shown in the figure. While it is
difficult to discern the differences between the deep learning methods, it can
be seen that the ConcatCNN result is comparatively more accurate than
the results from other methods and marginally sharper than some. Figure
4.15 shows two test image patches super-resolved by different methods for
a factor of 3. The ConcatCNN produces a reconstruction that is the closest
to the original image again.

4.5.1 Blind Denoising and Super-resolution
In real world images, prior knowledge of the degradation is unknown. In
this context, the test IR images can only be subjectively evaluated and the
improvement can be compared through observation and objective measures.
A few IR images, which contain natural artifacts, are processed by the
denoising CNN and a selection of the original and denoised image sections
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(a) Original

(b) Bicubic (37.56 dB)

(c) SRCNN (40.39 dB)

(d) DnCNN (40.43 dB)

(e) VDSR (41.04 dB)

(f) ConcatCNN (41.69 dB)

Figure 4.15: Example patches of the original, bicubic, and the super-resolved
images for a super-resolution factor of ×3 by different methods. The images
should be observed on a monitor.
is shown in Fig. 4.16. From the example images, it can be observed that
the images contain noise artifacts in the form of graininess and repetitive
patterns but have a low noise intensity. The patches of the original images
and the processed versions of the images show that the graininess of the
noisy images is reduced by the denoising CNN and the backgrounds are
relatively smoothed while preserving the strong edges considerably well.
This is also shown through the reduction of the corresponding granularity
indices. The reduction of this score is more pronounced in images that
have more homogeneous backgrounds or low variances. The differences
can be observed better on a monitor. Figure 4.17 shows a few examples
of blind super-resolution where the ground truth HR image is unavailable.
The quality of the images are therefore measured by the GI score. From
the images it can be seen that the super-resolved images are sharper
around the object boundaries and edges when compared to the blurry
bicubic images. The GI scores of the super-resolved images are marginally
higher than that of the bicubic images because of additional high frequency
content. The quality of super-resolution does however depend on the
content of the image. Images with very low texture variation on objects
and homogeneous backgrounds do not appear sufficiently better than a
bicubic image. Additionally, any artifact present in a LR image becomes
more prominent when super-resolved.
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(a) Noisy (GI - 0.104)

(b) Denoised (GI - 0.036)

(c) Noisy (GI - 0.133)

(d) Denoised (GI - 0.027)

(e) Noisy (GI - 0.08)

(f) Denoised (GI - 0.0454)

Figure 4.16: Cropped images showing examples of blind denoising along with
the respective GI scores. The images should be observed on a monitor.
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(a) Bicubic (GI - 0.018)

(b) Super-resolved (GI - 0.021)

(c) Bicubic (GI - 0.024)

(d) Super-resolved (GI - 0.026)

(e) Bicubic (GI - 0.025)

(f) Super-resolved (GI - 0.028)

Figure 4.17: Cropped images showing examples of blind super-resolution
example of factor 4 along with the respective GI scores.
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CHAPTER

5

Natural Image Enhancement

5.1 Introduction
Digital image enhancement refers to the application of methods that improve the visual quality of a digital image for display and for further analysis.
Digital images of low quality result from multiple kinds of degradation
like poor brightness or contrast, additive or multiplicative noise, impulsive
noise, compression artifacts, and blur or poor resolution. These types of
distortions are not ideal for multiple high-level computer vision tasks where
the images need to be analyzed and information has to be retrieved. Images
of very high quality and low distortion are very important in application
areas such as medical imaging, action monitoring for security, satellite
image processing, and remote surveillance. The consequent enhancement
methods can range from low-level image processing algorithms to high-level
machine learning and deep learning approaches. In this work, the problems
of single image super-resolution (SISR), JPEG compression artifact removal
or deblocking, and Gaussian noise reduction or denoising, are addressed.
As described in the previous chapter, a HR image is constructed from
a single LR image or multiple LR images in image super-resolution. The
objective of such a method is to introduce additional pixels and add
meaningful information in an image while trying to improve its naturalness.
An interpolation based upsampling method leads to a loss of high frequency
details because of low pass filtering and introduces local blur. Ideally, the
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Compression Artifact Removal (CAR)
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Figure 5.1: An illustration of different CNN models for image enhancement.
goal of super-resolution is to invert this degradation process to produce
the original image. The JPEG method performs a lossy compression of
an image while attempting to retain its perceptual quality. However, an
aggressive quantization in the compression pipeline introduces undesired
image distortions. Such disturbances primarily include blocking artifacts
along block edges, blurring within blocks, and ringing effects along object
boundaries. Hence, a corresponding enhancement method attempts to
remove the blocking and ringing artifacts while improving the sharpness of
an image. Gaussian denoising refers to the task of removing the additive
Gaussian noise from the noisy image and reconstruct the original image.
Such image reconstruction tasks are always ill-posed, poorly constrained,
and may have multiple solutions.

5.2 Image Enhancement Models
The individual models for image super-resolution, blocking artifact removal
or deblocking, and denoising are illustrated in Fig. 5.1. For the superresolution task, the original images are downsampled and upsampled again
by a given integral factor in order to create the LR input images for the
super-resolution CNN. The resampling operation to create the low quality
image is usually performed by bicubic interpolation and the original image
is used as the ground truth. For the task of compression artifact removal,
the JPEG method implemented in MATLAB is used to encode images
with a given quality factor. A lower quality factor indicates a higher
compression in an image which introduces the compression artifacts. The
low quality decoded images are used as inputs to the deblocking CNN and
the uncompressed images are used as ground truth. For the denoising task,
Gaussian noise is added to a clean image based on a given noise level or
unnormalzed standard deviation. The noisy images are used as inputs to
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the denoising CNN and the clean images are used as ground truth.

5.3 Evaluation Metric
To objectively evaluate the performances of non-blind image restoration
models, the peak signal-to-noise ratio (PSNR) and structural similarity
index (SSIM) as described in Chapter 4 are used. Additionally, a variant
of PSNR known as PSNR-B, is also used to evaluate the performance of
the image deblocking task. The PSNR-B metric is defined in [YB11] and it
is given by
PSNR-B = 10 · log10



max(Y)
,
MSE(X, Y) + BEF(Y)



(5.1)

where BEF(Y) is a blocking effect factor, which is computed on the predicted image Y based on pixels along the block edges.

5.4 CNN for Image Super-resolution and Compression
Artifact Removal
In this section, the tasks of SISR and JPEG compression artifacts are
addressed and the respective models are already illustrated in Fig. 5.1. For
the given tasks, convolutional neural network architectures are proposed
that have inception modules with dilated filters for multi-resolution feature
extraction, and skip-attention modules. The following sections describe
the CNN architectures, the objective functions used for training, and the
experimental results.

5.4.1 Dataset Preparation
To create the training dataset for the restoration tasks, a set of RGB images
from the DIV2K [TAG+ 17] dataset are converted to YCbCr images and the
Y channel, which is the luminance component, is extracted and used. The
low-quality input images for the respective tasks are created by subjecting
the original images to the corresponding distortions. Since the resolution
of the images is very high and unsuitable for direct training due to memory
limitations, smaller overlapping patches are cropped from the low and high
quality images. Patches of multiple sizes are experimented with, and the
final networks are trained with patches of size 224 × 224.
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5.4.2 Network architectures
In this section, two network architectures are described. The first network
architecture has been introduced and described in [BZ20a] and will be
referred to as attention in inception block based convolutional neural
network (AIBCNN) for future discussions and comparisons. The second
architecture is a small variant of the AIBCNN architecture that shares
most of AIBCNN’s modules but differs in certain aspects. Additionally,
a couple of additional loss functions are used while training the second
architecture. For the purpose of reference, the second network is known as
AIBCNN-2.
AIBCNN
The architecture of AIBCNN is illustrated in Fig. 5.2. It is a cascade of
several inception blocks with channel attention mechanism. An inception
block [SWY+ 15] has multiple parallel layers where filters of different dimensions are used to create feature maps of varying resolution and information.
These feature maps are then merged before being processed by the next
layer. Similarly, an inception block in the present architecture consists
of parallel linear convolution (conv) layers with filter groups of different
dimensions. The number of such filter groups in the conv layer determines
the depth of the output feature map. As shown in Fig. 5.2 it contains four
parallel conv blocks. The filters used in the conv layers have the same
number of learnable coefficients but different dilation factors. During its
dilation, a filter is upsampled by inserting zeros in between the coefficients
and its receptive field is increased. The dilated filters perform Atrous convolution, which has been used previously in stationary or non-subsampled
wavelet transforms as an alternative to discrete wavelet transform, where
the pass-band features are downsampled instead. This operation is an alternative to a downsampling operation of features and hence, the proposed
network draws similarities with pyramidal networks [LHAY17a], [CHB17]
used for super-resolution and deblocking images. Additionally, the work
proposed in [BZ20b] illustrates that the replacement of normal filters with
multiresolution dilated filters in a network, improves the qualitative and
quantitative results for the task of JPEG compression artifact removal.
In a low quality image, certain regions or neighborhoods might have very
similar or redundant information. As an example, several pixel blocks in low
quality JPEG images contain redundant pixels due to strong quantization.
A small filter kernel in a layer might not extract and reconstruct sufficiently
good features from such neighborhoods or blocks, for a given network depth.
Dilated filters help in extracting multi-resolution information, ignoring
or skipping redundant pixels, where applicable, and providing a better
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Figure 5.2: Architecture of the proposed AIBCNN with inception modules,
containing filters of different dilation factors, and an attention mechanism. d0,
d1, d2, and d4 indicates that the first conv layers of the blocks have filter with
dilation factors 0, 1, 2, and 4 respectively.

reconstruction. The conv layers use 3 × 3 × 64 filters with dilation factors
of 0, 1, 2, and 4 respectively, as shown in Fig. 5.3, while the number of
such filter tensors or the depth of the output feature maps from those
layers are 64, 32, 16, and 16 respectively. Each conv layer is followed by
a batch-normalization layer (BN), which is important in order to reduce
the covariance shift between feature maps internally. The layer is also
parameterized by learnable scaling and shifting factors. As a result of this
layer, the training process becomes more smooth and stable and a faster
convergence can be attained. After the BN layer and a rectification there
is another additional conv and BN layer in each branch. The second conv
layer in the respective branches do not perform filter dilation. The feature
maps from the parallel branches are concatenated to create a feature tensor
of depth 128. The concatenation layer is followed by a rectified linear unit
(ReLU). This activation layer prevents the vanishing gradient problem,
which usually occurs when exponential activation functions are used. Inside
the inception module a channel-wise attention operation is used. As shown
in Fig. 5.2, the concatenation operation and rectification in the inception
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d0

d1

d4

d2

3
3

Figure 5.3: An illustration of dilation of a single filter.

module leads to a feature map X of depth 128. Then a global average
pooling is performed on this feature map to get a vector z of length 128.
The operation can be expressed as
zk =

W
H
1 XX
xijk ,
H ·W

(5.2)

i=1 j=1

where zk represents the kth element of the vector z, xijk is an element of
the 3-D feature maps X and i, j represent the spatial indices of a feature
map. The vector z serves as an input to a neural network, which contains
one hidden layer h of length 256 and gives an output vector y of length 64.
Finally, a sigmoid function is applied to the output vector. The operations
can be given as
y = fθ (z),
s = σ(y) =

(5.3)
1
,
1 + e−y

(5.4)

where s denotes the attention vector and fθ (z) represents the small neural
network parameterized by θ. Simultaneously, a conv layer transforms the
feature map tensor X to Y having a depth of D and a channel-wise product
is performed with the attention vector elements given by
att
yijk
= yijk · sk

(5.5)

to get the final feature element
of the 3-D feature maps Y , where
yijk is the corresponding element of Y and k represents the channel index
of the feature tensor or the corresponding element of the attention vector.
Although usage of attention mechanism for image enhancement is fairly
recent, it was initially proposed in the field of natural language processing
and was primarily used in the context of recurrent neural networks for
neural machine translation [BCB15]. The mechanism has subsequently
att
yijk

att
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been employed in the field of computer vision for visual or spatial attention
[XBK+ 15] and channel-wise attention [HSS18]. While the inception module
with dilated filters help in reducing spatial redundancies and increased
receptive field at lower computation cost, the channel-wise soft attention
provide different weights to each feature channel and learns the assignment
of importance to each feature map for the following layers. This can
attenuate redundant feature maps, make them sparse, or reduce the variance
between feature maps. The attention mechanism can also be related to a
dynamic CNN [BJTG16]. While normal CNNs employ static filters and
parameters that are usually fixed after the network training, dynamic CNNs
attempt to learn filter parameters to perform dynamic filtering as an input
dependent adaptive mechanism. When one considers that the attention
operation is equivalent to a channel-wise filtering with 1×1 filters generated
from dynamic features, the analogy with a dynamic CNN can be drawn.
Figure 5.4 shows an example of the application of channel attention in

Figure 5.4: Feature maps from super-resolution task before and after the
application of fractional attention weights. The corresponding attention values
are given on top of the output feature maps. The images should be observed
on a monitor.
a super-resolution task. The feature maps 36 − 40 are selected from an
intermediate layer before and after the application of attention weights.
The weights are displayed on top of each feature map in the lower row. It
can be seen that certain feature maps are weighted with a higher value
compared to the others and feature maps tend to become more sparse or
have lesser magnitude. Inside the inception attention block, it can be seen
that the depth of certain feature maps change from 64 to 128 and then
back to 64. This kind of architecture draws a similarity with the hourglass
model introduced in ARCNN [DDLX15], which goes through changes in
feature map depths throughout its architecture. The final network uses 6
inception-attention modules that contain the BN layer.
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Figure 5.5: Inception-attention block of the proposed AIBCNN-2. d-n refers
to a conv layer inside the block using a filter with a dilation factor of n. The
depth of the 3-D feature maps remain the same in this case.

AIBCNN-2
The architecture of the AIBCNN-2 is similar to the architecture of AIBCNN
as shown in Fig. 5.2. However, the inception-attention module of AIBCNN2 differs from that of AIBCNN in a certain aspect. Figure 5.5 illustrates the
corresponding module of AIBCNN-2. It consists of four parallel conv layers
having the same dilation factors as mentioned before. However, unlike
the inception module of AIBCNN, they produce feature maps of depths
32, 16, 8, and 8 respectively. These feature maps are operated by a BN,
ReLU, and normal conv layer, before being added to the resulting feature
maps. After being further processed with another BN and ReLU layer,
the feature maps are concatenated to produce a tensor with 64 channels.
This is directly subjected to the skip-attention mechanism and processed
further. As a result, this module differs from the hourglass model of feature
depth transition and requires lesser filter parameters. Hence, the network
depth can be increased by increasing the number of inception-attention
modules with BN layer. Initially, a low quality image serves as the input
to the first inception module, which does not contain a BN layer in the
parallel branches. The generated feature maps are used as the input to
the following inception modules, having BN and ReLU layers after a conv
layer. After the last inception module of the network, there is a conv layer
which reconstructs a residual image patch.
Figure 5.6 displays the average feature map computed at the end of
certain intermediate AIB layers for super-resolution task. It can be seen
that the feature map gradually generates high frequency information as
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Figure 5.6: Progression of the average residual feature through the CNN layers
for the super-resolution task. The numbers on top indicate the indices of
inception and attention blocks. The images should be observed on a monitor.

it progresses through the feature formation layers before being smoothed
towards the end. Such progression can be seen in any image enhancement
task over the layers. The input image is added to this residual image via a
skip connection, to generate an output image. The output serves as the
CNN prediction that goes to the loss layer and the error is calculated with
respect to the ground truth patch. Figure 5.7 shows an example of the
low quality, the residual, and the high quality predicted images for the
tasks of super-resolution and compression artifact removal. It can be seen
that the predicted residual for super-resolution is primarily composed of
high frequency content along the object boundaries, while the predicted
residual for compression artifact removal have information along the object
boundaries, the block boundaries, and inside the blocks. The residual
images are adjusted for better display.

5.4.3 Objective Function
The objective for training AIBCNN is to minimize the mean absolute error
(MAE) between the high quality ground truth patches and the estimated
patches. The objective function is given by
θ∗ = arg min EX,Y L1 (X, Y)



θ



(5.6)
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(a) Bicubic

(b) Residual

(c) Prediction

(d) JPEG

(e) Residual

(f) Prediction

Figure 5.7: Example of (a) bicubic input image, (b) corresponding residual image, (c) predicted super-resolved image, (d) JPEG input image, (e)
corresponding residual image, and (f) predicted deblocked image.

with
Y = fθ (XB/C ),
1
L1 (X, Y) = |X − Y|,
V

(5.7)
(5.8)

where θ∗ denotes the optimal solution of the free or trainable parameters
denoted by θ and EX,Y [·] denotes the expected value of the cost function.
fθ (XB/C ) denotes the CNN model parameterized by θ, XB/C denotes the
bicubic or compressed input, and Y denotes the predicted output. L1
denotes the MAE function and X denotes the ground truth. For training
the AIBCNN-2, a SSIM loss and a DFT loss are introduced in addition
to the loss functions described above. The SSIM loss between the ground
truth X and the prediction Y is given by
Lssim (X, Y) = 1 − SSIM(X, Y),

(5.9)
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Figure 5.8: A minimal illustration of different CNN architectures under experimentation.

where SSIM(X, Y) is defined in Eq. (4.2). The DFT loss between X and
Y is given by
Ldf t (X, Y) =

1
|DFT(X)| − |DFT(Y)| ,
V

(5.10)

where |DFT(Y)| represents the absolute value of the discrete Fourier transform of Y. In general, the DFT of an input sequence x having N samples
is given by
N −1

Xk =

X

xn · e−

i2π kn
N

,

(5.11)

n=0

where Xk is the kth coefficient of the transform and is complex number.
During the training, a batchsize of 128 image patches is used and random
data augmentation is performed on each patch. The network parameters
are initialized with a form of He initialization. The Adam algorithm is
used for the optimization of filters and standard gradient descent is used
to update the parameters of the BN layer. An initial learning rate of 0.001
is selected during training and the learning rate is divided by a factor of
10 every 45 epochs, while a constant weight decay of 0.001 is used for
parameter regularization. Due to memory constraints, 4 or 8 sub-batches
have been used to process the overall batch of 128 examples. The learning
rate factor for the bias is lower than the weight in the first and the last conv
layers and no bias is included in the intermediate modules. All networks
are trained for 100 epochs.

5.4.4 Experimental Study
During the training of AIBCNN network, different configurations are
experimented with, and the results from each configuration are compared.
Figure 5.8 illustrates the different network architectures under experiment.
Arch1 is a simple feedforward network with a bottleneck structure where the
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feature maps are expanded and compressed in terms of number of feature
channels. Arch2 is a feedforward architecture where the inception module
is introduced but no attention mechanism is present. Finally, Arch3 is the
proposed AIBCNN where the attentive inception module is introduced. All
the architectures are residual in nature and they have the same number
of layers with similar feature volume. The architectures are trained with
64 × 64 input patches cropped from the original images with a stride of 192.
The evaluation of the architectures is done on the combined benchmark
dataset classic5 [FKE07] and LIVE1 [SWCB05] for compression artifact
removal (CAR) and on the combined benchmark datasets of Set5 [BRGM12]
and Set14 [ZEP12] for single image super-resolution (SISR). Table 5.1 shows
the results on the combined datasets in terms of PSNR and structural
SSIM. From the results, it can be observed that the addition of inception
blocks with dilation and attention mechanism improves the performance of
the networks for both tasks.
Table 5.1: Average PSNR (dB) and SSIM values for a quality factor of 10
on the classic5 and LIVE1 combined dataset in case of compression artifact
reduction (CAR), and for a resampling factor of 4 on the Set5 and Set14
combined dataset in the case of SISR, with CNNs of different architectures.
CAR

SISR

Architectures

PSNR

SSIM

PSNR

SSIM

Arch1

29.46

0.817

29.13

0.802

Arch2

29.49

0.819

29.18

0.804

Arch3

29.50

0.819

29.21

0.804

The next experiment is performed with the proposed AIBCNN over
different network depths by varying the number of attentive inception
modules with BN. Networks are built with multiple modules to study the
impact of the network depth on the CNN outcome. Table 5.2 shows the
quantitative results on the combined datasets of classic5 and LIVE1 for
CAR and Set5 and Set14 datasets for SISR. The tabulated values indicate
an average improvement of 0.07 dB when the number of inception modules
increase by two for CAR. For SISR, a higher improvement in terms of PSNR
is observed with increasing network depth. Although the final model in
this work has 6 inception modules the results can improve with increasing
network depth.
The difference in performance is more pronounced with the increment
of training input patch resolution. Large patch sizes are more likely to
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Table 5.2: Average PSNR (dB) and SSIM values for a quality factor of 10
on the classic5 and LIVE1 combined dataset in case of compression artifact
reduction (CAR), and for a resampling factor of 4 on the Set5 and Set14
combined dataset in the case of SISR, with AIBCNN having different number
of attention-inception modules containing batch normalization.
CAR

SISR

Att.-Incp. modules with BN

PSNR

SSIM

PSNR

SSIM

2

29.36

0.815

28.96

0.799

4

29.44

0.817

29.11

0.801

6

29.50

0.819

29.21

0.804

Table 5.3: Average PSNR (dB) and SSIM values for a quality factor of 10
on the classic5 and LIVE1 combined dataset in case of compression artifact
reduction (CAR), and for a resampling factor of 4 on the Set5 and Set14
combined dataset in the case of SISR, with AIBCNN trained with different
input image patch resolution.
CAR

SISR

Training image patch resolution

PSNR

SSIM

PSNR

SSIM

64 × 64

29.50

0.819

29.21

0.804

160 × 160

29.54

0.820

29.28

0.805

224 × 224

29.57

0.821

29.31

0.806

contain pixels of varying intensities, which should benefit the dilated filters
having larger receptive fields, particularly for compression artifact removal.
On the other hand, the global average pooling operation benefits from a
larger patch size since it closely approximates a natural test image from
the perspective of semantic content and statistical properties. Table 5.3
illustrates the improvement in PSNR and SSIM by the AIBCNN with
increasing input patch size for CAR and SISR.
The performance of AIBCNN-2 is also compared to AIBCNN for SISR
and CAR. As described previously and illustrated, the AIBCNN-2 is a
variation of the AIBCNN architecture with increased number of layers but
reduced feature map depth in the intermediate layers inside the inception
and attention module. The evaluation is performed again on the combined
datasets and tabulated in Table 5.4. While a small improvement can
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Table 5.4: Average PSNR (dB) and SSIM values for a quality factor of 10 on the
classic5 and LIVE1 combined dataset in case of compression artifact reduction
(CAR), and for a resampling factor of 4 on the Set5 and Set14 combined
dataset in the case of SISR, for the AIBCNN and AIBCNN-2 architectures.
CAR

SISR

Network architectures

PSNR

SSIM

PSNR

SSIM

AIBCNN

29.57

0.821

29.31

0.806

AIBCNN-2

29.56

0.820

29.36

0.807

be observed with SISR, the AIBCNN-2 performs similar to AIBCNN in
the case of CAR. However, for a large network and larger JPEG quality
factors (≥20), the results of AIBCNN-2 for CAR can become worse and
unstable. This behavior can be attributed to the smaller error gradient
compared to a quality factor of 10 and vanishing gradients suffered in the
sigmoid layer of attention module because of saturation. Replacement of
this layer by the softmax function given by Eq. (3.23), arrests the problem
but the benchmark results are comparatively poorer than the AIBCNN.
Alternatively, disabling the attention modules in certain intermediate layers
can also improve the results but the problem of instability remains. The final
results from SISR do not indicate any problem from the attention modules
and network depth of AIBCNN-2, but certain intermediate epochs perform
abnormally during training. In the case of AIBCNN, the network depth
is limited to 6 attentive inception blocks because of memory limitations
on the GPU when trained with substantially big batches of larger patches
while the AIBCNN-2 has 14 attentive inception blocks. The AIBCNN and
the AIBCNN-2 architectures have nearly 1.56 M and 1.63 M parameters
each. However, the AIBCNN-2 architectures for JPEG CAR have lesser
parameters if the attention modules in intermediate layers are disabled
for quality factors of 20 and 30. All the necessary additional modules are
implemented in the latest MatConvNet environment and the training is
performed on a machine with NVIDIA RTX graphical processing unit.
In the end, the gradual improvement in performance by the final versions
of AIBCNN and AIBCNN-2 are shown in Fig. 5.9 for the case of CAR and
for a quality factor of 10. The networks are evaluated at every epoch, on
the benchmark datasets of classic5 and LIVE1. The corresponding JPEG
images have an average PSNR of 27.78 dB. The plot shows that AIBCNN-2
is unstable at the beginning, but converges to a similar result as AIBCNN.
Similarly, Fig. 5.10 shows the gradual improvement in SISR performance
over epochs, performed on the benchmark datasets of Set5, Set14, and
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Figure 5.9: Performance of AIBCNN and AIBCNN-2 for CAR per epoch on
the combined benchmark datasets of classic 5 and LIVE1 for a quality factor
of 10.

BSD100 [MFTM01] for a factor of 4. The plot shows that the performance
of the AIBCNN-2 is marginally better than the AIBCNN, but the average
PSNR drops in certain epochs. The corresponding images, resampled by
bicubic method, have an average PSNR of 26.07 dB.

5.4.5 Evaluation
The final networks are trained with multiple patches of size 224 × 224 pixels,
which are extracted from the images of the training database. For the task
of JPEG compression artifact reduction, the low quality compressed images
are produced by the MATLAB JPEG coder. In the standard JPEG codec,
different compression ratios are achieved by selecting an image quality
factor metric between 0 and 100 where 0 indicates the poorest quality
and maximum compression and 100 indicates the best quality with no
lossy compression. In this work, compression is performed according to
quality factors of 10, 20, and 30. However, a given quality factor doesn’t
indicate the same compression ratio across all images. Based on the average
compression of size performed on the Classic 5 and LIVE1 test datasets,
the quality factors correspond to compression of 98.34, 97.40, and 96.64 %
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Figure 5.10: Performance of AIBCNN and AIBCNN-2 for SISR per epoch on
the combined benchmark datasets of Set5, Set14, and BSD100 for a factor of
4.

respectively, compared to the bitmap images.
To evaluate the performance of the network for artifact removal, the
previously mentioned classic5 and LIVE1 datasets are used. The classic5
dataset contains a set of 5 grayscale images that are widely used as benchmark images for various computer vision and image processing applications.
LIVE1 dataset contains 29 color images from which the Y-channel is extracted to do the evaluation. To evaluate the network’s performance, the
previously mentioned Set5, Set14, and BSD100 datasets are used. The Set5
and Set14 datasets contain 5 and 14 classic test images respectively, while
the BSD100 is a collection of 100 images from the Berkeley segmentation
dataset. For quantitative evaluation of CAR and SISR, the PSNR and
SSIM metrics are used, while the PSNR-B metric, given by Eq. (5.1), is used
additionally for the performance evaluation of CAR. It is also noteworthy
that the objective values are calculated following the exact methods and
metrics used by the DnCNN network. The performance of the proposed
networks is compared to a selection of popular CNN architectures for image
deblocking that include the ARCNN, DnCNN, and the MemNet [TYLX17].
Table 5.5 shows the average performance of the networks in terms of PSNR,
PSNR-B, and SSIM for quality factors 10, 20, and 30 on the classic5 and
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LIVE1 datasets. It can be observed that the proposed networks outperform the featured CNNs for JPEG compression artifact removal, while the
AIBCNN-2 performs relatively poorer compared to AIBCNN. The proposed
networks achieve a considerable improvement over the compressed images
across the datasets and quality factors. It is noteworthy that the average
improvements are quite similar for each and every quality factor.
Figure 5.11 shows the CAR results for an quality factor of 10 on the image
of Barbara from the Set14 dataset along with a couple of magnified cropped
regions. This image is quite challenging because of the different patterns
present in it. It can be observed that both AIBCNN and AIBCNN-2 is
able to reconstruct the patterns on the pants and the scarf better than the
other methods. The proposed networks also remove most of the artifacts
although some areas in the images remain blurred. Figure 5.12 shows the
CAR results on the image of Cemetery from the LIVE1 dataset. Again, it
can observed that both AIBCNN and AIBCNN-2 are able to remove more
of the blocking and ringing artifacts compared to the other methods. They
also produce sharper reconstructions in certain background areas as well.
There is, however, room for further improvement in terms of foreground
and background deblurring. Also, the above examples indicate that the
results of AIBCNN and AIBCNN-2 are visually indistinguishable as well
for a quality factor of 10.
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Table 5.5: Average PSNR (dB) / PSNR-B (dB) / SSIM (rounded to 3 decimals)
for quality factors 10, 20, and 30 on the classic5 and LIVE1 datasets from
different CNNs. The proposed networks are in red color.
Quality

10

20

Methods

classic5

LIVE1

JPEG

27.82 / 25.21 / 0.760

27.77 / 25.36 / 0.773

ARCNN

29.03 / 28.76 / 0.793

28.98 / 28.74 / 0.809

DnCNN

29.40 / 29.14 / 0.803

29.20 / 28.96 / 0.813

MemNet

29.69 / - / 0.811

29.45 / - / 0.819

AIBCNN

29.80 / 29.49 / 0.814

29.53 / 29.22 / 0.821

AIBCNN-2

29.79 / 29.44 / 0.814

29.52 / 29.21 / 0.821

JPEG

30.12 / 27.50 / 0.834

30.07 / 27.61 / 0.851

ARCNN

31.15 / 30.60 / 0.852

31.29 / 30.85 / 0.873

DnCNN

31.63 / 31.20 / 0.861

31.59 / 31.16 / 0.880

MemNet

31.90 / - / 0.866

31.83 / - / 0.885

32.01 / 31.53 / 0.868

31.91 / 31.45 / 0.886

AIBCNN-2

31.75 / 31.31 / 0.863

31.69 / 31.24 / 0.882

JPEG

31.48 / 28.94 / 0.867

31.41 / 28.97 / 0.899

ARCNN

32.51 / 31.99 / 0.881

32.68 / 32.26 / 0.904

DnCNN

32.91 / 32.39 / 0.886

32.98 / 32.46 / 0.909

MemNet

-/-/-

-/-/-

33.31 / 32.67 / 0.892

33.35 / 32.78 / 0.914

33.12 / 32.51 / 0.889

33.18 / 32.61 / 0.912

AIBCNN
*

30

AIBCNN
AIBCNN-2

*

*

The attention vector is generated with softmax function instead of the sigmoid
function because of a poor and unstable behavior during training. Softmax
function stabilizes the training, but it has a relatively slower convergence. This
leads to a drop-off in the performance of AIBCNN-2 compared to AIBCNN for
quality factors of 20 and 30.
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(a) Original

(b) JPEG (25.79 dB)

(c) ARCNN (26.92 dB)

(d) DnCNN (27.59 dB)

(e) AIBCNN (28.39 dB)

(f) AIBCNN-2 (28.38 dB)
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Figure 5.11: Comparison between the original, compressed, and the reconstructed images by the CNNs for CAR, for a quality factor of 10.
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(a) Original

(b) JPEG (26.21 dB)

(c) ARCNN (27.37 dB)

(d) DnCNN (27.63 dB)

(e) AIBCNN (27.94 dB)

(f) AIBCNN2 (27.94 dB)

Figure 5.12: Comparison between the original, compressed, and the reconstructed images by the CNNs for CAR, for a quality factor of 10.

5.4 CNN for Image Super-resolution and Compression Artifact Removal

95

For the task of SISR, the performance of the proposed networks is
compared to a selection of popular CNN architectures for image superresolution. Table 5.6 shows the average metrics produced by different
networks on the Set5, Set14, and BSD100 datasets for factors of 2, 3, and
4. It can be observed that the proposed CNNs outperform the featured
ones, while the AIBCNN-2 outperforms the AIBCNN, particularly for the
factor of 3. The AIBCNN-2 achieves an average improvement of about
2.2 dB PSNR and 0.06 SSIM over the low quality images obtained with
bicubic interpolation across the datasets . Before displaying some examples
from SISR, the respective super-resolved luminance channels processed by
different CNNs are combined with the chroma components of the original
image and converted to RGB color space.

(a) Original

(b) Bic (27.46 dB)

(c) VDSR (31.98 dB)

(d) DRRN (32.05 dB)

(e) AIBCNN (32.38 dB)

(f) AIBCNN2 (32.55 dB)

Figure 5.13: Comparison between the original, bicubic, and the super-resolved
images by the CNNs for SISR, for a factor of 4.
Figure 5.13 shows the blind SISR results for a resampling factor of 4
on the image of the Monarch butterfly from the Set14 dataset along with
a couple of its magnified cropped regions. One can observe that both
AIBCNN and AIBCNN-2 produce marginally better reconstructions than
the other methods in particular areas while the difference in improvement
in most regions of the images by the various methods remain visually
indistinguishable. It can also be seen from the patches on the bottom
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left, that the reconstruction by AIBCNN-2 is marginally sharper compared
to AIBCNN. Figure 5.14 shows the SISR results for a factor of 4 on the
image of ppt3 from the Set14 dataset. This image has multiple letters
and numbers which are reconstructed to various degrees by the different
methods. It can be seen that both AIBCNN and AIBCNN-2 are able to
reconstruct the letters better than the other methods in terms of artifact
reduction and readability.

(a) Original

(b) Bic (21.97 dB)

(c) VDSR (25.97 dB)

(d) DRRN (26.34 dB)

(e) AIBCNN (26.86 dB)

(f) AIBCNN2 (26.86 dB)

Figure 5.14: Comparison between the original, bicubic, and the super-resolved
images by the CNNs for SISR, for a factor of 4.
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Table 5.6: Average PSNR (dB) / SSIM (rounded to 3 decimals) for ×2, ×3,
and ×4 super-resolution on datasets Set5, Set14, and BSD100. The proposed
networks are in red color.
Scale

×2

×3

×4

Networks

Set5

Set14

BSD100

Bicubic

33.66 / 0.930

30.24 / 0.869

29.56 / 0.843

SRCNN

36.66 / 0.954

32.45 / 0.907

31.36 / 0.888

VDSR

37.53 / 0.959

33.03 / 0.912

31.90 / 0.896

DRCN

37.63 / 0.959

33.04 / 0.912

31.85 / 0.894

DRRN

37.74 / 0.959

33.23 / 0.914

32.05 / 0.897

MemNet

37.78 / 0.960

33.28 / 0.914

32.08 / 0.898

AIBCNN

38.02 / 0.961

33.45 / 0.916

32.18 / 0.900

AIBCNN-2

38.06 / 0.961

33.50 / 0.917

32.20 / 0.900

Bicubic

30.39 / 0.868

27.55 / 0.774

27.21 / 0.739

SRCNN

32.75 / 0.909

29.30 / 0.822

28.41 / 0.786

VDSR

33.66 / 0.921

29.77 / 0.831

28.82 / 0.798

DRCN

33.82 / 0.923

29.76 / 0.831

28.80 / 0.796

DRRN

34.03 / 0.924

29.96 / 0.835

28.95 / 0.800

MemNet

34.09 / 0.925

30.00 / 0.835

28.96 / 0.800

AIBCNN

34.20 / 0.926

30.11 / 0.837

29.01 / 0.802

AIBCNN-2

34.31 / 0.927

30.16 / 0.838

29.03 / 0.803

Bicubic

28.42 / 0.810

26.00 / 0.703

25.96 / 0.668

SRCNN

30.48 / 0.863

27.50 / 0.751

26.90 / 0.710

VDSR

31.35 / 0.885

28.01 / 0.767

27.29 / 0.725

DRCN

31.53 / 0.885

28.02 / 0.767

27.23 / 0.723

DRRN

31.68 / 0.889

28.21 / 0.772

27.38 / 0.728

MemNet

31.74 / 0.889

28.26 / 0.772

27.40 / 0.728

AIBCNN

31.94 / 0.892

28.36 / 0.775

27.45 / 0.731

AIBCNN-2

32.02 / 0.893

28.41 / 0.776

27.48 / 0.732
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5.5 CNN for Video Super-resolution
While the aforementioned network architectures can be used directly for
video super-resolution when applied on each frame, it may not produce
the best performance since the inter-frame dependencies are not taken
into account. Training the network with multiple frames might be able
to improve the performance compared to a CNN for SISR. The AIBCNN
networks are initially trained with multi-frame inputs from a a video dataset
with a large patch size. The corresponding results on the benchmark test
dataset show a very small improvement for every setup. Indeed, it is
observed that without the attention mechanism, the inception block with
dilated filters produce a degradation, compared to a simple convolution
block. This could be attributed to the fact that multiple video frames
are being used which are not registered with respect to each other and a
filter with larger receptive field introduce the contribution of unwanted
pixels. An offline registration of the frames is also attempted before the
training but this has not improved the results significantly, which leads
to a proposal of a simpler network architecture with a convolution block.
The overall network model is very similar to that of SISR shown in Fig. 5.1,
except for the usage of additional frames as input.

5.5.1 Dataset Preparation
To train the network, a fraction of the Vimeo-90k setuplet dataset [XCW+ 19]
is used, which contains nearly 90k folders that have seven consecutive video
frames of 448 × 256 pixels. Similar to the previous restoration tasks, the
RGB images are converted to YCbCr images and the Y channel is extracted
for use. The low-quality input images for the super-resolution task are
created by subjecting the original images to bicubic resampling. Since the
resolution of the images are high and unsuitable for direct training due to
memory limitations, smaller overlapping patches are cropped from the low
and high quality images. Image patches of multiple sizes are experimented
with, and the final networks are trained on patches having a size of 72 × 72.

5.5.2 Network Architecture
Figure 5.15 illustrates the proposed network architecture. It contains a
cascade of convolutional modules between the first two layers and the final
conv layer. The conv module is residual in nature, consisting of a conv
layer followed by a BN and a ReLU layer. This is again followed by a
channel attention module described in AIBCNN. Unlike AIBCNN that
uses a skip-attention module, the proposed network architecture uses a
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Figure 5.15: Architecture of the proposed CNN for video super-resolution
containing a self channel attention mechanism in a residual convolution module.
self-attention module where the attention vector computed from the feature
maps is multiplied with the same feature maps along the depth.
The network has five input frames and the frame in the middle is treated
as the current frame to be super-resolved. Since the network is residual in
nature, the current frame is added to the predicted residual frame after
the final conv layer. To train the network, small patches are cropped from
each frame and used as input instead of the overall frame. Training with a
larger frame size usually improves the performance of the channel attention
module, particularly when the test images are comparable to the training
patches in terms of size. In this case, however, the benchmark test datasets
contain very high resolution images, which are much larger than the frame
size of the training images. Hence, the patch size used for training does not
influence the final results significantly and relatively smaller patches are
selected for a faster training time. Another aspect of the proposed network
is the number of inception and attention blocks inside the network. In
Section 5.4.4, it was mentioned that deeper networks perform poorly for
smaller super-resolution scales or larger quality factors of JPEG CAR due
to low residual and diminishing gradient in the attention module. This also
affects the performance of a very deep video super-resolution network for a
factor of 2. Hence, disabling of certain intermediate attention modules or
reduction of the network depth can achieve better results. For the purpose
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(a) Bicubic

(b) Residual

(c) Prediction

(d) Bicubic

(e) Residual

(f) Prediction

Figure 5.16: Example of (a), (d) bicubic input image, (b) corresponding
residual image from AIBCNN-2, (c) predicted output image from AIBCNN-2,
and (e) residual image from ACBCNN-VSR and (f) predicted output image
from ACBCNN-VSR.
of reference, the proposed architecture is called ACBCNN-VSR, where
VSR stands for video super-resolution. Figure 5.16 shows an example of
the prediction from ACBCNN-VSR compared to AIBCNN-2 for SISR, on
a video frame. The figure shows a small section of the bicubic image, the
predicted residuals, and the predicted images from both the CNNs. It can
be seen in the residuals and the predicted images that the ACBCNN-VSR
is able to reconstruct many more patterns compared to AIBCNN-2.

5.5.3 Objective Function
The objective for training the network is to minimize a combined loss
of mean absolute error (MAE), SSIM, and DFT losses between the high
quality ground truth patches and the estimated patches. The objective can
be given by
θ∗ = arg min EXt ,Yt L1 (Xt , Yt ) + α · Ldf t (Xt , Yt ) + β · Lssim (Xt , Yt )



θ



(5.12)
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with
Yt = fθ (Xt−k:t+k
),
B
1
L1 (Xt , Yt ) = |Xt − Yt |,
V
1
t
t
Ldf t (X , Y ) =
|DFT(Xt )| − |DFT(Yt )| ,
V
Lssim (Xt , Yt ) = 1 − SSIM(Xt , Yt ),

(5.13)
(5.14)
(5.15)
(5.16)

where θ denotes the optimal solution of the free or trainable parameters
denoted by θ and EXt ,Yt [·] denotes the expected value of the cost function.
fθ (Xt−k:t+k
) denotes the CNN model parameterized by θ, Xt−k:t+k
denotes
B
B
the bicubic input frames including the current or the tth frame, Yt denotes
the tth predicted frame, Xt denotes the tth ground truth frame. L1 denotes
the MAE function, Ldf t denotes the DFT loss, and Lssim denotes the SSIM
loss. α and β are scalar fractions used to weight the contribution of the
loss functions in the overall objective. The training hyperparameters are
exactly the same as AIBCNN and AIBCNN-2 and all networks are trained
for 100 epochs.
∗

5.5.4 Experimental Study
Initially, a network architecture with 24 conv layers is trained with and
without the SSIM loss to evaluate the impact of the loss function. The
training is performed for a super-resolution factor of 4 and is applied on
the benchmark dataset of Vid4 [LS14]. The results in Table 5.7 indicate a
notable improvement when the SSIM loss is used. Network architectures
Table 5.7: Average PSNR (dB) and SSIM values for ×4 super-resolution on
benchmark dataset Vid4 by a network with 24 conv layers with and without
the SSIM loss.
Loss function

PSNR

SSIM

without SSIM

25.39

0.742

with SSIM

25.68

0.767

with multiple depths are also experimented with, to observe the qualitative
improvement in terms of PSNR and SSIM. The benchmark dataset of
Vid4 is used to perform the evaluation during each experiment. Table 5.8
illustrates the results corresponding to a super-resolution factor of 4 with
increasing network depth. A gradual improvement in the objective metrics
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can be observed from the results. In addition to the above experiments,
networks are also trained while varying the number of input frames. The
architecture with 5 input frames is deemed to be marginally better than
the architectures with 3 or 7 input frames. The network architectures with
24, 32, and 36 conv layers have nearly 1.09 M, 1.48 M, and 2.09 M training
parameters respectively. The final networks are trained with multiple

Table 5.8: Average PSNR (dB) and SSIM values for ×4 super-resolution on
benchmark dataset Vid4 by networks of varying depths.
No. of conv. layers

PSNR

SSIM

24

25.68

0.767

32

25.86

0.771

36

25.94

0.772

patches of size 72 × 72 pixels which are extracted from the images of the
training database with an overlap of 40 pixels. The image patches are
resampled by the factors of 2, 3, and 4 with bicubic interpolation to create
the low-quality input images. All the necessary additional modules are
implemented in the MatConvNet environment and the training is performed
on a machine with NVIDIA RTX graphical processing unit. Figure 5.17
shows the gradual improvement of VSR performance over epochs with the
final network, performed on the benchmark dataset of Vid4 for a factor
of 4. The PSNR of the corresponding frames, resampled by the bicubic
method, have and average PSNR of 23.90 dB.

5.5.5 Evaluation
To evaluate the performance of the network and to compare its performance
with other networks, the Vid4 benchmark dataset is used. This dataset
contains a set of 4 videos, each consisting of high-resolution frames of
1048 × 960 pixels. For the quantitative evaluation of the proposed network
and other super-resolution methods, the PSNR and SSIM metrics are used.
The proposed architecture is compared to a selection of popular CNNs for
SISR and VSR that include the VSRnet [KYDK16], VESPCN [CLA+ 17],
and DRDVSR [TGL+ 17]. The objective metrics are tabulated in Table
5.9 and the results indicate that the proposed CNN performs much better
compared to the other methods including the AIBCNN-2 architecture. The
improvement from the results of ACBCNN-VSR over the LR frames is
considerably big with an average improvement of nearly 2.9 dB PSNR.
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Figure 5.17: Performance of ACBCNN-VSR per epoch on Vid 4 dataset for a
factor of 4.

Figure 5.18 shows some super-resolution results for a factor of 4 on a set
of frames from the video named as city from the Vid4 dataset. Instead of
displaying the entire frame, a cropped area of the frame is displayed for
better visualization. It can be observed that the building in the background
is better resolved by ACBCNN-VSR since the visible patterns indicate the
presence of windows on the building, Similarly, the vertical lines on the
building in the front is relatively sharper in the case of ACBCNN-VSR when
compared to the other methods. However, none of the methods are able to
reconstruct the horizontal lines, and hence the windows are not discernible.
Figure 5.19 shows another set of results for a factor of 4 on selected frames
of the video named as foliage from the Vid4 dataset. A small area of each
frame is displayed again, for better visualization. It can be seen that the
back-light of the car is reconstructed better by the ACBCNN-VSR, while
the green post in the background and the nearby horizontal railing across
the hole in the wall, looks marginally better compared to the others. The
plant with the red leaves on the left is also well reconstructed by ACBCNNVSR in terms of texture. Figure 5.20 shows some example super-resolution
results for a factor of 4 on example frames of the video named as calendar,
from the Vid4 dataset. The objects in the frames are relatively sharper
with ACBCNN-VSR, compared to the other methods. The area around
the bird’s eye or wings are comparatively better resolved and the edges of
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the zebra crossing are also marginally sharper when magnified further. At
the same time, it can be seen that a small edge near the left side of the
pavement is incorrectly reconstructed, compared to the other methods.
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Table 5.9: Average PSNR (dB) / SSIM (rounded to 2 decimals) for ×2, ×3,
and ×4 super-resolution on Vid4 dataset. The proposed VSR network is in red
color.
Scale

×2

×3

×4

No. of input channels

Networks

Vid4

1

Bicubic

28.43 / 0.868

1

SRCNN

30.70 / 0.917

1

VDSR

31.41 / 0.923

1

AIBCNN-2

32.26 / 0.934

5

VSRnet

31.30 / 0.928

5

VESPCN

-/-

7

DRDVSR

-/-

5

ACBCNN-VSR

32.51 / 0.942

1

Bicubic

25.39 / 0.734

1

SRCNN

26.51 / 0.793

1

VDSR

26.82 / 0.805

1

AIBCNN-2

27.23 / 0.822

5

VSRnet

26.79 / 0.810

5

VESPCN

27.25 / 0.845

7

DRDVSR

27.49 / 0.840

5

ACBCNN-VSR

28.01 / 0.856

1

Bicubic

23.90 / 0.634

1

SRCNN

24.68 / 0.692

1

VDSR

24.98 / 0.711

1

AIBCNN-2

25.25 / 0.727

5

VSRnet

24.84 / 0.705

5

VESPCN

25.35 / 0.756

7

DRDVSR

25.52 / 0.760

5

ACBCNN-VSR

25.94 / 0.772
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(a) Original

(b) Bicubic (25.37 dB)

(c) VSRNet (25.89 dB)

(d) VESPCN (26.49 dB)

(e) ACBCNN-VSR (27.09 dB)

Figure 5.18: Comparison between the original, bicubic, and the reconstructed
image regions by CNNs for VSR for a factor of 4. The average PSNR across
the 3 frames are shown.
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(a) Original

(b) Bicubic (23.56 dB)

(c) VSRNet (24.47 dB)

(d) VESPCN (25.12 dB)

(e) ACBCNN-VSR (25.80 dB)

Figure 5.19: Comparison between the original, bicubic, and the reconstructed
image regions by CNNs for VSR for a factor of 4. The average PSNR across
the 3 frames are shown.
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(a) Original

(b) Bicubic (20.37 dB)

(c) VSRNet (21.07 dB)

(d) VESPCN (21.72 dB)

(e) ACBCNN-VSR (22.55 dB)

Figure 5.20: Comparison between the original, bicubic, and the reconstructed
image regions by CNNs for VSR for a factor of 4. The average PSNR across
the 3 frames are shown.
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5.6 CNN for Image Denoising
In this section, the task of additive Gaussian noise removal is addressed
and the corresponding model is illustrated in Fig. 5.1. Clean images from
a training dataset are collected and corrupted by noise. The standard
deviation of the added noise depends on the given noise level that the
network is trained to subdue. The network architecture used for this task
is another variation of the CNN with attentive inception blocks described
previously. The following sections describe the CNN architecture, the
objective function, the experimental results, and the evaluation.

5.6.1 Dataset Preparation
To create the training dataset for the denoising task, a set of RGB images
from the DIV2K dataset are either converted to YCbCr images and the Y
channel is extracted for use or the RGB images are converted to grayscale
images for direct use. The noisy input images are created by subjecting the
original images to additive Gaussian noise of different standard deviations.
Small overlapping patches are cropped from the low and high quality images,
and the final networks are trained with patches of size 224 × 224.

5.6.2 Network Architecture
The proposed network architecture is illustrated in Fig. 5.21. Similar to
the AIBCNN-2, it is a cascade of several inception modules with attention
mechanism. The inception block is residual in nature and consists of three
parallel conv layers. The filter groups in the conv layers use the dilation
factors of 0, 1, and 2 respectively. The number of such filter groups or
the depth of the output feature maps from those layers are 32, 16, and
16 respectively. Each conv layer is followed by a BN and a ReLU layer.
The feature maps from the parallel branches are concatenated to create a
feature tensor of depth 64. The concatenated features are sent to the pixel
attention module.
In the pixel attention module, a self-attention mechanism is introduced
that takes the concatenated feature maps and processes them further
through a separable conv layer, a ReLU layer, and another conv layer
before normalizing the values with a sigmoid function. The resulting output
is then multiplied with the concatenated feature maps in a elementwise
manner. The operations can be given by
S = σ(fθ (X)),

(5.17)

Y = X · S,

(5.18)
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Figure 5.21: Architecture of the proposed network for Gaussian denoising
with inception modules that contain filters of different dilation factors, a pixel
attention module, and a channel attention module.

where X denotes the concatenated feature maps, S denotes the 3-D attention tensor, and Y denotes the output of the elementwise product. The
use of separable conv layers in this attention module helps in reducing the
number of learnable parameters compared to regular conv layers. Similar
to channel attention where each channel is weighted independently and
importance is assigned to them, pixel attention performs an weighting of
each pixel or element in the feature map that assigns importance to them.
Since the network is residual in nature, the output channel is subtracted
from the noisy input. Hence, this output should ideally be the additive
Gaussian noise, which is relatively uncorrelated and independent. Normally,
pixel attention tends to generate a salience map which either suppresses
any object boundaries or patterns in a feature map by weighting the contributing pixels accordingly, or separates the salient object boundaries
and edges from the noise. Figure 5.22 illustrates some pixel attention
maps in the top row and the processed feature maps in the bottom row,
sampled from an intermediate layer. It can be observed that the noise and
the object boundaries tend to separate or decompose in different feature
maps. The output feature maps are sent to a channel attention module
as described by Equations (5.2), (5.3), (5.4), and (5.5), but instead of a
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Figure 5.22: A selection of pixel attention maps in the top row and the
corresponding output feature maps in the bottom row.
skip-attention mechanism, a self-attention mechanism is used. Therefore, a
depthwise product is performed between the output attention vector and
the input feature maps of the channel attention mechanism. The entire
network contains several inception modules containing both of these attention mechanisms. The final block is followed by a conv layer that predicts
the residual noise. The average feature maps from certain intermediate
layers after an inception and attention block are shown in Fig. 5.23. Unlike

Figure 5.23: Progression of the average residual feature through the CNN
layers for the denoising task. The numbers on top indicate the indices of
inception and attention blocks.
super-resolution and deblocking where object boundaries and edges are
enhanced, the predicted residual of the denoising network tries to retain
the noise while avoiding the enhancement of edges and boundaries. The
predicted noise is subtracted from the noisy input through the residual
connection to get the estimated denoised image. Figure 5.24 shows an
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(a) Noisy

(b) Residual

(c) Prediction

Figure 5.24: Example of (a) noisy input image, (b) corresponding residual
noise adjusted for display, and (c) predicted output image.
example of the input image, the residual image or the noise estimate, and
the predicted denoised image. The residual image is adjusted for a better
visualization. For the purpose of reference, the network architecture is
called AIBCNN-DN, where DN refers to denoising.

5.6.3 Objective Function
The objective of the training process is to minimize the mean squared error
(MSE) between the high quality ground truth patches and the estimated
patches. The objective function is formulated as
θ∗ = arg min EX,Y L2 (X, Y)





(5.19)

θ

with
Y = fθ (XR ),
1
L2 (X, Y) = ||X − Y||2 ,
N

(5.20)
(5.21)

where θ∗ denotes the optimal solution of the free or trainable parameters
denoted by θ, and EX,Y [·] denotes the expected value of the cost function.
fθ (XR ) denotes the CNN model parameterized by θ and XR and Y are
its input and predicted output respectively. L2 denotes the MSE function
and X denotes the ground truth. The addition of DFT or SSIM based
loss functions or use of the L1 loss function has not improved the results
achieved by the network. The network is trained with a batchsize of
16 image patches and random data augmentation is performed on each
patch before an epoch. The network parameters are initialized with a He
initialization and the Adam algorithm is used for the optimization of filters.
An initial learning rate of 0.001 is selected during training and the learning
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Table 5.10: Average PSNR (dB) and SSIM values for a factor of 50 on
benchmark dataset BSD68 with different denoising CNN architectures based
on the presence of attention modules.
Attention Modules

PSNR

SSIM

None

26.27

0.724

Channel

26.39

0.727

Channel+Pixel

26.42

0.728

rate is divided by a factor of 10 after every 45 epochs. All networks are
trained for 100 epochs

5.6.4 Experimental Study
An ablation study is performed on the denoising network to study the
influence of its channel and pixel attention blocks and its network depth.
Table 5.10 shows the influence of the attention modules in terms of PSNR
and SSIM based on the evaluation of the networks on the BSD68 [MFTM01]
benchmark, which is part of the Berkeley segmentation dataset. The metrics
improve with the addition of attention modules. The second experiment is
performed by varying the depth of the network by increasing the number
of attention and inception modules. The results from the experiment are
tabulated in Table 5.11 and they show a gradual improvement in terms
of PSNR and SSIM. It is noteworthy that the improvement is relatively
small when more than 10 inception and attention modules are used. If
computation would be of concern, the network with 10 modules could be
preferred over the larger network. The final CNN with 16 inception and

Table 5.11: Average PSNR and SSIM values for a factor of 50 on benchmark
dataset BSD68 with different depths of the denoising CNN.
No. of incp-att modules

PSNR (dB)

SSIM

4

26.30

0.723

10

26.40

0.728

16

26.42

0.728

attention modules have nearly 1.68 M parameters. The final networks are
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trained with multiple patches of size 240 × 240 pixels, which are extracted
from the images of the training database with an overlap of 192 pixels.
Gaussian noise of noise levels 15, 25, and 50 is added to the clean ground
truth images to create the low-quality noisy input images. The training
is performed with TensorFlow and Keras [AAB+ 15] on a machine with
NVIDIA RTX graphical processing unit. Figure 5.25 shows the gradual
27
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Figure 5.25: Performance of AIBCNN-DN per epoch on a combined dataset
of Set12 and BSD68 for a noise factor of 50.
improvement in Gaussian denoising over epochs with the final network,
performed on the benchmark datasets of Set12 and BSD68 for a factor of
50. The PSNR of the corresponding noisy images have and average PSNR
of 14.20 dB. Apart from a couple of large drops in PSNR, the network
improves in a stable manner until around 55 epochs. The improvement in
the next epochs are negligible.

5.6.5 Evaluation
To evaluate the performance of the network, the BSD68 and Set12 datasets
are selected which contain 68 and 12 images respectively. The BSD68
is a subset of the Berkeley segmentation dataset, while Set12 contains
some popular test images taken from the previously mentioned Set5 and
Set14 datasets. For the quantitative evaluation of the network and other
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(a) Original

(d) DNCNN (27.91 dB)
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(b) Noisy (14.72 dB)

(c) TNRD (27.68 dB)

(e) FFDNet (28.01 dB) (f) AIBCNN-DN (28.05 dB)

Figure 5.26: Comparison between the original, noisy, and denoised images by
the CNNs for a noise factor of 50.
denoising methods, the PSNR and SSIM metrics are used. The proposed
network is compared with a selection of denoising methods including some
popular CNNs like TNRD [CP17], DnCNN, and FFDNet [ZZZ18] and the
results are given in Table 5.12. The objective results indicate that the
proposed network is very efficient in removing Gaussian noise, particularly
for low SNR as the performance improves over the other methods. The
AIBCNN-DN produces an average improvement of nearly 11.5 dB and
12.75 dB PSNR over the noisy images for a noise standard deviation of 50.
Figure 5.26 shows some denoising results for a factor of 50 on an image
from the BSD68 dataset, along with a couple of magnified cropped regions.
although all the methods introduce heavy blurring in the images, it can be
observed that the AIBCNN-DN performs better than the other methods in
specific areas. In one of the cropped areas denoised by AIBCNN-DN, the
silhouette of the cloud is still visible and the object on top of the building
is resolved better. On the second cropped image, no artifacts can be seen
from the denoising by AIBCNN-DN, unlike the other methods. Figure
5.27 also shows some denoising results for a factor of 50, on another image
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(a) Original

(d) DNCNN (26.67 dB)

(b) Noisy (14.54 dB)

(c) TNRD (26.47 dB)

(e) FFDNet (26.76 dB) (f) AIBCNN-DN (26.93 dB)

Figure 5.27: Comparison between the original, noisy, and denoised images by
the CNNs for a noise factor of 50.
from the BSDS dataset. One of the cropped areas show that the eye and
the ears of the squirrel are restored better by AIBCNN-DN. The second
section of the image simply shows the quality of the smoothing performed
by the different CNNs.
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Table 5.12: Average PSNR (dB) / SSIM (rounded to 3 decimals) for noise
factors 15, 25, and 50 on the BSD68 and Set12 datasets from different CNNs.
The proposed network is in red color.
Noise Std. Dev. (σ)

15

25

50

Methods

BSD68

Set12

Noisy

24.80 / 0.571

24.66 / 0.539

BM3D

31.07 / 0.872

32.37 / 0.895

TNRD

31.43 / 0.883

32.51 / 0.897

DnCNN

31.73 / 0.891

32.86 / 0.903

FFDNet

31.63 / 0.890

32.75 / 0.903

AIBCNN-DN

31.77 / 0.892

32.97 / 0.904

Noisy

20.58 / 0.393

20.32 / 0.366

BM3D

28.57 / 0.801

29.97 / 0.850

TNRD

28.92 / 0.816

30.06 / 0.852

DnCNN

29.23 / 0.828

30.44 / 0.862

FFDNet

29.19 / 0.829

30.43 / 0.863

AIBCNN-DN

29.32 / 0.832

30.61 / 0.867

Noisy

14.91 / 0.199

14.75 / 0.188

BM3D

25.62 / 0.686

26.72 / 0.768

TNRD

25.97 / 0.703

26.82 / 0.767

DnCNN

26.23 / 0.719

27.18 / 0.783

FFDNet

26.29 / 0.725

27.32 / 0.790

AIBCNN-DN

26.42 / 0.728

27.51 / 0.794
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5.7 Two-Channel CNN for Image Super-resolution
CNNs for super-resolution usually make use of the LR bicubic image as an
input to the network. In this section, a CNN is constructed that uses the
LR image obtained by nearest neighbours interpolation as an additional
input under the hypothesis that this channel acts as a prior. The networks
proposed for this task have a feedforward and a residual architecture
to estimate an intermediate HR and a final super-resolved image. The
basic structure of the networks is influenced by the success of different
CNNs in solving different computer vision problems. The multi-channel
SRCNN [YBK16], where multiple input image representations are used to
learn the LR-HR mapping, shows an improvement in the results of SRCNN.
The efficient sub-pixel convolutional neural network or ESPCN [SCH+ 16]
introduces the subpixel convolution method which ensures that the input
image do not need to be upsampled. The feedforward architecture inside
the proposed network draws influence from the above literatures in terms
of the usage of cascaded layers, sub-pixel upsampling, and the usage of
multiple input features.
Unlike the work in [YBK16], the proposed CNNs only uses the bicubic and
the nearest-neighbor interpolations of an image as a LR input pair. The very
deep super-resolution network or VDSR has shown that super-resolution
with a deep residual architecture subsequently improves the image quality.
The ResNet architecture [HZRS16], which is used for classification tasks,
shows the importance of short residual connections or skip connections
for solving the vanishing gradient problem in deep networks. Many recent
networks, including the enhanced deep residual network or EDSR [LSK+ 17]
have employed dense skip connections for super-resolution with state-ofthe-art results but at the cost of high computational load due to a large
number of parameters. The proposed network architectures also uses
skip connections in their structures for relatively faster convergence, The
attention modules described in the previous sections are also added in the
network to improve the results further.

5.7.1 Proposed Model
In this section, the model for super-resolution is described. The corresponding overview is shown in Fig. 5.28. The model has two LR input channels
that are processed by two consecutive architectures to generate a HR image.
The CNN model can be given by
YI = fθ1 (XB , XN N ),

(5.22)

Y = YI + fθ2 (YI ),

(5.23)
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Figure 5.28: Overview of the model.

where Eq. (5.22) represents a feedforward architecture and Eq. (5.23) represents a residual network architecture. In the above equations, fθ1 and
fθ2 represent CNN sub-models parameterized by θ1 and θ2 respectively.
XB and XN N represent the bicubic and the nearest neighbor interpolation
channels used as the input to the feedforward architecture of the network,
YI represents an intermediate estimate of the HR image, which is used as
an input to the residual architecture of the network, and Y represents the
final estimate of the HR image. The CNN model is trained iteratively for
several epochs with randomly selected batches of image patches. The estimated HR patch is compared with the ground truth and the corresponding
loss is calculated. The gradient of the loss is backpropagated to calculate
the necessary gradients for updating the model parameters. The network
model along with an architecture is already introduced in [BZ19].

5.7.2 Dataset Preparation
Like most CNNs, the proposed network performs supervised learning, and
a dataset of high resolution images is necessary to create the image and
ground truth pairs for the supervision. In this work, datasets released by
the workshop and challenge of learned image compression (CLIC) [CLI18]
is used. Images from the professional dataset and images from a mobile
dataset previously released by CLIC are used. For this work, nearly 1000
high resolution images from the datasets are collected for the purpose
of training and validation. In order to train in a memory constrained
environment, the images are split into 128×128 cropped regions. Finally
a total of 6000 image crops are selected for training and validation. The
original RGB image patches are then converted to YCbCr color space and
the Y channel is extracted for subsequent processing and creating the final
dataset of network inputs and ground truths. To create the network input
the Y channel of the image patches are downsampled by bicubic and nearest
neighbor methods and are concatenated along the third dimension, thus
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Figure 5.29: Overview of the MCH-CNN network architecture.
yielding a two-channel LR input for the network. The corresponding Y
channel of the HR image patch serves as the ground truth.

5.7.3 Network Architecture
In this section, two network architectures are described. The first architecture is introduced in [BZ19] and will be referred to as multi-channel
convolutional neural network or MCH-CNN fur further discussions and
comparison. The second architecture introduces the attention and inception blocks (AIB), and it will be referred to as MCH-AIBCNN for further
discussion and comparison.
MCH-CNN
The network architecture is illustrated in Fig. 5.29. As shown in the figure,
the network contains a feedforward architecture with multiple residual
blocks, a long skip connection, and a subpixel upsampling layer. The
output of the feedforward part of the model is further processed by a
residual architecture. The feedforward architecture takes the bicubic and
nearest neighbor LR image pair as input. The first layer in the feedforward
architecture is a conv layer with a filter of size 3 × 3 × 2 × 64 operating on
the input LR patch pair producing a feature map. The layer is followed
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Figure 5.30: Overview of a residual block.
by four consecutive residual blocks. As shown in Fig. 5.30, the residual
block contains a ReLU layer followed by a conv and another ReLU layer
before a summation operation. Between any two residual blocks, there is
a conv layer as well. Apart from the first and the last conv layers in the
feedforward structure, the size of the filter groups in each conv layer is
3×3×64×64. Furthermore, there is a long skip connection between the first
and the last ReLU layer of the feedforward architecture. The feedforward
architecture ends with a conv layer followed by a subpixel upsampling layer
as illustrated in Fig. 5.31. The operation is advantageous compared to a
deconvolution since the network trains and converges faster. This layer
produces an initial estimate of a HR image, which is used as an input to the
residual architecture of the network. The network is also supervised at this
point with an intermediate loss layer. Overall, the feedforward architecture
contains nine conv layers.

(x2)

Figure 5.31: Illustration of subpixel upsampling for a scale of 2.
The upsampled image from the feedforward architecture is processed
by a residual architecture and the entire network is trained end-to-end.
This residual architecture contains seven conv layers with ReLU layers in
between them. Before the final conv layer, there is a concatenation layer
that concatenates the output feature maps of the last ReLU layer and two
intermediate ReLU layers along the third dimension to generate 192 feature
maps. The last conv layer provides the final predicted image. The residual
network architecture is used to provide a final smoother estimate of the
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Figure 5.32: Overview of the MCH-AIBCNN network architecture.
intermediate upsampled image. The final image estimate goes to another
loss layer for supervision.
MCH-AIBCNN
The MCH-AIBCNN network architecture is similar to the previous architecture with a feedforward and a residual structure. However, the current
architecture contains residual blocks with self-attention mechanism in the
feedforward architecture and an attentive inception module in the residual
architecture as illustrated in Fig. 5.32. As shown in the figure, the network
contains a feedforward architecture having multiple residual blocks, a long
skip connection, and a subpixel upsampling layer. The residual blocks have
a self-attention mechanism before the summation, as illustrated in Fig. 5.33.
The feedforward architecture takes the bicubic and nearest neighbor LR
image pair as input and produces the subsequent feature maps through
its cascade of residual blocks. Feature maps from the first ReLU layer is
added to the feature maps of the last ReLU layer before being processed by
a conv layer and a subpixel upsampling layer. The upsampled intermediate
image is used as an input to the residual architecture of the network and an
intermediate loss layer. In the final architecture, the feedforward structure
contains 12 conv layers.
The residual architecture of this network contains an initial conv and
ReLU layer followed by several residual blocks with inception modules
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Figure 5.33: Overview of a residual block with self-attention.
and attention mechanism as described in the AIBCNN-2 architecture. A
residual block starts with the inception module, which contains two parallel
branches. Both branches have a conv layer using 3 × 3 filters, but they use
a dilation factor of 0 and 1 in their respective conv layers. Each branch
produces 32 feature maps. The output feature maps are concatenated and
rectified before being processed by the skip-attention mechanism. The
input to the inception module is added to the output of the attention
module and rectified to complete the residual block. The output of the last
residual block is processed by a conv layer to get the final predicted image
and it is sent to the family of loss functions to calculate the error and
gradient. The residual architecture of the final network contains 8 residual
blocks with inception and attention modules, before the final conv layer.
Figure 5.34 shows an image obtained by bicubic resampling, the residual
of the predicted image w.r.t. the bicubic image, and the final predicted
image from MCH-CNN and MCH-AIBCNN, for a super-resolution factor
of 4. It can be noted that residuals contain certain bad pixels as a result of
the subpixel upsampling and the final predictions may not always remove
them completely. They are visible for higher super-resolution factors but
the artifacts are well attenuated in most predicted images.

5.7.4 Objective Function
The objective of the training process is to minimize the mean squared error
(MSE) and the mean absolute error (MAE) between the HR ground truth
patches and the estimated HR patches. The CNN is trained iteratively to
minimize the loss function in order to find an optimal solution for the free
or trainable parameters. The individual loss functions can be given by
Lp (X, Y) =

1
||X − Y||pp ,
V

(5.24)

where Lp denotes the pth exponent of the p-norm, the Y denotes the
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(a) Bicubic

(b) Residual

(c) Predicted

(d) Bicubic

(e) Residual

(f) Predicted

Figure 5.34: Example of (a ,d) the bicubic input image, (b) the residual image
of MCH-CNN w.r.t. the bicubic image, and (c) predicted output image by
MCH-CNN, and (e) the residual image of MCH-AIBCNN w.r.t. the bicubic
image, and (f) predicted output image by MCH-AIBCNN for a factor of 4.

estimated CNN output, X denotes the ground truth, and N denotes the
number of samples or pixels of the ground truth data tensor. When the
value of p is 1, the loss function is MAE, and when the value is 2, the loss
function is MSE. The optimization objective is given by


θ∗ = arg min EX,Y 
θ

2
X


αp Lp (X, Y)  ,

(5.25)

p=1

where θ∗ denotes the optimal solution of the free or trainable parameters
denoted by θ, and EX,Y [·] denotes the expected value of a weighted summation of losses where αp denotes a scalar weight for the pth loss. In this
model, the combined loss function can be used at two locations in the
network. The intermediate output HR estimate at the end of the subpixel
upsampling layer and the final output can be supervised by the function.
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Additionally, the DFT and the SSIM loss functions are also experimented
with, and are used at the end of the residual structure during training.

5.7.5 Experimental Study
The networks are trained separately for super-resolution factors of 2, 3, and
4 to generate three models. Initially, the original image is downsampled by
the respective scale factor with bicubic interpolation and nearest neighbor
interpolation methods. Since nearest neighbor interpolation is a simple
downsampling of the image, the sampled pixels represent a subset of the
original image pixels and so it acts as a prior information about a relative
pixel distribution in the natural image. The image patches are flipped
randomly for data augmentation. Since the network has a two-channel
input, the image patches in each channel is swapped randomly so that each
channel has an uniform probability of having either of the LR patches. The
Adam optimization is used to update the weights. Multiple MCH-CNN
Table 5.13: Average PSNR (dB) and SSIM values for ×4 super-resolution on
benchmark dataset Set5 with MCH-CNN of varying depths.
No. of conv. Layers

PSNR

SSIM

8

32.11

0.898

12

32.72

0.908

16

32.86

0.911

models of varying depths are trained and the evaluation results have shown
that the super-resolution performance improves with network depth, albeit
by small values, in terms of PSNR and SSIM. Table 5.13 compares the
results obtained by the proposed network with different depths, on the Set5
benchmark dataset for super-resolution factor of 4. It can be seen that
minor improvements are achieved with increasing network depth. Similar
performance patterns are observed on training and validation datasets, for
all super-resolution factors as well. The results also indicate the advantage
of usage of multiple input channels because of promising results obtained
even by shallower networks. The final network has 16 conv layers yielding
approximately a total of 453 − 472 k learnable filter parameters depending
on the scale factor. Additional increment of the network depth does not
improve the results significantly, based on training with the associated
dataset.
The MCH-AIBCNN models of different depths are also trained and
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Table 5.14: Average PSNR and SSIM values for ×4 super-resolution on
benchmark dataset Set5, with MCH-AIBCNN of varying depths in terms of
the number of conv layers in the feedforward and residual structures.
No. of conv. Layers

PSNR

SSIM

20

33.01

0.913

32

33.21

0.916

evaluated on the Set5 dataset as shown in Table 5.14. For this particular
case, the two individual conv layers of the parallel branches in the inception
modules are considered as a single combined conv layer. The tabulated
results indicate an improvement in terms of the objective metrics, with
increasing network depth. The additional functions of SSIM and DFT
losses are also used during training without any notable difference in results.
The final architecture of MCH-AIBCNN has 1.36 − 1.37 M parameters
approximately depending on the scale factor. These networks are designed
and trained in MatConvNet on a NVIDIA TITANx and a RTX graphical
processing unit. Finally, Fig. 5.35 shows the gradual improvement in superresolution performance by MCH-CNN and MCH-AIBCNN over epochs,
performed on the benchmark datasets of Set5, Set14, and BSD100 for a
factor of 4. The plot shows that the performance of the MCH-AIBCNN
surpasses MCH-CNN, and is relatively more stable after certain epochs
reaching nearly 29 dB. The corresponding images, resampled by bicubic
method, have an average PSNR of 26.07 dB.

5.7.6 Evaluation
In this section, the performance of the networks are evaluated in terms of
non-blind super-resolution and a few examples are displayed. The performance of the networks is compared with a selection of notable convolutional
neural networks, including the DRCN [KLL16a], DRRN [TYL17], and the
LapSRN [LHAY17b], for SISR on the Set5, Set14, and BSD100 datasets.
Table 5.15 summarizes the performance of the proposed CNNs in comparison with the CNNs used in SISR, for 3 scale factors across the 3 test
datasets. The results show that the MCH-CNN provides an improved
super-resolution performance, for all test datasets over the SISR methods.
MCH-CNN achieves an improvements of approximately 6 dB, 4 dB, and
3 dB average PSNR and 0.08, 0.1, and 0.11 average SSIM over LR images
for upscale factors of 2, 3, and 4 respectively across the entire testset. The
results of the MCH-AIBCNN has marginally surpassed MCH-CNN.
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Figure 5.35: Performance of MCH-CNN and MCH-AIBCNN for SISR per
epoch on the combined benchmark datasets of Set5, Set14, and BSD100 for a
factor of 4.

Figure 5.36 shows the super-resolution results for a scale of 4 on an
image from the BSD100 dataset. Enhancement in details can be observed
in multiple areas of the image by the multichannel CNNs compared to the
others. The pattern on the wing of the bird improves with each method
as it gets closer to the original pattern. The multichannel CNNs also
reconstruct the background much better than the other methods and the
reconstruction gets very close to the original image. Figure 5.37 shows the
comic image from the Set14 dataset. Strong improvements can be observed
from the application of the MCH-CNN and MCH-AIBCNN as the image is
comparatively less blurry than the results obtained with the SISR methods.
Figure 5.38 shows the super-resolution results for an upscale factor of 4
on another image from the BSD100 dataset. One can observe that the
multichannel networks are able to reconstruct the windows better than
the other methods, with sharp and distinct boundaries. However, certain
artifacts in the form of bad pixels are also present in this image and certain
other images across the dataset, which can be attributed to the subpixel
upsampling layer and the high frequency content of the neighbor nearest
image. It is also noteworthy that many patterns on the images in general
do not resemble the patterns in the original natural image although they
are not visually unpleasant. However, this tendency may also produce
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patterns which may appear as obvious artifacts.
From the results on the test images across the datasets it can be concluded
that the networks are able to produce visually better results with the
additional input channel and the objective measures support the inference.
The super-resolution results appear comparatively sharper and detailed for
all scale factors, while visible artifacts appear in only a small percentage of
the test images for the factor of 4. It has also been observed during the
work that the super-resolution performance improves in terms of visual
quality and artifacts if the network depth is increased. The randomization
of the channels during training is also responsible for reducing unnatural
artifacts and producing a smoother image.
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Table 5.15: Average PSNR (dB) / SSIM (rounded to 2 decimals) for ×2, ×3,
and ×4 super-resolution on datasets Set5, Set14, and BSD100. The proposed
networks are in red color and the MCH-AIBCNN is shortened as MCH-AIB.
Scale

×2

×3

×4

Networks

Set5

Set14

BSD100

Bicubic

33.66 / 0.93

30.24 / 0.87

29.56 / 0.84

SRCNN

36.66 / 0.95

32.45 / 0.91

31.36 / 0.89

VDSR

37.53 / 0.96

33.03 / 0.91

31.90 / 0.90

DRCN

37.63 / 0.96

33.04 / 0.91

31.85 / 0.89

LapSRN

37.52 / 0.96

32.99 / 0.91

31.80 / 0.90

DRRN

37.74 / 0.96

33.23 / 0.91

32.05 / 0.90

MCH-CNN

40.70 / 0.98

36.17 / 0.95

35.36 / 0.95

MCH-AIB

41.26 / 0.98

37.54 / 0.96

35.89 / 0.96

Bicubic

30.39 / 0.87

27.55 / 0.77

27.21 / 0.74

SRCNN

32.75 / 0.91

29.30 / 0.82

28.41 / 0.79

VDSR

33.66 / 0.92

29.77 / 0.83

28.82 / 0.80

DRCN

33.82 / 0.92

29.76 / 0.83

28.80 / 0.80

LapSRN

33.81 / 0.92

29.79 / 0.83

28.82 / 0.80

DRRN

34.03 / 0.92

29.96 / 0.83

28.95 / 0.80

MCH-CNN

35.61 / 0.94

31.50 / 0.88

30.31 / 0.85

MCH-AIB

35.84 / 0.95

31.79 / 0.89

30.51 / 0.86

Bicubic

28.42 / 0.81

26.00 / 0.70

25.96 / 0.67

SRCNN

30.48 / 0.86

27.50 / 0.75

26.90 / 0.71

VDSR

31.35 / 0.88

28.01 / 0.77

27.29 / 0.73

DRCN

31.53 / 0.89

28.02 / 0.77

27.23 / 0.72

LapSRN

31.54 / 0.89

28.09 / 0.77

27.32 / 0.73

DRRN

31.68 / 0.89

28.21 / 0.77

27.38 / 0.73

MCH-CNN

32.86 / 0.91

29.08 / 0.82

28.19 / 0.78

MCH-AIB

33.41 / 0.92

29.52 / 0.83

28.52 / 0.79
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(a) Original

(b) Bicubic (28.49 dB)

(c) VDSR (29.55 dB)

(d) AIBCNN-2 (30.45 dB)

(e) MCH-CNN (31.26 dB)

(f) MCH-AIB(32.37 dB)

Figure 5.36: Comparison between the original, bicubic, and super-resolved
image regions by the CNNs for super-resolution, for a factor of 4.

5.7 Two-Channel CNN for Image Super-resolution

(a) Original

(b) Bicubic (21.69 dB)
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(c) DRRN (23.11 dB)

(d) AIBCNN-2 (23.18 dB) (e) MCH-CNN (24.36 dB) (f) MCH-AIB (24.71 dB)

Figure 5.37: Comparison between the original, bicubic, and super-resolved
image regions by the CNNs for super-resolution, for a factor of 4.
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5 Natural Image Enhancement

(a) Original

(b) Bicubic (24.13 dB)

(c) VDSR (25.66 dB)

(d) AIBCNN-2 (26.18 dB) (e) MCH-CNN (27.04 dB) (f) MCH-AIB(27.82 dB)

Figure 5.38: Comparison between the original, bicubic, and super-resolved
image regions by the CNNs for super-resolution, for a factor of 4.

CHAPTER

6

Conclusion

The thesis provides an introduction to deep learning, describes the workflow
of deep neural and convolutional networks, and the application towards
image enhancement or restoration tasks. The first chapters describe the
structures and explain the working principles of ANN, RNN, and CNN,
along with the required derivations for optimizing the networks with backpropagation and parameter update. Description of individual modules in a
CNN and certain architectures are provided as well, which helps understand
their workflow. The fourth chapter describes the low-level computer vision
problems with a focus on image quality enhancement in a maritime environment. This chapter introduces the image restoration tasks in infrared
domain with CNNs and goes on to describe the models, network architectures, and experiments, before providing an evaluation of the results.
The fifth chapter describes the low-level computer vision problems with
a focus on natural image and video quality enhancement. Here, the task
specific pre-processing methods and model descriptions are provided. This
is followed by the introduction of different network architectures along with
the explanation of their effectiveness for the specific enhancement tasks.
For the task of infrared image denoising, it is important to identify the
noise pattern present in the target images or videos. Creating a training
dataset of noisy image with traditional noise generators are unlikely to
provide a network optimized towards the target images. The predominant
artifacts in the infrared images are identified as granular nose or image
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grain, fixed patterns, and hot pixels. To that effect, noise or artifacts
are extracted from appropriate patches within the target images and
external images containing only film grain. The extracted noise is randomly
augmented and added to the clean images to produce the required noisy
images. Sometimes, random noise of low intensity from standard noise
generators is added to the images, or no noise and artifacts are added
at all, as part of the augmentation. The intensity of the overall noise is
controlled based on a required peak granularity index or increment in such
an index. Finally, regularization in terms of total variation reduction is
also added for a better smoothing of the background while retaining strong
edges. The data preparation for super-resolution is comparatively easier
where a down and upsampling of the clean image with bicubic method is
enough to generate the low quality input images. The network architectures
for super-resolution and denoising of the infrared images or video frames
are relatively shallow or have less number of parameters compared to the
recent CNNs for any computer vision task. Since far infrared or thermal
images, particularly in a maritime environment, are likely to contain less
information than natural color or gray images, deep networks may not be
advantageous to train because they might end up computing redundant
features. The corresponding results indicate that the CNNs perform very
well at their respective tasks and even outperform certain networks that are
comparatively deeper. Since the compared methods are used off the shelf,
and not particularly tuned towards infrared image enhancement, it can be
concluded that CNNs are very effective when trained with very specific
data. This also leads to the problem of availability of proper datasets
related to high quality far infrared or thermal images. The networks
are trained with near infrared images, which are quite different from the
target dataset. A large and diverse training dataset of far infrared images,
should also allow for a deeper or a more complex network to train without
overfitting. Hence, training with such a dataset and improving the network
architectures by the introduction of improved modules should improve the
network performances.
In natural image enhancement, the tasks of image or video superresolution, denoising, and JPEG artifact removal are considered. Each task
provides an unique challenge and the network models are built accordingly.
The inception module with multiple dilation factors help in aggregating
multiresolution context, which is particularly helpful for JPEG deblocking
and image super-resolution. Higher dilation factors also provide a bigger
receptive field, which would be helpful for any CNN particularly trained
with larger patch sizes. However, the usage of an inception module for
video super-resolution has proven to degrade the performance because of
no proper registration of sub-pixels. The channel and pixel attention modules provide individual weightage or importance to feature maps or pixels
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within a feature map, and it helps in improving the quality of the predicted
residuals for every task. The hyperparameter of training patch size has
proven to be quite important in terms of benchmark results, since the
attention modules require that the training patches are statistically more
similar to the test images. The disadvantage of training with large patch
sizes would be the long training time and reduced batch size for a limited
memory allocation on the graphical processing unit. The introduction of additional loss functions also tend to produce marginal or large improvements
in results, depending on the application and network architecture. The
ablation studies and conducted experiments show the contribution of the
individual modules in terms of relative improvement in objective metrics,
and these modules tend to produce excellent results for certain tasks even
with shallower architectures. However, a deep network with a large number
of attention modules can suffer from the diminishing or vanishing gradient
problem. This happens particularly when the expected residual for a given
task has less information content. Finally, super-resolution networks with
multiple input channels are trained where one of the channel would act as
a prior information thus improving the performance over SISR. The final
evaluation and example results from every task indicate that the proposed
methods perform admirably, producing restored images of high quality.
Table 6.1 summarizes the CNNs used in this work along with the number
of parameters and an approximate number of multiply-accumulate (MAC)
operations that consider sum of dot products. Although the number of
floating point operations (FLOPs) depend on the individual deep learning
environment, it is approximately twice the number of MAC operations.
Architecture

Num. Parameters

MACs

denoising CNN (IR)
ConcatCNN (IR)
AIBCNN
AIBCNN-2
ACBCNN-VSR
AIBCNN-DN
MCH-CNN
MCH-AIBCNN

441 k
555 k
1559 k
1629 k
2092 k
1684 k
453 − 472 k
1364 − 1371 k

28.9 G
36.4 G
82.9 G
84.3 G
82.5 G
93.2 G
13.5 − 16.7 G
40.6 − 46.1 G

Table 6.1: List of the proposed network architectures with the number of
parameters and an approximate calculation of multiply-accumulate operations
on a 256 × 256 image.
The work done in this thesis does not focus on the optimization and
compression of the network size or implementation of the network to fit in
low end hardware devices or perform real time activities. However, since
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CNNs for object detection and classification, which are usually computationally very expensive, are widely implemented for real time activities,
the proposed networks should perform quite well on appropriate hardware
platforms. The proposed CNNs can also be used as pre-processing tools in
multiple applications including object detection, where particular frames or
regions of interest can be enhanced for better prediction. Further work can
be done in compressing the networks, retraining them on lower precision
arithmetic, trimming them, and finding faster implementations for network
modules.
On the other hand, new and improved network modules or architectures can be implemented in order to improve the existing results. The
concept of dynamic convolution can be further experimented with and
an efficient implementation can be sought, to increase its potential contribution. Dynamic upsampling filters are introduced in [JOKK18] for an
improved video super-resolution performance. Similarly, further research in
spatially variant convolution can be done, particularly for SISR and CAR,
to introduce a dynamic nature of filtering operations similar to the idea
of deformable convolution [DQX+ 17]. Although deformable convolution
is computationally more expensive, it has contributed to a large improvement in performance of super-resolution [WCY+ 19]. Future work can be
done in SISR,CAR, and denoising by exploring finite recursive connections
in CNN, and the corresponding tasks in videos by employing recurrent
CNNs. Efficient methods for online and offline registration or optical flow
methods can be investigated from consecutive frame alignment to improve
the present results of VSR. From the point of view of the network architecture, new structures can be experimented with, that can include the
Laplacian pyramid, parallel multi-resolution CNN branches, generative and
adversarial architectures [WYW+ 19], and back projection based architectures [HSU18]. Better attention modules or functions within the modules
can also be explored, particularly in order to overcome the issue of vanishing
gradient. While most priors or regularization methods impose constraints
on the predicted output of the network, most CNNs only perform the L2
regularization on the filter parameters. Generation of dynamic filters allow
a degree of constraint on the parameters since they are usually bounded
by appropriate activation functions. The CNN introduced in [FYK18]
performs supervised krigging, where krigging weights are learned as local
dynamic filters. These filters are constrained so that the elements add up
to 1. Similarly, the concept of filter flow introduced in [SSSB09] models
transformations via spatially varying linear filters, which are decomposed
into motion filters and kernels. These are subjected to multiple constraints,
including non negativity and summation up to 1, among many others.
The concept has motivated the work in [KF18] where these flow filters are
learned as dynamic filters under some of the hard constraints. A further
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investigation of improved loss functions, regularization methods, and priors
can lead to new and better outcomes. Finally, a general model can be
constructed and trained, which can identify any image or video degradation
and perform the required enhancement.
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